Storage arrays

Storage concepts tutorial
What steps do I take to configure my storage array?
To configure a storage array, you must prepare to correctly set up the features used to store your data. When you prepare your
configuration, you make sure that your storage needs are met.
1. Prepare your configuration.
a. Evaluate your data storage needs and the administrative tasks.
b. Determine the capabilities of the hardware.
c. Decide how you want to organize your data and how it will be made available to hosts.
d. Decide how you will back up your data.
2. Configure a new storage array, and set the storage array options, such as password protection and email notifications.
3. Set up the host on the network. Configure the storage array host so that it can access the volumes and volume groups that
you create. One or more hosts can access the volumes.
4. Configure volumes and volume groups. Also, create hot spare drives to automatically replace a non-working drive.
5. Configure your data copying features, if available. If you have features, configure these features to make a copy of your data.
These features include Storage Partitioning, Volume Copy, and Synchronous Mirroring.

Using the storage management software
The storage management software has two management windows: the Enterprise Management Window (EMW) and the Array
Management Window (AMW). The EMW and the AMW let you configure, manage, and maintain your storage array.
Enterprise Management Window
The EMW is the first window to appear when you start the storage management software. The EMW performs these
management tasks:
•

Discovers hosts and storage arrays automatically on your local sub-network

•

Provides the ability to manually add and remove hosts and storage arrays

•

Monitors the health of storage arrays and reports a high-level status by using the applicable icons

•

Provides the ability to configure alert notifications through email or SNMP

•

Loads the applicable AMW for a selected storage array to allow detailed configuration and management operations

•

Runs a script to perform batch management tasks on a specific storage array

A local configuration file stores all of the information about storage arrays that you have added and any email or SNMP
destinations that you have configured.
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The Enterprise Management Window contains two tabs:
•

Devices – Shows discovered storage arrays and their status. This tab also shows unidentified storage arrays.

•

Setup – Allows you to perform initial setup tasks for the storage management software.

Array Management Window
The AMW configures and maintains the logical components and the physical components of a storage array. The AMW also
lets you view and define mappings. The AMW performs these management tasks:
•

Provides the ability to configure volumes, disk pools, and volume groups from your storage capacity

•

Defines hosts and host groups, granting access to sets of volumes called storage partitions

•

Monitors the health of the storage array components and indicates the status of the storage array component using applicable
icons

•

Provides you with the applicable procedures to recover from a failed logical component or a failed physical component

•

Presents a view of the storage array Event Log

•

Presents profile information about the physical components, such as the controllers and the drives

•

Provides controller management options, such as changing the ownership of a volume or placing a controller online or
offline

•

Provides drive management options, such as assigning hot spare drives and drive initialization

•

Monitors storage array performance

The AMW is specific to an individual storage array. You can manage only a single storage array within the AMW. You can start
other AMWs from the EMW to simultaneously manage several storage arrays.
The Array Management Window contains six tabs:
•

Summary – This tab provides a graphical summary of the storage array.

•

Performance – This tab allows you to view real-time performance data in a table format, as a single graph, or as a
dashboard that shows six graphs on one screen. You can also view background performance data for a session that is
currently in progress or for a session that you previously saved.

•

Storage & Copy Services – This tab shows the organization of the storage array by volumes, disk pools, volume groups,
and other logical components. This tab is divided into two panes: the Logical pane on the left and the Properties pane on the
right.

•

Host Mappings – This tab lets you define host groups, hosts, host bus adapter (HBA) host ports, and other topological
elements, and lets you define and change mappings.

•

Hardware – This tab shows the organization of the storage array by controllers, drives, and other hardware components.
This tab is divided into two panes: the Physical pane on the left and the Properties pane on the right.

•

Setup – This tab allows you to perform initial setup tasks for the storage array.

Storage array environment
Storage array environments can be direct attached storage (DAS) or storage area network (SAN).
A SAN and a DAS use different procedures to attach a host to a controller. In a SAN environment, the host is attached to the
controller through a switch. This attachment permits multiple hosts to be connected to multiple controllers. In a DAS
environment, the host is attached directly to the controller. SAN permits multiple hosts to access multiple storage arrays, and
DAS is a direct connection between the host and the storage array.
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How do I allocate my capacity?
The drives in your storage array provide the physical storage capacity for your data. Before you can store data, you must
configure the physical storage capacity into components, known as volume groups, disk pools, and volumes.
Volume groups and disk pools are a set of drives that the controller collects together. Volume groups and disk pools have these
characteristics:
•

They appear as one larger drive.

•

They increase the performance of the storage array.

•

They let the controller write to the multiple drives in the volume group or disk pool at the same time.

•

They protect your data.

•

They use Redundant Array of Independent Disks (RAID) technology.

•

They are created from unconfigured capacity on your storage array.

The volume is a logical entity that your host uses to store data. Volume groups and disk pools can hold one or more volumes.
You create volumes from free capacity in the volume group or disk pool.
Information about allocating capacity
Keep this information in mind to help you configure your storage array capacity:
•

Make sure that some non-configured capacity stays in the form of one or more unassigned drives. Keep some unconfigured
capacity so that you have capacity available for additions or changes to your configuration. Keep in mind that storage
capacity is also required for copy services (snapshot images, snapshot volumes, volume copies, and remote mirrors) or for
configuring one or more hot spare drives.
Note: Hot spare drives apply only to volume groups. Disk pools do not use hot spare drives.

•

You have a limited number of drives that you can use to create a volume group or disk pool. The limit is based on the total
number of drives in your configuration. If you use too many unassigned drives to create the volume group or disk pool, the
storage management software might suggest one of these solutions:
◦

Decrease the number of drives in the volume group or disk pool that you are trying to create.

◦

Increase the number of volume groups or disk pool that you are trying to create.

•

Mixing drives with different media types or interface types within one volume group or disk pool is not permitted. For
example, you cannot mix Serial Attached SCSI (SAS) drives with Fibre Channel (FC) drives, and you cannot mix hard
drives with Solid State Disks (SSDs).

•

The operating system (OS) for your host might have specified limits about how many volumes the host can access. Keep
these limits in mind when you create volumes for a particular host.

Related tasks

Viewing storage array capacity on page 12
Related references

Tips and examples for allocating capacity on page 4
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Tips and examples for allocating capacity
The drives in your storage array provide the physical storage capacity for your data. Before you can begin storing data, you must
configure the physical capacity into logical components known as volume groups, disk pools and volumes. You use these
components to configure, store, maintain, and preserve data on your storage array.
A volume group or a disk pool is a set of drives that the controller logically groups together to provide one or more volumes to a
host. When you create a volume from unconfigured capacity, you can create a volume group or a disk pool and the volume at the
same time. When you create a volume from free capacity, you are creating an additional volume on an already existing volume
group or disk pool.
With the advent of higher capacity drives and the ability to distribute volumes across controllers, creating more than one volume
per volume group or a disk pool is a good way to make use of your storage capacity and to protect your data.
Tips for allocating capacity
Keep these tips in mind when you configure your storage array capacity:
•

When you configure the capacity in your storage array, make sure that you leave some unconfigured capacity remaining in
the form of unassigned drives. This action lets you have enough capacity available should you decide to create snapshot
volumes or remote mirrors.

•

A limit on the number of drives that you can assign to a volume group exists and is based on your total number of drives. If
you attempt to over allocate the number of unassigned drives, you are prompted by the storage management software to
reduce the number of drives per volume group that you are attempting to create or increase the number of volume groups
being created.

•

Each disk pool must have a minimum of eleven drives. Although there is no limit on the maximum number of drives that can
comprise a disk pool, the disk pool cannot contain more drives than the maximum limit for each storage array. The storage
management software automatically configures the RAID level when you create the disk pool. You cannot set or change the
RAID level of disk pools or the volumes in the disk pools.

•

You cannot mix different drive types within a single volume group, disk pool, or volume.

•

The operating system of your host might have specific limits on how many volumes it can access. Keep these limits in mind
when you create volumes for use by a particular host. For information about host limitations, refer to the initial setup guide
for your controller tray.

Examples of capacity allocation for volume groups
Note: These examples do not apply to disk pools. Disk pools support SAS drives only and the disk pools are automatically
configured as RAID level 6.

These examples show that if you change your configuration choices, those choices can cause redundancy of your data.
Example 1 – No tray loss protection
As the system administrator, you must manage a storage array that is made up of three drive trays. The first two drive trays hold
SAS drives. The remaining drive tray holds SATA drives. Each drive tray has a maximum of 12 drives.
To meet your storage needs, configure your storage array so that volume groups that contain multiple volumes are created for
your key business departments, for example, IT, Marketing, and Finance.
This example shows how to configure your storage array under these conditions. You have decided to use the SATA drives to
configure the volume groups for IT and Finance. You can use the SAS drives to configure the volume groups for the Marketing
department.
Use these configuration options to obtain the storage requirements for this example:
1. Set RAID Level 1 for your RAID level.
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2. Create a new volume group for each of your key business departments. When you set the drives for the volume group, use
multiple drives within the same drive tray.
3. Make sure that you have unconfigured capacity available for future volume requirements.
No tray loss protection exists for the drive trays. No hot spare drives have been provided to the specified volume groups. Thus,
you could lose accessibility to the data on your volume group; for example, if a total loss of communication exists with a single
drive tray. This loss can be loss of power to the drive tray or failure of both environmental services modules (ESMs).
Example 2 – Tray loss protection
As the system administrator, you must manage a storage array made up of three drive trays. Each drive tray supplies a maximum
of 12 drives.
To meet your storage needs, configure your storage array so that volume groups containing multiple volumes are created for
your key business departments, for example, IT, Marketing, and Finance. Also, make sure that tray loss protection is configured.
This example shows how to configure your storage array under these conditions. You also will use snapshot volumes in the
future. You must make sure that some unconfigured capacity exists in the form of unassigned drives in the storage array. The
unconfigured capacity will be used to create snapshot repository volumes to store snapshot-related information.
Use these configuration options to obtain the storage requirements for this example:
1. Set RAID Level 5 as the RAID level for your volume group. This RAID level requires three drives.
2. Create a new volume group for each of your key business departments. When you configure the drives for the volume group,
make sure that you select one drive from three different drive trays. This action provides loss protection for the tray for the
volume group. Use a configuration suggested in the Automatic/quick configuration dialog to simplify loss protection for the
tray.
3. Create one hot spare drive for each drive tray to protect data in the event of a failed drive.
4. Make sure that you have unconfigured capacity available for future volume requirements.
Use these configuration options to protect against loss of the drive tray for the defined volume groups. Even if a total loss of
communication with a single drive tray occurs, you still have access to the data on your volume groups.
Related concepts

Learn about using the Summary tab on page 441
How do I allocate my capacity? on page 3
Related tasks

Viewing storage array capacity on page 12

Configuring your storage array
Planning your storage array configuration
When you configure your storage array, you must determine how much storage space, data availability, and redundancy is
necessary. Different types of applications must have different storage capacities. Also, consider what types of data redundancy
tasks you want to complete. For example, if you want to identify hot spare drives, or if you want to make space for a full copy of
your data.
Keep these variables in mind when you configure your storage array:
•

Drive media type and interface type

•

Redundant Array of Independent Disks (RAID) level

Configuring your storage array
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•

Data organization

•

System limitations

•

Amount of data to store

•

Hot spare drives

•

Snapshot volumes

•

Volume copy

Storage array password protection
You can configure each storage array with an Administrator password and a Monitor password to protect it from unauthorized
access. The system asks for the Administrator password when an attempt is made to change the storage array configuration,
such as when a volume is created or deleted. In addition, you can require a Monitor password to access all View operations on
the storage array.
Attention: Possible loss of data – Running configuration commands on a storage array can cause serious damage, including

data loss. For this reason, you should always set an Administrator password for your storage array.
If you remove all drives from a storage array, the password used on that storage array will not work because the password is
stored on a reserved area of each drive on the storage array. To correct this condition, add one of the original drives to the
storage array.
You cannot change a password for a storage array unless you first supply the current Administrator password. If you have
forgotten the password, contact technical support.
Understanding the administrator password and the monitor password
You can choose to set two different types of passwords for your storage array: an Administrator password and a Monitor
password. Setting an Administrator password for your storage array protects it from users who unknowingly or maliciously run
destructive commands. These commands include any functions that change the state of the storage array, such as creating
volumes and modifying the cache settings. Setting a Monitor password allows users, who are not authorized to modify storage
array configurations, to view storage array configurations and to monitor storage array health conditions.
You cannot set the Monitor password until you set the storage array’s Administrator password. The Administrator is the only
person who can change the Monitor password. You cannot change the storage array’s configuration with the Monitor password.
You can choose to set the Administrator password and the Monitor password one at a time, or both within the same session in
the Set Password dialog.
Password guidelines
Keep these guidelines in mind when you create a password:
•

The maximum password length is 30 characters.

•

Passwords are case sensitive. Remember to use uppercase letters and lowercase letters when you change a password.

•

Trailing spaces are not stripped from passwords. Be careful not to include trailing spaces in the new password, because they
can be difficult to enter accurately in the future.

•

Only asterisks appear when you type a password.

Removing password protection
If you no longer want to have the destructive commands password-protected, enter the current Administrator password, and
leave the New password text box and the Confirm password text box blank.
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Only a user who is an Administrator and who is logged into the Administrator mode is authorized to set a Monitor password or
to clear the Monitor password. You can clear the Monitor password by leaving the New password text box and the Confirm
password text box blank and clicking Apply or OK.
Related tasks

Viewing real-time textual Performance Monitor on page 37
Viewing real-time graphical Performance Monitor data on page 34
Setting the storage array controller clocks on page 49
Changing or setting an administrator password or a monitor password for your storage array on page 7
Entering an administrator password or a monitor password for your storage array on page 8
Related references

Specifying performance metrics on page 36
Changing or setting an administrator password or a monitor password for your storage array
About this task

Use the Set Password option to establish a new Administrator password or a new Monitor password or to change an existing
password. You can choose to set one password at a time, or both within the same session in the Set Password dialog.
Set the Administrator password to prevent unauthorized configuration operations on the storage array. Set the Monitor password
to grant permission to view storage array settings and monitor its health status. You cannot use the Monitor password to make
changes to the storage array’s configuration.
Note: Only a user with the Administrator password may set or change the Monitor password. If a user with View-only access
(Monitor Password) attempts to launch the Set Password dialog, the system prompts for the Administrator password.

While you are in the current management session, you will not be asked for a password when you attempt a configuration
operation because you have just set the password from this storage management station. However, the next time you launch the
Array Management Window, you will be prompted for a password if the Administrator and Monitor passwords are set. If only
the Administrator password is set, you will be asked for a password the first time you attempt a configuration operation.
You cannot change a password for a storage array unless you first supply the Administrator password. If you have forgotten the
password, contact technical support.
Steps

1. From the Array Management Window, select Storage Array > Security > Set Password .
2. From the User type drop-down list, choose which password you want to set or change (either the Administrator password or
the Monitor password). Only users logged in with an Administrator password may change the Administrator password or the
Monitor password.
•

If passwords are set on the storage array, the system prompts you for an Administrator password.

•

If no passwords are set on the storage array, the User type drop-down list is disabled and the Administrator password is
selected by default.

3. Complete one of the following actions:
•

If you are setting the password for the first time, type the new password in the Enter password text box and then type
the new password in the Confirm password text box.

•

If you are changing the Administrator password, type the current password in the Current password text box and then
type the new password in the New password text box and the Confirm password text box. Click Apply.

Configuring your storage array
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•

If you are changing the Monitor password, type the new password in the New password text box and the Confirm
password text box. Click Apply.
Attention: Risk of data loss – Implementing configuration operations on a storage array can cause serious damage,

including data loss. Use a long Administrator password with at least 15 alphanumeric characters to increase security.
4. Click OK.
Related concepts

Storage array password protection on page 6
Entering an administrator password or a monitor password for your storage array
About this task

The Enter Current Password dialog appears when the following conditions occur:
•

Both the Administrator password and the Monitor password are set and the Array Management Window is launched.

•

You are performing a configuration operation and you have only the Administrator password set for the storage array.

•

The session time-out is set, and both the Administrator password and the Monitor password are set.

•

The session time-out is set, and you are performing a configuration operation and you have only the Administrator password
set for the storage array.

Guidelines
Keep these guidelines in mind when entering a password for the storage array:
•

An Administrator password allows you to view and modify storage array configurations. A Monitor password allows you to
only view storage array configurations and monitor storage array health conditions.

•

You will be asked for the password only once during a single management session. However, if a user managing the same
storage array from another storage management station changes the password while your session is in progress, you are
prompted for a password the next time you attempt a configuration operation or a view operation.

•

You also will be asked for the password if the session expires due to time-out.
Note: If you are in the view mode and attempt to perform a configuration change operation, the system will prompt you for

the Administrator password.
Steps

1. From the User type drop-down list in the Enter Password dialog, choose which password you want to use to log into the
storage array (either the Administrator password or the Monitor password).
•

If both the Administrator password and the Monitor password have been set, the User type drop-down list contains both
password options (Administrator or Monitor).

•

If only the Administrator password has been set, the drop-down list is disabled and the Administrator password is
selected by default.

2. In the Enter Password field, type the appropriate password and then click OK.
Keep these guidelines in mind when entering a password for the storage array:
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•

The maximum password length is 30 characters.

•

Only asterisks appear when you type a password.

•

Passwords are case sensitive.
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•

Trailing spaces are not stripped from passwords when they are set. Be careful to include spaces if they were included in
the password.

•

You will be asked for the password only once during a single management session. However, if a user managing the same
storage array from another storage management station changes the password while your session is in progress, you are
prompted for a password the next time you attempt a configuration operation or view operation.

•

For security reasons, you can attempt to enter a password only 10 times before the storage array enters a "lockout" state.
Subsequent password attempts are rejected by the storage array. You must wait 10 minutes for the storage array to reset
to a "normal" state before you may try to enter a password again.
Note: If you do not know the password, click Cancel. An error message appears that indicates that the operation cannot
be completed because a password has not been entered. Click OK to close the message.

Using passwords in the script editor dialog
If destructive commands are contained in a script, you must enter a command line password in the scripts by using the Set
command. For more information about the Script Editor dialog, refer to the online help topics in the Enterprise Management
Window.
Related concepts

Storage array password protection on page 6

View options
Viewing a storage array profile
About this task

The storage array profile provides a description of all of the components and properties of the storage array. The storage array
profile also provides the option to save the storage array profile information to a text file. You might want to use the storage
array profile as an aid during recovery or as an overview of the current configuration of the storage array. You might want to
save a copy of the storage array profile on the storage management station and keep a hard copy of the storage array profile with
the storage array. Create a new copy of the storage array profile if your configuration changes.
Steps

1. To open the storage array profile, perform one of the following actions:
•

Select Monitor > Reports > Storage Array Profile.

•

Select the Summary tab, and click View Storage Array Profile in the Monitor area.

2. Perform one of these options from the storage array profile:
•

View detailed information – Go to step 3 on page 9.

•

Search the storage array profile – Go to step 4 on page 10.

•

Save the storage array profile – Go to step 5 on page 10.

•

Close the storage array profile – Go to step 6 on page 10.

3. Select one of the tabs, and use the horizontal scroll bar and the vertical scroll bar to view the storage array profile
information.
You can use the other steps in this procedure to search the storage array profile, to save the storage array profile, or to close
the storage array profile.

View options
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4. To search the storage array profile, perform these steps:
a. Type the term for which you want to perform the search in the Find text box.

b. Click the Find button

(the binoculars) to run the search.

If the term is located in the current tab, the term is highlighted in the storage array profile information.
Note: The search is limited to the current tab. If you want to search for the term in other tabs, select the tab and click

the Find button again.
c. Click the Find button again to search for additional occurrences of the term.
5. To save the storage array profile, perform these steps:
a. Click Save As.
b. To save all sections of the storage array profile, select All sections.
c. To save information from particular sections of the storage array profile, select Select sections, and select the sections
that you want to save.
d. Select an appropriate directory.
e. In the File Name text box, type the file name of your choice. To associate the file with a particular software application
that will open it, specify a file extension, such as .txt.
Note: The file is saved as ASCII text.

f. Click Save.
6. To exit the storage array profile, click Close.
The storage array profile contains several tabs, the titles of which correspond to the subject of the information contained. The
table that follows describes the information unique to the tabs in the storage array profile.
Tab

Description

Storage Array

Shows all of the options that you can configure and the system static options for your
storage array. These options include the number of controllers, drive trays, drives, disk
pools, volume groups, volumes, and hot spare drives; the maximum number of drive
trays, drives, Solid State Disks (SSDs), and volumes allowed; the number of snapshot
groups, snapshot images, snapshot volumes and consistency groups; information
about features; information about firmware versions; information about the chassis
serial number; AutoSupport status and AutoSupport schedule information;the settings
for automatic support data collection and scheduled support data collection; the
storage array World-Wide Identifier (WWID); and the media scan and cache settings.
The information on the Storage Array tab also includes Drive Security; that is,
whether the storage array is security enabled or security disabled. The Storage Array
tab also shows the security key identifier if a security key is used by the storage array.
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Tab

Description

Storage

Shows a list of all of the storage devices in the storage array. Depending on your
storage array configuration, the Storage tab might show these sub-tabs.

Copy Services

Host Mappings

View options

•

Disk Pools: Shows a list of all of the disk pools in the storage array.

•

Volume Groups: Shows a list of all of the volume groups in the storage array.
Volumes and free capacity are listed in the order in which they were created.

•

Volumes: Shows a list of all of the volumes in the storage array. The information
listed includes the volume name, the volume status, the capacity, the RAID level,
the volume group or disk pool, the drive type, and additional details.

•

Missing Volumes: Shows a list of all of the volumes in the storage array that
currently have a missing status. The information listed includes the World Wide
Identifier (WWID) for each missing volume.

•

Logical Hierarchy: Shows a textual representation of the Logical tree in the
Array Management Window.

Shows a list of all the copy services enabled for the storage array. Depending on your
storage array configuration and which features are enabled, the Copy Services tab
might show these sub-tabs:
•

Volume Copies : Shows a list of all copy pairs in the storage array. Appears only
if the Volume Copy feature is enabled. The information listed includes the number
of copies, the copy pair names, the status, the start timestamp, and additional
details.

•

Snapshot Groups: Shows a list of all snapshot groups in the storage array.
Appears only if the Snapshot feature is enabled.

•

Snapshot Images: Shows a list of all snapshots in the storage array. Appears only
if the Snapshot feature is enabled.

•

Snapshot Volumes: Shows a list of all snapshot volumes in the storage array.
Appears only if the Snapshot feature is enabled.

•

Consistency Groups: Shows a list of all consistency groups in the storage array.
Appears only if the Snapshot feature is enabled.

•

Consistency Group Member Volumes: Shows a list of all consistency group
member volumes in the storage array. Appears only if the Snapshot feature is
enabled.

•

Mirror Groups: Shows a list of all mirrored volumes. Appears only if the
Synchronous Mirroring feature is enabled.

•

Repositories: Shows a list of all repository volumes in the storage array.

Shows a list of host mappings in the storage array. The information listed includes the
volume name, logical unit number (LUN), controller ID, host name or host group
name, and volume status. Additional information listed includes topology definitions
and host type definitions.
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Tab

Description

Hardware

Shows a list of all of the hardware in the storage array. Depending on your storage
array configuration, the Hardware tab might show these sub-tabs.
•

Controllers: Shows a list of all of the controllers in the storage array and includes
the controller location, status, and configuration. In addition, it includes drive
channel information, host channel information, and Ethernet port information.

•

Drives: Shows a list of all of the drives in the storage array. The drives are listed in
tray ID, drawer ID, slot ID order. The information listed includes the tray ID, the
drawer ID, the slot ID, the status, the raw capacity, the media type, the interface
type, the current data rate, the product ID, and the firmware version for each drive.
The Drive tab also includes drive channel information and hot spare coverage
information.

•

Drive Channels: Shows information for all of the drive channels in the storage
array. The information listed includes the channel status, the link status (if
applicable), drive counts, and cumulative error counts.

•

Trays: Shows information for all of the trays in the storage array. The information
listed includes alarm status, drive types, and status information for each
component of the tray. Tray components might include battery packs, Small Formfactor Pluggable (SFP) transceivers, power-fan canisters, or environmental
services module (ESM) canisters.

Shows a summary of storage array attributes and all of the information contained in
the individual tabbed sections.

All

Viewing storage array capacity
•

Click the Summary tab.
In the Capacity area of the window, the pie chart shows the total capacity, the available capacity, and the configured capacity
of the storage array.

Result

Type of Capacity

Definition

Total

The capacity of all of the volumes in all of the optimal disk pools and volume groups plus the
free capacity of all of the optimal disk pools and volume groups plus the capacity of all of the
optimal unassigned drives. This capacity does not include hot spare drives or failed drives. The
total capacity changes depending on the RAID levels of the volume groups.

Available

The free capacity of all of the optimal disk pools and volume groups plus the capacity of all of
the optimal unassigned drives. This capacity does not include hot spare drives or failed drives.
The available capacity changes depending on the RAID levels of the volume groups.

Configured

The total capacity minus the available capacity.

Related concepts

Learn about using the Summary tab on page 441
How do I allocate my capacity? on page 3
Related references

Tips and examples for allocating capacity on page 4
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Viewing storage array logical components and associated physical components
About this task

You can view the logical components (volumes, disk pools, and volume groups) in a storage array, and then view the physical
components (controllers, controller trays, drives, and drive trays) that are associated with a specific logical component.
Steps

1. To view the logical components, select the Storage & Copy Services tab.
The Logical pane appears on the left, and the Properties pane appears on the right. The Logical pane provides a view of the
logical components in the storage array in a tree structure. The logical components shown include the disk pools, the volume
groups, the volumes, the free capacity nodes, and any unconfigured capacity for the storage array. The Properties pane
displays detailed information about the component that is selected in the Logical pane.
2. To view the physical components that are associated with a logical component, perform one of these actions:
•

Right-click a logical component, and select View Associated Physical Components.

•

Select a logical component, and click View Associated Physical Components in the Properties pane.

•

Select a logical component, and select Storage > select the desired object > View Associated Physical Components .

The associated physical components appear with a green triangle on top of them.
Related concepts

Learn about using the Storage & Copy Services tab on page 442
Learn about using the Hardware tab on page 445
Learn about the Array Management Window on page 440

Viewing the storage array mappings
About this task

Use the Host Mappings tab to show and define the mapping status for volumes in the selected storage array.
Steps

1. Select the Host Mappings tab.
These events occur:
•

The Topology pane appears on the left and shows a tree structure of the host groups, hosts, volume groups, and volumes
for the selected storage array.

•

The Defined Mappings pane appears on the right and shows details for each item in the storage array topology.

•

An undefined mappings node shows all unmapped volumes or volumes that have been mapped only once.

•

Mapped volumes using storage partitioning are shown with a Partitioning icon.
Note: If storage partitions were not previously defined and Storage Partitioning is enabled, an informational dialog

appears. To continue, click OK.
2. Select the storage array or another node from the Topology pane.
The details for the selected node appear in the Defined Mappings pane. The Defined Mappings pane provides the
information shown in this table.
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Column

Description

Volume Name

Shows the user-supplied name or Access when access volumes is selected.

Accessible By

Shows a blank unless a user-supplied name for the host or host group has been defined.

LUN

Shows a blank unless a logical unit number (LUN) has been assigned.

Volume Capacity

Shows the total volume capacity. If an access volume is selected, this column is blank.

Type

Shows the type of volume, such as Standard for a standard volume or Access for an
access volume.

Related concepts

Learn about using the Host Mappings tab on page 443
Learn about the Array Management Window on page 440

Viewing the physical associations
About this task

Use the View Associated Physical Components option to view the physical components that are associated with base volumes,
remote mirror relationships, volume groups, unconfigured capacity, and free capacity in a storage array.
Steps

1. Select the Storage & Copy Services tab or the Host Mappings tab in the Array Management Window.
2. Select a node in the Logical pane of the Storage & Copy Services tab or in the Topology pane of the Host Mappings tab.
3. Select the desired component from the Storage or Copy Services menu, and then select View Associated Physical
Components. Alternatively, you can right-click the node to open a pop-up menu and select View Associated Physical
Components.
The View Associated Physical Components dialog appears with a green triangle on top of the physical components that are
associated with the selected node.
4. To close the View Associated Physical Components dialog, click Close.

Viewing storage array connections
About this task

Use the View Connections option to view all of the drive trays that are connected to the controller tray. If you receive an error
message for a channel, you can use this dialog to identify the components on the channel that might have caused the error. By
isolating these components, you prevent accidentally disconnecting components that are still in operation, which could cause an
interruption in data flow.
Steps

1. From the Storage & Copy Services tab, select a storage array, and select Monitor > Reports > Cable Connections .
2. Sort the connections shown by clicking the column name by which you want to arrange the information.
3. Click Close.
Related concepts

Viewing the status of the controller tray components on page 153
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Related references

Where can I find more information about drive channels? on page 426

Viewing operations in progress
About this task

The Operations in Progress dialog displays all of the long-running operations that are currently running on the storage array.
From this dialog, you cannot interact with the operations. You can only view their progress.
The Operations in Progress dialog remains open until you close it or until you close the Array Management Window (AMW).
You can do other things in the AMW while the Operations in Progress dialog is open.
You can view the progress for the following long-running operations:
•

Dynamic Capacity Expansion (DCE) – Adding capacity to a volume group

•

Dynamic RAID Migration (DRM) – Changing the RAID level of a volume group

•

Dynamic Disk Pool Capacity Reduction (DDPCR) – Decreasing the capacity of a disk pool

•

Thin Volume Reclamation – Defragmenting a thin volume and releasing unmapped capacity to the disk pool

•

Checking the time remaining on an instant availability format (IAF) operation for Dynamic Disk Pool volumes

•

Checking the data redundancy of a volume group

•

Defragmenting a volume group

•

Initializing a volume

•

Dynamic Volume Expansion (DVE) – Adding capacity to a volume

•

Dynamic Segment Size (DSS) – Changing the segment size of a volume

•

Drive Copy in Progress – Copying data from a failed drive to an available standby hot spare drive or to a disk pool
preservation capacity

•

Reconstruction – Reconstructing data from parity because of unreadable sectors or a failed drive

•

Copyback – Copying data from a hot spare drive to a new replacement drive

•

Volume copy

•

Synchronizing a remote mirror

To view the operations in progress, perform the following steps:
Steps

1. Click the Storage & Copy Services tab.
2. Select the storage array for which you want to display the operations in progress.
3. Select Monitor > Reports > Operations in Progress.
The Operations in Progress dialog appears.
4. To view the progress for operations that affect both a volume group or disk pool and the volumes that it contains, click the
triangle next to a volume group to expand it or collapse it.
5. To change the interval for refreshing the display, use the spinner box in the lower-right corner of the dialog, and click
Update.
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6. To refresh the display immediately, click Refresh Now.

Viewing battery backup information
Steps

1. Click the View button next to a controller tray to see the Controller Tray Component Information dialog.
2. Select Battery Packs in the component tree.
If you have the Smart Battery Backup, you can view this information:
•

Next Learn Cycle

•

Last Learn Cycle

•

Weeks Between Learn Cycles

If you have not had any learn cycles, Next Learn Cycle shows None.
Related concepts

What are learn cycles? on page 413

Locate options
Locating a storage array
About this task

Use the Locate option to physically locate and identify a storage array. An LED blinks on each drive in the storage array. You
can use this option, for example, to identify the particular storage array currently shown in the Array Management Window so
that you can rename and label the storage array.
Steps

1. Select Hardware > Locate > Storage Array .
The LEDs blink on the drives in the storage array.
2. When you have located the storage array, click OK.
The LEDs stop blinking. If any other locate operations, such as, Locate Volume Group, Locate Drive Channels, Locate Drive
Tray, or Locate Drive are being invoked from another storage management station, the LEDs on the drives also stop blinking.
3. Did the LEDs stop blinking?
•

Yes – You have finished locating the storage array.

•

No – Go to step 4 on page 16 to stop the LEDs from blinking.
Note: Use the Stop All Indications option in the rare case that a locate operation has not closed correctly and the LEDs
on the storage array drives continue to blink.

4. Select Hardware > Locate > Stop All Indications .
If LEDs successfully stop blinking, a confirmation message appears.
5. Click OK.
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Configuration options
Using the Automatic Configuration Wizard
Use the Automatic Configuration Wizard to automatically create multiple volume groups, disk pools, volumes, and hot spare
drives with the same attributes, using any unconfigured capacity available on your storage array.
The wizard lets you choose from a list of suggested configurations or, with the exception of disk pools, you can create your own
configuration by choosing various parameters in a worksheet format. When choosing to automatically configure disk pools, you
must accept one of the recommended configurations or choose to exit the automatic configuration process and manually create
the disk pool.
To use the Automatic Configuration Wizard, select Storage Array > Configuration > Automatic > Disk Pools or Volume
Groups .
Preview of the Automatic Configuration Wizard
Note: The dialogs displayed in the Automatic Configuration Wizard during volume group creation differ from the dialogs
displayed during disk pool creation.

You encounter these dialogs when you use the Automatic Configuration Wizard to create volume groups:
•

The Automatic Configuration Wizard - Introduction dialog describes how to automatically configure the capacity of your
storage array by using the available parameters.

•

The Automatic Configuration Wizard - Choose Configuration dialog lets you choose one of the suggested configurations
based on your RAID level or choose the option of creating your own storage array configuration.

•

The Automatic Configuration Wizard - Create Your Own Configuration dialog lets you create your own storage array
configuration by using the available parameters. A separate tab is available for each drive media type and interface type in
your storage array.

•

The Automatic Configuration Wizard - Preview dialog summarizes the configuration options that you have selected before
the new configuration is created on your storage array.

You encounter these dialogs when you use the Automatic Configuration Wizard to create disk pools:
•

The Disk Pool Automatic Configuration dialog is displayed automatically when you enter the Array Management Window
(AMW) any time there are a sufficient number of eligible unassigned drives available to either create a new disk pool or add
to an existing disk pool. You are prompted to choose the recommended disk pool. If more than one drive type is detected,
multiple disk pool candidates are presented. There will be only one candidate shown for each drive type. If you choose to not
accept the recommended candidate, you can exit this dialog and manually create a disk pool. If there are no eligible
unassigned drives available, the Automatic Configuration Wizard cannot open, and you are returned to the AMW.

•

The Volume Automatic Configuration dialog opens when you are creating a new disk pool. You have the option to create
multiple, equal-capacity volumes or you can choose not to accept the recommended volume creation and can, instead,
manually create the volumes after the disk pool is created.

•

The Confirm Add Drives dialog describes the security level of the drives being added to the disk pools if those security
levels cause a change to the attributes of the disk pool that is being created.

Related tasks

Saving a storage array configuration on page 21
Resetting a storage array configuration on page 394
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Related references

Tips and examples for allocating capacity on page 4
Automatic Configuration Wizard: Introduction
About this task

The Automatic Configuration Wizard describes how to automatically configure your storage array capacity by using the
available parameters.
You can use the Automatic Configuration Wizard to create multiple volume groups, disk pools, volumes, and hot spare drives
with the same attributes. The configuration attributes for volume groups include capacity or number of drives. The configuration
attributes for disk pools includes drive type, drive media type, and Drive Security level.
Note: Do not use this option if you want to create individual volume groups, volumes, or hot spare drives. Exit the Automatic

Configuration Wizard and use the Storage > Volume > Create option or the Hardware > Hot Spare Coverage option.
Steps

1. Review the information in the wizard dialog.
2. To move to the next wizard dialog, click Next.
The Automatic Configuration dialog appears.
Automatic Configuration Wizard: Choose configuration
About this task

Use the Automatic Configuration Wizard - Choose Configuration dialog to choose one of the suggested configurations based on
your RAID level. If the suggested configurations do not meet your needs, you can choose to create your own unique storage
array configuration.
Note: This procedure does not apply to disk pools. Although the Automatic Configuration dialog is displayed for disk pools,

the steps differ from those in this procedure. The disk pool Automatic Configuration dialog that steps you through the
procedure recommends configurations based, not on RAID level, but on the available eligible drives and their respective
attributes.
Steps

1. Choose one of these configuration options:
•

Choose a suggested configuration – Go to step 2 on page 18.

•

Create your own configuration – Go to step 3 on page 19.

2. Select Choose a suggested configuration, and go to step 4 on page 19.
This option is selected by default and lets you choose from one of the suggested configurations. The suggested
configurations that appear are based on the unconfigured capacity that is available in the storage array.
Suggested configurations might include RAID Level 6, RAID Level 5, RAID Level 1, or RAID Level 0, depending on the
unconfigured capacity available in the storage array.
A summary of the suggested configuration appears when you select a RAID level. The summary indicates this information:
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•

Data protection availability

•

Tray loss protection availability

•

Drawer loss protection availability
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•

Security capability

•

Security enabled

•

Total number of volume groups

•

Total number of volumes

•

Data Assurance (DA) capable

•

Total configured usable capacity

•

Total number of configured hot spare drives

•

Remaining unassigned drives
Note: If any of the host connections on the controllers in your storage array do not support DA, the associated hosts
cannot access data on DA-enabled volumes. Verify that the host connection that you are planning to use supports DA
before creating a DA-enabled volume.

3. Select Create your own configuration, and go to step 4 on page 19.
This option lets you create your own specific storage array configuration to define the appropriate number of volume groups,
drives per volume group, hot spare drives, and volumes that you want to create.
4. To move to the next wizard dialog, click Next.
Automatic Configuration Wizard: Create your own configuration
About this task

Use the Automatic Configuration Wizard - Create Your Own Configuration dialog to create your own unique storage array
configuration by using any unconfigured capacity available on your storage array.
Note: This procedure does not apply to disk pools. Although the Automatic Configuration dialog is displayed for disk pools,

the steps differ from those in this procedure. The disk pool Automatic Configuration dialog that steps you through the
procedure recommends configurations based, not on RAID level, but on the available eligible drives and their respective
attributes.
The Automatic Configuration Wizard - Create Your Own Configuration dialog is formatted as a worksheet. This dialog lets you
define the total number of volume groups, drives, and volumes to meet your specific storage requirements. If your storage array
contains drives with different media types and different interface types, a tab for each drive type appears.
Note: If your storage array contains drives with different media types and different interface types and a particular drive type
no longer has any unassigned drives available for configuration, the appropriate tab does not appear.
Steps

1. From the Select RAID Level list, select the RAID level that you want to assign to the volume groups that you create.
2. If you want to create a secure volume group, select the Create a secure volume group check box.
A secure volume group uses Full Disk Encryption to prevent unauthorized access to the data on a drive that is physically
removed from the storage array. This option is only available if the Full Disk Encryption feature is enabled on your storage
array.
3. If you want to create a volume group that uses Data Assurance (DA), select the Create all volume groups as Data
Assurance (DA) capable and all volumes within as DA enabled volumes check box.
DA provides an additional level of data integrity by computing a checksum for every block of data that is written to the
drives. This option is only available if the drives support DA. If this option is available, it is selected by default. The number
of drives listed as available for configuration will reflect only DA-capable drives.
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Note: If any of the host connections on the controllers in your storage array do not support DA, the associated hosts will
not be able to access data on DA-enabled volumes. Verify that the host connection that you are planning to use supports
DA before creating a DA-enabled volume.

4. In the Number of Volume Groups spinner box, specify or type the number of volume groups.
Note: If you attempt to allocate more than the maximum number of unassigned drives available on your storage array, an
Over-Allocation icon appears. A warning icon also appears, which indicates that you need to adjust the parameters you
have selected.

5. In the Drives per Volume Group spinner box, specify or type the number of drives per volume group.
6. In the Hot Spare Drives spinner box, specify or type the number of hot spare drives.
7. Specify or type the number of equal-sized capacity volumes to be created per volume group.
8. To change the I/O characteristic type for the volumes you are creating, click Change I/O Type.
9. To view a summary of the storage array configuration parameters you have chosen before committing to the new
configuration, click Show Summary.
Note: If you have chosen an invalid configuration, you cannot advance to the next wizard dialog. An invalid configuration
can occur if there are more drives allocated than there are drives available or the number of drives per volume group
selected is not valid for the current RAID level. You must adjust the selected parameters before you advance to the next
wizard dialog.

If your storage array contains drives with different media types or interface types, a separate tab appears for each drive type
that has unassigned drives available.
10. After you have configured one drive type, click the next drive type tab. Use the worksheet to configure the drives as required.
Repeat step 1 on page 19 through step 10 on page 20 for each drive type available.
11. To move to the next wizard dialog, click Next.
Related concepts

Secure volume groups on page 102
Automatic Configuration Wizard: Preview
About this task

Use the Automatic Configuration Wizard -Preview dialog to review a summary of the configuration that you have selected,
before the new configuration is created in the storage array.
If there are drives with different media types and different interface types in the storage array, the summary shows the
configuration information by drive type.
Steps

1. Review the information in the dialog to ensure that the new configuration is correct.
2. To create the new storage array configuration, click Finish.
The Storage & Copy Services tab and the Hardware tab are updated with the new configuration.
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Saving a storage array configuration
About this task

Use the Save Configuration option in the Array Management Window to save the logical configuration settings of a storage
array to a script file. You can then select Tools > Load Storage Array Configuration in the Enterprise Management Window
to copy the configuration data from the saved file to a storage array with the exact hardware configuration. For more information
about the Load Storage Array Configuration option, refer to the online help topics in the Enterprise Management Window.
The Save Configuration option generates a CLI script that contains storage array settings, volume configuration, topology, or
volume-to-LUN mappings for a storage array. You can use this generated CLI script to replicate a configuration to another
storage array. However, you should not use this generated CLI script for disaster recovery for storage arrays running storage
management software version 10.83 or later. Instead, to do a system restore use the configuration database backup file that you
create manually or by having the Event Monitor running in the background.
The Save Configuration option does not save these settings:
•

The life of the battery

•

The controller time-of-day

•

The nonvolatile static random access memory (NVSRAM) settings

•

Any features

•

The storage array password

•

The operating status and states of the hardware components

•

The operating status (except Optimal) and states of the volume groups

•

Copy services, such as mirroring and volume copy
Attention: Do not use the Save Configuration option if the storage array is undergoing an operation that will change any

logical configuration setting. Examples of these operations include creating or deleting volumes, changing storage
partitioning settings, downloading controller firmware, assigning or modifying hot spare drives, or adding capacity (drives) to
a volume group.
Steps

1. In the Array Management Window (AMW), select Storage Array > Configuration > Save.
2. Select the elements of the configuration that you want to save:
•

Storage array settings (selected by default)

•

Volume configuration (selected by default)

•

Volume-to-LUN mappings

•

Topology
Note: If you select the Volume-to-LUN mappings element, the Volume configuration element and the Topology
element are also selected by default. You cannot save Volume-to-LUN mappings without also saving Volume
configuration and Topology.

3. Click Yes.
4. Type a name for the script file.
Note: If you do not specify a file extension, the .cfg extension is used by default.
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5. Click Save.
6. Review the information in the Configuration Saved dialog, and click OK.

Loading a storage array configuration
Before you begin

•

You have backed up the storage array data.

•

You have saved the storage array's existing configuration using the Array Management Window (AMW) or browser-based
System Manager.

•

◦

For storage arrays managed by AMW, select Storage Array > Configuration > Save to save the existing configuration.

◦

For storage arrays managed by System Manager, select Settings > System > Save Storage Array Configuration.

If you plan to load an entire configuration of a storage array, you have cleared the configuration using AMW or browserbased System Manager or you have edited the configuration file so that it contains the clear config command. You are
given the option to edit the file as part of this operation.
◦

For storage arrays managed by AMW, select Storage Array > Configuration > Clear to save the existing configuration.

◦

For storage arrays managed by System Manager, select Settings > System > Clear Storage Array Configuration.

About this task

Use the Load Storage Array Configuration option to load the logical configuration information of a storage array from a script
file onto another storage array.
Note:

Keep these guidelines in mind when you load a storage array configuration:
•

The physical configuration of the target storage array must match the physical configuration of the storage array from which
the script file was saved. For example, you want to copy a volume configuration from tray 1 in a storage array that contains
drives in slot 3, slot 4, and slot 5. To copy the volume configuration onto the target storage array, you must make sure that
the drives in slot 3, slot 4, and slot 5 in tray 1 of the target storage array have nothing on them. The operation fails if these
drives are not free.

•

The load configuration operation appends the uploaded configuration to the existing one unless you have already reset the
configuration of the storage array or you have edited the script file to reset the configuration before the upload. Before you
overwrite any existing configuration data on a storage array, save the existing configuration using the AMW or System
Manager. This action saves the configuration data to a script file in case an error occurs during the load configuration
operation.

Steps

1. From the Enterprise Management Window (EMW), select the Devices tab.
2. Select the storage array to which you want to load the configuration, and select Tools > Load Storage Array
Configuration.
Note: The Load Storage Array Configuration option is not available if the Script Editor dialog is open.
Note: For storage arrays managed by the browser-based SANtricity System Manager (controller firmware version 8.40
and above), you are prompted to enter a user name and password for this task. You might also be prompted to verify that
the connection is trusted; in this case, you can either import a signed CA certificate or you can accept the self-signed
certificate.

The Load Configuration dialog appears.
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3. Review the information in the Load Configuration dialog, and click Yes.
The Load Script dialog appears.
4. Select the script file that you want to load, and click OK.
The Confirm Load Configuration dialog appears.
5. Perform one of these actions:
•

To immediately execute the loaded script – Click Execute.

•

To modify the script file – Click Edit.
Note: To execute or edit a script, use the menu options in the Script Editor dialog. Make sure you have knowledge of the
commands and know how to use the script editor.
Note: If an error occurs, the load configuration operation stops, and a message appears in the lower portion (Output View)

of the Script Editor dialog, which indicates the error.

Premium feature options
Related tasks

Changing a primary mirror volume to a secondary volume on page 329
Changing a secondary mirror volume to a primary volume on page 328
Removing the mirror relationship between two volumes on page 332
Deactivating synchronous mirroring on page 318

Using a trial version of a premium feature
About this task

A trial version of a premium feature allows you to use it for a limited amount of time and for a limited allowable value so that
you can try it before you buy it. Each trial version of a premium feature requires a trial license.
A trial license is valid for between 30 and 90 days and it cannot be extended. Only one trial period is available for each feature.
After you start a trial period, you cannot cancel it. You can purchase a license for a feature to activate it either before or at the
end of the trial period. However, you must purchase the license before the trial ends for the feature to continue uninterrupted.
Steps

1. Select Storage Array > Premium Features.
2. Make sure that the Trials Available check box is selected.
3. Scroll through the Features list to display the feature that you want to try, and click its Try Now button.
Note: For a list of features that are premium on your storage array, contact your Sales Support Representative.

Enabling premium features
About this task

Use the Premium Features option to enable a premium feature on the storage array. To perform this procedure, you must obtain
a feature key file specific to the feature that you want to enable from your storage supplier.
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Steps

1. From the Array Management Window, select Storage Array > Premium Features.
The Features and Feature Pack Information window appears.
2. Select the feature that you want to enable, and click Enable.
The Select Feature Key File dialog opens, which lets you select the generated key file.
3. Select the folder in which you placed the generated key file.
Note: The Select Feature Key File dialog can filter on files with a .key extension.

4. Select the appropriate key file, and click OK.
5. Click Close.
Note: To check the status of a feature, select Storage Array > Premium Features.

Disabling premium features
About this task

Use the Premium Features option to disable a premium feature on the storage array.
Steps

1. From the Array Management Window, select Storage Array > Premium Features.
The Features and Feature Pack Information window appears.
2. Select one item in the list, and click Disable.
The Disable Features confirmation dialog opens.
3. Click Yes.
4. Click Close.
Note: Keep these guidelines in mind when you decide to disable a feature:

•

To check the status of a feature, select Storage Array > Premium Features to open the Features and Feature Pack
Information window.

•

If you want to enable the feature in the future, you must re-apply the feature key file for that feature.

•

You can disable the Synchronous Mirroring feature without deactivating the feature. If the feature is disabled but
activated, you can perform all mirror-related operations on existing remote mirrors. However, when the feature is
disabled, you cannot create any new remote mirrors.

Viewing premium features
About this task

Use this option to view a list of premium features on the storage array.
Steps

1. Select Storage Array > Premium Features.
The Features and Feature Pack Information window appears. The window lists these items:
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•

Features, and whether they are enabled or disabled on the storage array

•

Feature packs, and if they are installed on the storage array

•

Storage array feature information, including the feature enable identifier and the service tag

2. Select a particular feature to view its feature enable identifier.
3. Click Close.
Note: If you receive a Features - Out of Compliance error message during a management session, use the
Recovery Guru to resolve the problem.

Obtaining a feature key file
About this task

To enable any premium features on your storage array, you must obtain a feature key file from your storage supplier that is
specific to the feature that you want to enable. If a feature key file has not been supplied, use this procedure to obtain one.
Steps

1. Select Storage Array > Premium Features.
The Features and Feature Pack Information window appears.
2. Select a feature in the Features Installed on Storage Array area.
3. Write down the number in the Feature Enable Identifier text box. Also write down the service tag, if one is available.
Note: On Windows platforms, you can highlight the number, and copy it to the clipboard.

4. Type or paste the feature enable identifier into an email or a text document, and send it to your storage supplier. Make sure to
tell the storage supplier which feature that you need enabled.
Your storage supplier will generate and send you a feature key file that is specific to your storage array.

Enabling the features pack
About this task

Use the Premium Features option to enable premium features on the storage array. To perform this procedure, you must obtain a
feature key file specific to the feature that you want to enable from your storage supplier.
Note: You must restart the storage array to enable the feature pack.
Steps

1. From the Array Management Window, select Storage Array > Premium Features.
The Features and Feature Pack Information window appears. The installed feature pack is listed.
2. Click Change.
The Select Feature Key File dialog opens, which lets you select the generated key file.
3. Select the folder in which you placed the generated key file.
Note: The Select Feature Key File dialog can filter on files with a .key extension.

4. Select the appropriate key file, and click OK.
5. Click Close.
Premium feature options
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Note: To check the status of a feature, select Storage Array > Premium Features.

What happens when the storage array reboots?
After you complete enabling the feature pack, the storage array must be rebooted. Before the storage array reboots, make sure
there are no hosts or applications accessing the storage array. Also make sure to back up all data.
When the storage array reboots, the storage array deletes any unwritten cache data to disk. This action makes sure that there is
no input/output (I/O) activity and that no data is in cache during the reboot. Both controllers automatically reboot for the new
feature pack to take effect. The storage array returns to a responsive state after the reboot is complete.

Recovery Guru
Recovering from storage array problems
About this task

Use the Recovery Guru to troubleshoot problems in the storage array. You can also use the Recovery Guru to save the recovery
information to a text file. Where necessary, use the replacement instructions to replace failed components.
Steps

1. Select Monitor > Health > View Health (Recovery Guru) .
2. Do you want to save the recovery information at this time?
•

No – Go to step 3 on page 26.

•

Yes – Go to step 6 on page 26.

3. Select the first problem shown in the Summary View, and follow the instructions in the recovery procedure to correct the
problem. Repeat this step for each listed problem.
If you select a problem in the Summary View for an asynchronous mirror group or for a member of an asynchronous mirror
group, there is not an associated recovery procedure to correct the problem. You must click Clear to clear the fault from the
controller and then click Recheck to remove the event from the Recovery Guru.
Note: If all of the problems have been corrected, the storage array icon eventually transitions from Needs Attention to
Optimal. For some problems, a Fixing icon appears while an operation, such as reconstruction, is in progress.

4. To make sure that the recovery procedure was successful, click Recheck.
If you selected a problem for an asynchronous mirror group or a member of an asynchronous mirror group, click Clear first
to clear the fault from the controller and then click Recheck to remove the event from the Recovery Guru.
5. Do you want to save the recovery information at this time?
•

No – You have finished this procedure.

•

Yes – Go to step 6 on page 26.

6. Select Save As.
7. Select the subdirectory location to which to save the file, type the name of the file in the text box, and click OK.
Related concepts

Learn about using the Recovery Guru on page 472

26

Storage arrays

Recovery Guru procedures reference
Note: These procedures are for reference purposes only. When you suspect a problem, use the Recovery Guru. The Recovery

Guru helps you to diagnose the problem and provides the applicable procedure to use for recovery.
Note: When the Optional controller batteries parameter is enabled, the procedures for Failed Battery and Battery Nearing
Expiration might not be available.

Battery Expired
Battery Failed
Battery Missing
Battery Nearing Expiration
Battery Replacement Required
Battery Settings Mismatch
Battery Temperature - Critical Level Exceeded
Bypassed Drive
Cache Backup Device Failed
Cache Backup Device in Write-Protect Mode
Cache Data Loss
Cache Memory Mismatch
Channel Miswire
Configuration Database Adoption Failed - One or More Limit(s) Exceeded
Configuration Database Adoption Failed - Multiple Configuration Databases Detected
Configuration Database Adoption Failed - RAID Level Not Supported
Controller Board Identifier Cannot Be Determined
Controller Diagnostic Data Collected
Controller Diagnostics Failed
Controller in Data Assurance Service Mode
Controller in Service Mode
Controller Memory Parity Error
Controller Mismatch
Controller Miswire
Controller Removed
Controller Submodel Not Supported
Corrupt VPD EEPROM
Data Assurance Analysis Lockdown
Data Rate Negotiation Failed
Dedicated Mirror Channel Failed (Synchronous Mirroring)
Degraded Drawer
Degraded Drive Channel
Degraded Mirror Group (Asynchronous Mirroring)
Degraded Volume
Discrete Lines Diagnostic Failure
Disk Pool Capacity - Critical Threshold Exceeded
Disk Pool Capacity - Full
Disk Pool Capacity - Warning Threshold Exceeded
Drawer Removed
Drive - Loss of Path Redundancy
Drive Channel Data Rate Detection Mismatch
Drive Channel Loop Detected
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Drive Channels Cross-Wired
Drive Security Feature - Out of Compliance
Drive Security Key Mismatch
Drive Slot Limit Exceeded
Drive Tray - Loss of Path Redundancy
Drive Tray Miswire - ESM Interface Type Conflict
Drive Trays Not Cabled Correctly
Dual Primary Volume Conflict (Synchronous Mirroring)
Dual Secondary Volume Conflict (Synchronous Mirroring)
ESM Canister - Loss of Communication
ESM Canister Miswire
ESM Configuration Settings Version Mismatch
ESM Firmware Mismatch
ESM Hardware Type Mismatch
Ethernet Configuration Conflict
Expansion Drive Tray Limit Exceeded
Failed Battery Pack or Battery System
Failed Disk Pool Drive
Failed Drawer
Failed Drive Channel on Controller
Failed Drive - Unassigned or Standby Hot Spare
Failed ESM Canister
Failed Fan
Failed I2C Bus
Failed I/O Host Card
Failed Interconnect-Battery Canister
Failed Mirrored Pair (Asynchronous Mirroring)
Failed or Degraded SAS Port
Failed or In-Use Hot Spare Legacy Drive
Failed Power Supply
Failed SFP
Failed Two Wire Interface (TWI) Bus
Failed Volume - Drive Failure
Feature Pack - Out of Compliance
Fibre Channel Link Errors - Threshold Exceeded
Fibre Channel Trunking - Incompatible ESM
Fibre Channel Trunking Miswire
Foreign Drive has Inconsistent Configuration
Foreign Drive has Inconsistent Role
Foreign Drive Refers to Native Drive
Gold Key - Out of Compliance
HBA Connected to Drive Channel
Host Interface Card Problem
Host Redundancy Lost
Impending Drive Failure - High Data Availability Risk
Impending Drive Failure - Medium Data Availability Risk
Impending Drive Failure (Unassigned or Standby Hot Spare)
Inactive Host Port Identifier
Incompatible Drive Due to Newer Configuration Database
Incompatible Drive Due to Older Configuration Database
28

Storage arrays

Incompatible Drive Due to Unsupported Sector Size
Incompatible Drive Interposer Firmware
Incompatible NVSRAM File
Incompatible SATA Drive
Incomplete Volume Group or Disk Pool
Inconsistent Mirror Write Mode (Synchronous Mirroring)
Incorrect Controller Firmware Version
Incorrect Host Multipath Driver
Individual Drive - Degraded Path
Insufficient Cache Backup Device Capacity
Insufficient Disk Pool Memory
Invalid Drawer Type
Invalid Host Type
Invalid Power Supply
Locked Drive
Lost AC Power
Maximum Temperature Exceeded
Mirror Communication Error - Unable to Contact Storage Array (Synchronous Mirroring)
Mirror Communication Error - Unable to Contact Fabric (Synchronous Mirroring)
Mirror Communication Error - Unable to Contact Volume (Synchronous Mirroring)
Mirror Data Unsynchronized (Synchronous Mirroring)
Mirrored Primary Volume Repository - Full (Asynchronous Mirroring)
Mirrored Secondary Volume Repository - Full (Asynchronous Mirroring)
Mirrored Volume Repository - Threshold Exceeded (Asynchronous Mirroring)
Mirror Group Role Conflict (Asynchronous Mirroring)
Mirror Group Synchronization - Threshold Exceeded (Asynchronous Mirroring)
Misconfigured Tray
Mismatched Midplane EEPROMs
Mismatching Security Key Identifiers
Missing Drives Lockdown
Missing Hot Spare Drive
Missing Mirror Repository Volume (Synchronous Mirroring)
Missing or Open Drawer
Missing Volume Group or Disk Pool
Mixed Drive Types - Out of Compliance
Multiple Volume Groups Refer to Foreign Drive (Scenario 1)
Multiple Volume Groups Refer to Foreign Drive (Scenario 2)
Native Volume Group and Foreign Drive Refer to Each Other
Native Volume Group Refers to Foreign Drive
Nominal Temperature Exceeded
Non-Optimal SSD Cache
Offline Controller
Offline Volume Group
Orphaned Mirror Group (Asynchronous Mirroring)
Orphaned Mirror Volume (Asynchronous Mirroring)
Partially Complete Volume Group or Disk Pool
Power Supply - No Power Input
Premium Feature Trial Nearing Non-Compliant State
Premium Feature - Out of Compliance
Preservation Capacity Below Threshold
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RAID 6 Premium Feature - Out of Compliance
Redundancy Group Not Consistent
Redundant Power Supplies Required
Replaced Drive - Wrong Type
Removed ESM Canister
Removed Fan or Fan Canister
Removed Interconnect-Battery Canister
Removed Power-Fan Canister
Removed Power Supply
Removed Temperature Sensor
Replaced Drive - Wrong Type
SAS Device Limit Exceeded
SAS Device Miswire
Security Key Needed
Snapshot Group Repository - Full
Snapshot Group Repository - Threshold Exceeded
Snapshot Image Purged
Snapshot Image Rollback Paused
Snapshot Volume Failed
Snapshot Volume Repository - Full
Snapshot Volume Repository - Threshold Exceeded
Solid State Disk - Out of Compliance
Solid State Disk - End of Life
Storage Array Component - Loss of Communication
Storage Array in Recovery Mode
Storage Partitioning Premium Feature - Out of Compliance
Synchronization Recovery Point Lost (Asynchronous Mirroring)
Synchronization Paused (Asynchronous Mirroring)
Synchronization Suspended (Asynchronous Mirroring)
Synchronous Mirroring Premium Feature - Out of Compliance
T10 Protection Information Not Supported
T10 Protection Information Premium Feature - Out of Compliance
Thermal Shutdown
Thin Volume Failed
Thin Volume Repository - Full
Thin Volume Repository - Threshold Exceeded
Tiered Performance Premium Feature - Out of Compliance
Too Many Security Key Validation Attempts
Tray ID Conflict
Tray - Loss of External Redundancy
Unable to Update Remote Mirror (Synchronous Mirroring)
Uncertified Drive
Uncertified ESM Canister
Unknown Component Failure
Unknown Failure Type
Unknown Shared Component Failure
Unreadable Sectors Detected
Unreadable Sectors Log Full
Unrecoverable Interrupted Write
Unsupported Cache Memory Size
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Unsupported Drive Capacity
Unsupported Drive Tray
Unsupported Drive Tray - Protection Information Type
Unsupported Protocol Connection
Volume - Hot Spare In Use
Volume Copy Premium Feature - Out of Compliance
Volume Copy Operation Failed
Volume Group Cloned
Volume Modification Operation Failed
Volume Not On Preferred Path
Volume Offline
Write-Back Caching Disabled
Write-Back Cache Forcibly Disabled

Performance Monitor
Learn about Performance Monitor
Performance Monitor allows you to track a storage array’s key performance data and identify performance bottlenecks in your
system. You can use Performance Monitor to perform these tasks:
•

View in real time the values of the data collected for a monitored device. This capability helps you to determine if the device
is experiencing any problems.

•

See a historical view of a monitored device to identify when a problem started or what caused a problem.

•

Specify the performance metric and the objects that you want to monitor.

•

View data in tabular format (actual values of the collected metrics) or graphical format (as line graphs), or export the data to
a file.

Three types of performance monitoring exist:
•

Real-time graphical – Plots performance data on a graph in near real-time.

•

Real-time textual – Shows performance data in a table in near real-time.

•

Background (historical) – Plots graphical performance data over a longer period of time. You can view background
performance data for a session that is currently in progress or for a session that you previously saved.

This table shows some specific characteristics of each type of performance monitoring:
Type of
Performance
Monitoring

Sampling
Interval

Length of Time
Displayed

Maximum
Number of
Objects
Displayed

Ability to
Save Data

How Monitoring Starts and
Stops

Real-time
graphical

5 sec

5 min rolling
window

5

No

Starts automatically when AMW
opens. Stops automatically when
AMW closes.

Real-time textual

5-3600 sec

Most current
value

No limit

Yes

Starts and stops manually. Also
stops when View Real-time
Textual Performance Monitor
dialog closes or AMW closes.
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Type of
Performance
Monitoring

Sampling
Interval

Length of Time
Displayed

Maximum
Number of
Objects
Displayed

Ability to
Save Data

How Monitoring Starts and
Stops

Background

10 min

7 day rolling
window

5

Yes

Starts and stops manually. Also
stops when EMW closes or
firmware download starts.

Keep these guidelines in mind when using Performance Monitor:
•

Each time the sampling interval elapses, the Performance Monitor queries the storage array again and updates the data. The
impact to storage array performance is minimal.

•

The background monitoring process samples and stores data for a seven-day time period. If a monitored object changes
during this time, the object will not have a complete set of data points spanning the full seven days. For example, volume
sets can change as volumes are created, deleted, mapped, or unmapped or drives can be added, removed, or failed.

•

Performance data is collected and displayed only for an I/O host visible (mapped) volume, a snapshot group repository
volume, and a consistency group repository volume. Data for a mirror repository volume is not collected.

•

The values reported for a controller or storage array might be greater than the sum of the values reported for all of the
volumes. The values reported for a controller or storage array include both host I/Os and I/Os internal to the storage array
(metadata reads and writes), whereas the values reported for a volume include only host I/Os.

Interpreting Performance Monitor data
Performance Monitor provides you with data about devices. You can use this data to make storage array performance tuning
decisions, as described in the following table.
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Performance
Data

Implications for Performance Tuning

Total I/Os

This data is useful for monitoring the I/O activity of a specific controller and a specific volume, which
can help identify possible high-traffic I/O areas.
You might notice a disparity in the total I/Os (workload) of controllers. For example, the workload of
one controller is heavy or is increasing over time while that of the other controller is lighter or more
stable. In this case, you might want to change the controller ownership of one or more volumes to the
controller with the lighter workload. Use the volume total I/O statistics to determine which volumes to
move.
You might want to monitor the workload across the storage array. Monitor the Total I/Os in the
background performance monitor. If the workload continues to increase over time while application
performance decreases, you might need to add additional storage arrays. By adding storage arrays to
your enterprise, you can continue to meet application needs at an acceptable performance level.
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Performance
Data

Implications for Performance Tuning

IOs/sec

Factors that affect input/output operations per second (IOs/sec or IOPS) include these items:
•

Access pattern (random or sequential)

•

I/O size

•

RAID level

•

Cache block size

•

Whether read caching is enabled

•

Whether write caching is enabled

•

Dynamic cache read prefetch

•

Segment size

•

The number of drives in the volume groups or storage array

The transfer rates of the controller are determined by the application I/O size and the I/O rate.
Generally, small application I/O requests result in a lower transfer rate but provide a faster I/O rate and
shorter response time. With larger application I/O requests, higher throughput rates are possible.
Understanding your typical application I/O patterns can help you determine the maximum I/O transfer
rates for a specific storage array.
You can see performance improvements caused by changing the segment size in the IOPS statistics for a
volume. Experiment to determine the optimal segment size, or use the file system size or database block
size. For more information about segment size and performance, see the related topics listed at the end
of this topic.
The higher the cache hit rate, the higher I/O rates will be. Higher write I/O rates are experienced with
write caching enabled compared to disabled. In deciding whether to enable write caching for an
individual volume, look at the current IOPS and the maximum IOPS. You should see higher rates for
sequential I/O patterns than for random I/O patterns. Regardless of your I/O pattern, enable write
caching to maximize the I/O rate and to shorten the application response time. For more information
about read/write caching and performance, see the related topics listed at the end of this topic.
MBs/sec

See IOs/sec.

I/O Latency, ms

Latency is useful for monitoring the I/O activity of a specific drive and a specific volume and can help
you identify drives that are bottlenecks.
Drive type and speed influence latency. With random I/O, faster spinning drives spend less time moving
to and from different locations on the disk.
Too few drives result in more queued commands and a greater period of time for the drive to process the
command, increasing the general latency of the system.
Larger I/Os have greater latency due to the additional time involved with transferring data.
Higher latency might indicate that the I/O pattern is random in nature. Drives with random I/O will have
greater latency than those with sequential streams.
If a volume group is shared among several volumes, the individual volumes might need their own
volume groups to improve the sequential performance of the drives and decrease latency.
If a disparity exists with drives of a common volume group. This condition might indicate a slow drive.
With disk pools, larger latencies are introduced and uneven workloads might exist between drives
making the latency values less meaningful and in general higher.
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Performance
Data

Implications for Performance Tuning

Cache Hit
Percentage

A higher cache hit percentage is desirable for optimal application performance. A positive correlation
exists between the cache hit percentage and the I/O rates.
The cache hit percentage of all of the volumes might be low or trending downward. This trend might
indicate inherent randomness in access patterns. In addition, at the storage array level or the controller
level, this trend might indicate the need to install more controller cache memory if you do not have the
maximum amount of memory installed.
If an individual volume is experiencing a low cache hit percentage, consider enabling dynamic cache
read prefetch for that volume. Dynamic cache read prefetch can increase the cache hit percentage for a
sequential I/O workload.

Related concepts

Learn about Performance Monitor on page 31
Related tasks

Changing the controller ownership of a volume group or a volume on page 95
Related references

Specifying performance metrics on page 36

Real-time graphical Performance Monitor
Viewing real-time graphical Performance Monitor data
About this task

You can view real-time graphical performance as a single graph or as a dashboard that shows six graphs on one screen.
A real-time performance monitor graph plots a single performance metric over time for up to five objects. The x-axis of the
graph represents time. The y-axis of the graph represents the metric value. When the metric value exceeds 99,999, it appears in
thousands (K), beginning with 100K until the number reaches 9999K, at which time it appears in millions (M). For amounts
greater than 9999K but less than 100M, the value appears in tenths (for example, 12.3M).
Steps

1. To view the dashboard, in the Array Management Window (AMW), click the Performance tab.
The Performance tab opens showing six graphs.
2. To view a single performance graph, in the Array Management Window (AMW), select Monitor > Health > Monitor
Performance > Real-time performance monitor > View graphical .
The View Real-time Graphical Performance Monitor dialog opens.
3. In the Select metric drop-down list, select the performance data that you want to view.
You can select only one metric.
4. In the Select an object(s) list, select the objects for which you want to view performance data.
You can select up to five objects to monitor on one graph. Use Ctrl-Click and Shift-Click to select multiple objects. Each
object is plotted as a separate line on the graph.
Note: If you do not see a line that you defined on the graph, it might be overlapping another line.

34

Storage arrays

5. When you are done viewing the performance graph, click Close.
Related concepts

What are invalid objects in the Performance Monitor? on page 42
Segment size and performance on page 482
Storage array password protection on page 6
Learn about cache settings and performance on page 481
Cache memory settings on page 457
Controller ownership and performance on page 482
Interpreting Performance Monitor data on page 32
RAID levels and performance on page 483
RAID levels and data protection on page 454
Interpreting Performance Monitor data on page 32
Related tasks

Customizing the Performance Monitor dashboard on page 35
Related references

Specifying performance metrics on page 36
Specifying performance metrics on page 36
Customizing the Performance Monitor dashboard
About this task

The dashboard on the Performance tab initially contains five predefined portlets and one undefined portlet. You can customize
all of the portlets to display the performance data that is most meaningful to you.
Steps

1. In the Array Management Window (AMW), select the Performance tab.
2. Do one of the following actions:
•

Double-click the portlet that you want to change.

•

Or, click the Maximize icon

•

In Portlet 6, select the Create new real-time performance graph link. This option is only available if Portlet 6 is
undefined.

on the portlet that you want to change.

The View Real-time Graphical Performance Monitor dialog appears.
3. In the Select metric drop-down list, select the performance data that you want to view.
You can select only one metric at a time. If you opened the dialog from an existing graph, the current metric and object are
preselected.
4. In the Select an object(s) list, select the objects for which you want to view performance data.
You can select up to five objects to monitor on one graph. Use Ctrl-Click and Shift-Click to select multiple objects. Each
object is plotted on a separate line on the graph.
Note: If you do not see a line that you defined on the graph, it might be overlapping another line.

5. To save the changed portlet to the dashboard, click Save to Dashboard, and then click OK.
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The Save to Dashboard option is not available if you did not make any changes, if both a metric and an object are not
selected, or if the dialog was not invoked from a portlet on the dashboard.
The dashboard on the Performance tab updates with the new portlet.
6. To close the dialog, click Cancel.
Specifying performance metrics
You can collect the following performance data:
•

Total I/Os – Total I/Os performed by this object since the beginning of the polling session.

•

I/Os per second – The number of I/O requests serviced per second during the current polling interval (also called an I/O
request rate).

•

MBs per second – The transfer rate during the current polling interval. The transfer rate is the amount of data in megabytes
that can be moved through the I/O data connection in a second (also called throughput).
Note: A kilobyte is equal to 1024 bytes and a megabyte is equal to 1024 x 1024 bytes. Some applications calculate

kilobytes as 1,000 bytes and megabytes as 1,000,000 bytes. The numbers reported by the monitor might be lower by this
difference.
•

I/O Latency – The time it takes for an I/O request to complete, in milliseconds. For drives, I/O latency includes seek,
rotation, and transfer time.

•

Cache Hit Percentage – The percentage of total I/Os that are processed with data from the cache rather than requiring I/O
from disk. Includes read requests that find all the data in the cache and write requests that cause an overwrite of cache data
before it has been committed to disk.

•

SSD Cache Hit Percentage – The percentage of read I/Os that are processed with data from the SSD drives.

The metrics available include the current value, minimum value, maximum value, and average value. The current value is the
most recent data point collected. The minimum, maximum, and average values are determined based on the start of performance
monitoring. For real-time performance monitoring, the start is when the Array Management Window (AMW) opened. For
background performance monitoring, the start is when background performance monitoring started.
Performance metrics at the storage array level are the sum of metrics on the controllers. Metrics for the controller and volume
group are computed by aggregating the data retrieved for each volume at the volume group/owning controller level. The values
reported for a controller or a storage array might be greater than the sum of the values reported for all of the volumes. The
values reported for a controller or storage array include both host I/Os and I/Os internal to the storage array (metadata reads and
writes), whereas the values reported for a volume include only host I/Os.
On a performance monitor graph, you can specify one metric and up to five objects. Not all metrics apply to all objects. The
following table specifies the metrics that apply to each object.
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Metric

Storage
Array

Controllers

Volumes

Snapshot
Volumes

Thin
Volumes

Volume
Groups or
Disk Pools

Drives

Total I/Os

X

X

X

X

X

X

–

IOs/sec

X

X

X

X

X

X

–

MBs/sec

X

X

X

X

X

X

–

I/O
Latency

–

–

X

X

X

–

X

Cache hit
%

X

X

X

X

X

X

–
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Related concepts

Interpreting Performance Monitor data on page 32
Segment size and performance on page 482
Storage array password protection on page 6
Related tasks

Viewing real-time textual Performance Monitor on page 37
Viewing real-time graphical Performance Monitor data on page 34
Setting the storage array controller clocks on page 49

Real-time textual Performance Monitor
Viewing real-time textual Performance Monitor
Steps

1. In the Array Management Window (AMW), do one of the following actions:
•

Click the Performance tab, and then click the Launch real-time textual performance monitor link.

•

Select Monitor > Health > Monitor Performance > Real-time performance monitor > View textual .

The View Real-time Textual Performance Monitor dialog appears.
2. To select the objects to monitor and the sampling interval, click the Settings button.
The Settings button is available only when the real-time textual performance monitor is not started.
The Performance Summary Settings dialog appears.
3. In the Select an object(s) list, select the objects for which you want to view performance data.
You can select as many objects as you want. Use Ctrl-Click and Shift-Click to select multiple objects. To select all objects,
select the Select All checkbox.
4. In the Sampling Interval spinner box, select the sampling interval that you want.
The sampling interval can be from 5 seconds to 3600 seconds. Select a short sampling interval, such as 5 seconds, for a nearreal-time picture of performance; however, be aware that this short sampling interval can affect performance. Select a longer
interval, such as 30 seconds to 60 seconds, if you are saving the results to a file to look at later to minimize the system
overhead and performance impact.
5. Click OK.
6. To start collecting performance data, click Start.
Data collection begins.
Note: For an accurate elapsed time, do not use the Synchronize Controller Clocks option while using Performance
Monitor. If you do, it is possible for the elapsed time to be negative.

7. To stop collecting performance data, click Stop, and then click Close.
Related concepts

What are invalid objects in the Performance Monitor? on page 42
Segment size and performance on page 482
Storage array password protection on page 6
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Related references

Specifying performance metrics on page 36
Specifying performance metrics on page 36
Saving real-time textual performance data
About this task

A feature that real-time textual performance monitoring has that real-time graphical performance monitoring does not have is
that you can save the data. Saving the data saves only one set of data from the most recent sampling interval.
Steps

1. In the Array Management Window (AMW), do one of the following actions:
•

Click the Performance tab, and then click the Launch real-time textual performance monitor link.

•

Select Monitor > Health > Monitor Performance > Real-time performance monitor > View textual .

The View Real-time Textual Performance Monitor dialog appears.
2. To select the objects to monitor and the sampling interval, click the Settings button.
The Settings button is available only when the real-time textual performance monitor is not started.
The Performance Summary Settings dialog appears.
3. In the Select an object(s) list, select the objects for which you want to view performance data.
You can select as many objects as you want. Use Ctrl-Click and Shift-Click to select multiple objects. To select all objects,
select the Select All check box.
4. In the Sampling Interval spinner box, select the sampling interval that you want.
The sampling interval can be from 5 seconds to 3600 seconds. Select a short sampling interval, such as 5 seconds, for a nearreal-time picture of performance; however, be aware that this can affect performance. Select a longer interval, such as 30
seconds to 60 seconds, if you are saving the results to a file to look at later to minimize the system overhead and
performance impact.
5. Click OK.
6. To start collecting performance data, click Start.
Data collection begins.
7. Continue data collection for the desired period of time.
8. To stop collecting performance data, click Stop.
9. To save the performance data, click Save As.
The Save As button is enabled only when performance monitoring is stopped.
The Save Performance Statistics dialog appears.
10. Select a location, enter a filename, and then click Save.
You can save the file either as a text file with a default extension of .perf which you can open with any text editor or as a
comma separated values file with a default extension of .csv which you can open with any spreadsheet application.
11. To close the dialog, click Close.
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Background Performance Monitor
Starting and stopping background Performance Monitor
Steps

1. In the Array Management Window (AMW), click the Performance tab.
2. Click the Launch background performance monitor link.
The View Current Background Performance Monitor dialog appears.
3. Click the Start link.
A warning appears stating that performance data is available for a maximum period of seven days and older data is deleted.
4. To confirm, click OK.
To indicate that background performance monitoring is in progress, the Start link changes to Stop, and the system shows an
In Progress icon

next to the Stop link.

Note: For accurate data, do not change the system date or time while using background performance monitor. If you must
change the system date, stop and restart the background performance monitor.

5. To manually stop background performance monitoring, click the Stop link.
Background performance monitoring automatically stops when you close the Enterprise Management Window (EMW).
Background performance monitoring also might stop when you start a firmware download. You are prompted to save the
background performance monitoring data when this happens.
Note: When you close the EMW, you might be monitoring more than one storage array. Performance data is not saved for
any storage array that is in the Unresponsive state.

A dialog appears asking you whether you want to save the performance data.
6. Do you want to save the current Performance Monitor data?
•

Yes – Click Yes, select a directory, enter a filename, and then click Save.

•

No – Click No.

7. To close the View Current Background Performance Monitor dialog, click Close.
Viewing information about the current background Performance Monitor session
Before you begin

Make sure that the background performance monitoring is in progress. You can tell that background performance monitoring is
in progress by the presence of the In Progress icon
Monitor dialog.

next to the Stop link in the View Current Background Performance

Steps

1. In the Array Management Window (AMW), click the Performance tab.
2. Click the Launch background performance monitor link.
The View Current Background Performance Monitor dialog appears.
3. Hold the pointer over the Stop link.
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A tooltip appears displaying the time background performance monitoring was started, the length of time background
performance monitoring has been in progress, and the sampling interval.
Note: For an accurate elapsed time, do not use the Synchronize Controller Clocks option while using Performance

Monitor. If you do, it is possible for the elapsed time to be negative.
Viewing current background Performance Monitor data
About this task

A background performance monitor graph plots a single performance metric over time for up to five objects. The x-axis of the
graph represents time. The y-axis of the graph represents the metric value. When the metric value exceeds 99,999, it appears in
thousands (K), beginning with 100K until the number reaches 9999K, at which time it appears in millions (M). For amounts
greater than 9999K but less than 100M, the value appears in tenths (for example, 12.3M).
Steps

1. In the Array Management Window (AMW), click the Performance tab.
2. Click the Launch background performance monitor link.
The View Current option is available only when performance monitoring is in progress. You can tell that background
performance monitoring is in progress by the presence of the In Progress icon

next to the Stop link.

The View Current Background Performance Monitor dialog appears.
3. In the Select metric drop-down list, select the performance data that you want to view.
You can select only one metric at a time.
4. In the Select an object(s) list, select the objects for which you want to view performance data.
You can select up to five objects to monitor on one graph. Use Ctrl-Click and Shift-Click to select multiple objects. Each
object is plotted on a separate line on the graph.
The resulting graph shows all of the data points from the current background performance monitoring session.
Note: If you do not see a line that you defined on the graph, it might be overlapping another line. If you perform the View
Current option before the first sampling interval elapses (10 minutes), the graph will show that it is initializing.

5. (Optional) To change the time period plotted on the graph, make selections in the Start Date, Start Time, End Date, and
End Time fields.
6. To close the dialog, click Close.
Related concepts

What are invalid objects in the Performance Monitor? on page 42
Related references

Specifying performance metrics on page 36
Saving the current background Performance Monitor data
Steps

1. In the Array Management Window (AMW), click the Performance tab.
2. Click the Launch background performance monitor link.
The View Current Background Performance Monitor dialog appears.
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3. Click the Save link.
The Save link is enabled only when performance data exists in the buffer.
The Save Background Performance Data dialog appears.
4. You can save the file in the default location with the default filename that uses the name of the storage array and a
timestamp, or you can select a location, enter a filename, and then click Save.
The file is saved as a comma separated values file with a default extension of .csv . You can open a comma separated values
file with any spreadsheet application. Be aware that your spreadsheet application might have a limit on the number of rows a
file can have.
Related tasks

Viewing saved background Performance Monitor data on page 41
Viewing saved background Performance Monitor data
Before you begin

The drive or network location that contains the saved performance data file must contain some free space, otherwise the file will
not load.
About this task

A background performance monitor graph plots a single performance metric over time for up to five objects. The x-axis of the
graph represents time. The y-axis of the graph represents the metric value. When the metric value exceeds 99,999, it appears in
thousands (K), beginning with 100K until the number reaches 9999K, at which time it appears in millions (M). For amounts
greater than 9999K but less than 100M, the value appears in tenths (for example, 12.3M).
Steps

1. In the Array Management Window (AMW), click the Performance tab.
2. Click the Launch background performance monitor link.
The View Current Background Performance Monitor dialog appears.
3. Click the Launch saved background performance monitor link.
The Load Background Performance dialog appears.
4. Navigate to the .csv file that you want to open, and then click Open.
The View Saved Background Performance Monitor dialog opens.
5. In the Select metric drop-down list, select the performance data that you want to view.
You can select only one metric at a time.
6. In the Select an object(s) list, select the objects for which you want to view background performance data.
You can select up to five objects to monitor on one graph. Use Ctrl-Click and Shift-Click to select multiple objects. Each
object is plotted as a separate line on the graph. The graph shows all of the data points in the saved file.
Note: If you do not see a line that you defined on the graph, it might be overlapping another line.

7. (Optional) To change the time period plotted on the graph, make selections in the Start Date, Start Time, End Date, and
End Time drop-down lists.
8. To close the dialog, click Close.
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Related concepts

What are invalid objects in the Performance Monitor? on page 42
Related tasks

Saving the current background Performance Monitor data on page 40
Related references

Specifying performance metrics on page 36

What are invalid objects in the Performance Monitor?
When viewing a performance graph, you might see objects marked with an asterisk (*). An asterisk indicates that the object is
no longer valid. When an object becomes invalid, the performance graph contains missing data points. The data that was
collected before the object became invalid is still available for viewing. If the invalid object returns, the Performance Monitor
resumes collecting data for the object.
If the invalid object represents a deleted object, its performance graph no longer updates. When this event happens, you should
redefine the graph to monitor a valid object.
Invalid objects can be caused by a number of factors:
•

The volume was deleted.

•

The volume was unmapped.

•

A volume group that is being imported.

•

The controller is in simplex mode.

•

The controller is offline.

•

The controller failed.

•

The controller was removed.

•

The drive failed.

•

The drive was removed.

Sometimes, it is possible to have two objects with the same name. Two volumes can have the same name if you delete a volume
and then later create another volume with the same name. The original volume’s name contains an asterisk indicating that the
volume no longer exists. The new volume has the same name, but without an asterisk. Two drives will have the same name if
you replace a drive. The original drive’s name contains an asterisk indicating that it is invalid and no longer exists. The new
drive has the same name without an asterisk.
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About this task

Use the Rename option to set or change the name of a storage array.
Keep these guidelines in mind when you rename a storage array:
•
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A name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you choose
any other characters, an error message appears. You are prompted to choose another name.
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•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember. Avoid arbitrary names or names that would quickly
lose their meaning in the future.

When you have named the storage array, the prefix "Storage Array" is automatically added to the name shown in the Logical
pane and in the Enterprise Management Window.
Note: The storage management software does not check for duplicate names. Check the Enterprise Management Window to
make sure that the name you have chosen is not used by another storage array.
Steps

1. Identify the storage array you want to rename. Use the Locate option to physically locate and identify a storage array.
2. Select the storage array, and select Storage Array > Rename .
3. Enter a new name.
4. Click OK.
5. Prepare a label with the new storage array name, and place it on the storage array.

Changing or setting an administrator password or a monitor password for your storage array
About this task

Use the Set Password option to establish a new Administrator password or a new Monitor password or to change an existing
password. You can choose to set one password at a time, or both within the same session in the Set Password dialog.
Set the Administrator password to prevent unauthorized configuration operations on the storage array. Set the Monitor password
to grant permission to view storage array settings and monitor its health status. You cannot use the Monitor password to make
changes to the storage array’s configuration.
Note: Only a user with the Administrator password may set or change the Monitor password. If a user with View-only access
(Monitor Password) attempts to launch the Set Password dialog, the system prompts for the Administrator password.

While you are in the current management session, you will not be asked for a password when you attempt a configuration
operation because you have just set the password from this storage management station. However, the next time you launch the
Array Management Window, you will be prompted for a password if the Administrator and Monitor passwords are set. If only
the Administrator password is set, you will be asked for a password the first time you attempt a configuration operation.
You cannot change a password for a storage array unless you first supply the Administrator password. If you have forgotten the
password, contact technical support.
Steps

1. From the Array Management Window, select Storage Array > Security > Set Password .
2. From the User type drop-down list, choose which password you want to set or change (either the Administrator password or
the Monitor password). Only users logged in with an Administrator password may change the Administrator password or the
Monitor password.
•

If passwords are set on the storage array, the system prompts you for an Administrator password.

•

If no passwords are set on the storage array, the User type drop-down list is disabled and the Administrator password is
selected by default.

3. Complete one of the following actions:
•

If you are setting the password for the first time, type the new password in the Enter password text box and then type
the new password in the Confirm password text box.

Change options

43

•

If you are changing the Administrator password, type the current password in the Current password text box and then
type the new password in the New password text box and the Confirm password text box. Click Apply.

•

If you are changing the Monitor password, type the new password in the New password text box and the Confirm
password text box. Click Apply.
Attention: Risk of data loss – Implementing configuration operations on a storage array can cause serious damage,

including data loss. Use a long Administrator password with at least 15 alphanumeric characters to increase security.
4. Click OK.
Related concepts

Storage array password protection on page 6

Changing the cache settings of the storage array
About this task

The lower the specified percentage in the Start demand cache flushing spinner box, the higher the chance that data for a host
read would require a disk read rather than be present in the cache. A lower percentage also increases the number of disk writes
necessary to maintain the cache level, which increases system overhead and decreases performance.
Steps

1. Select Storage Array > Change > Cache Settings .
2. Select the percentage of unwritten data in the cache to trigger a cache flush in the Start demand cache flushing spinner
box.
3. From the Cache block size list, select a cache block size that is appropriate for your applications. A smaller cache size is a
good choice for file-system use or database-application use. A larger cache size is a good choice for applications that
generate sequential I/O, such as multimedia.
4. In the Enter Password dialog, type the current Administrator password for the storage array, and click OK.
Related concepts

Cache memory settings on page 457
Learn about cache settings and performance on page 481

Changing the default host type of a storage array
About this task

Use the Change Default Host Operating System option to change the default host type at the storage array level.
The host type defines how the controllers in the storage array work with the host's operating system when they are accessed. The
only time that you will use this option is if you need to change how the storage array operates relative to the hosts that are
connected to it. Generally, you will use this option only if all of the hosts that are connected to the storage array have the same
operating system (homogeneous host environment).
If you are in an environment in which there are attached hosts with different operating systems (heterogeneous host
environment), you will define the individual host types as part of creating storage partitions. Changing the default host type with
Storage Partitioning enabled affects only hosts that you do not define in the Host Mappings tab and any volumes that are
mapped in the Default Group. Before setting up multiple hosts for a heterogeneous environment, read the information in the
Restricted Mappings online help topic.
You must change the host type if one of these conditions exists:
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•

The hosts connected to the storage array are not running the default host type shown. Use this option to change the host type
from the default setting to correspond with the operating system of the host.

•

You are moving a storage array from one set of hosts to another set of hosts. For example, suppose that you have two hosts
running a Windows operating system connected to the storage array. If you want to move this storage array to a set of hosts
running a Linux operating system, use this option to change the host type from Windows to Linux.
Note: If an incorrect host type is selected, existing volumes should still be visible, but redundancy through the multi-path
driver (if installed) could fail.

Steps

1. From the Array Management Window, select the storage array, and select Host Mappings > Default Group > Change
Default Host Operating System .
2. In the New Host Type list, select the host type. The list shows all of the defined host types.
3. Click OK.
The changed default host type is saved.
Related concepts

Learn about creating storage partitions on page 464
Restricted mappings on page 68

Changing the failover alert delay
About this task

Use the Failover Alert Delay option to change the failover alert delay for a storage array.
The failover alert delay is a configurable time period for which the controller waits before assessing the storage array volume
distribution after a volume ownership transfer is caused by the multi-path driver or the controller.
Volume path changes that occur as a normal part of a controller firmware download usually do not result in a volume-not-onpreferred-path condition. After the download completes, the delayed volume distribution process is activated. This process
determines whether all volumes were restored to the preferred path during the download.
Keep these guidelines in mind when setting the failover alert delay:
•

The Failover Alert Delay option operates at the storage array level, so one setting applies to all volumes.

•

The Failover Alert Delay option is reported in minutes in the storage array profile as a storage array property.

•

The delay period can be set within a range of 0 to 60 minutes.

•

The failover alert delay is activated after the controller start-of-day completes to determine if all volumes were restored
during the start-of-day operation. Thus, the earliest that the volume-not-on-preferred-path condition might occur is after a
boot and the configured failover alert delay.

Steps

1. From the Array Management Window, select Storage Array > Change > Failover Alert Delay .
2. Select the delay interval in minutes in the Failover alert delay spinner box, and click OK.
If the Enter Password dialog appears, type the current Administrator password for the storage array, and click OK.
Related concepts

Learn about the failover alert delay on page 459
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I/O data path protection on page 155

Changing the tray ID
About this task

Use the Change Tray ID option to change the tray ID as necessary. This option is only available for trays that use a digital
display instead of a manual switch.
Note: Not all trays support software-based tray ID management. Trays that do not support this option do not appear in the list.
For these trays, use the switch on the back of the tray to change the tray ID.
Steps

1. In the Array Management Window, select the storage array, and select Hardware > Tray > Change > ID .
2. Select a new tray ID number from the Change Tray ID list. The tray ID must be between 0 and 99 (inclusive).
3. To save the changed tray ID, click Change.

Setting the tray components
About this task

Use the Tray Components dialog to obtain information about the non-drive components in a selected tray.
Trays are of three types:
•

Controller tray

•

Controller-drive tray

•

Drive tray

Steps

1. On a tray in the Physical pane, click View Tray Components.
The Component Information dialog shows information about the various tray components.
2. Click a category in the left pane to view details about that component.
An Overall Component Information category is shown for all of the component types:
•

Tray path redundancy (not shown for controller trays)

•

Drive technology (not shown for controller trays)

•

Part number

•

Serial number

•

Vendor

•

Date of manufacture

Specific component information varies based on the component type. The following table lists the controller tray
components.
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Component

Component Information

Batteries

Status is shown as Optimal, Failed, Removed or Charging.
Other information shown includes the battery age and days until replacement. Click Reset
to reset the battery age to zero (0).

Fan canisters

Status is shown as Optimal, Failed, Removed, or Unknown.

Power supplies

Status is shown as Optimal, Failed, Removed, or Unknown.

SFP transceivers

Status is shown as Optimal, Failed, or Unknown.
Other information shown includes attached to, the location, the supported data rates, the
link length, the connector, the transmitter type, the transmission media, the IEEE company
ID, the revision, the part number, the serial number, the vendor, and the date of
manufacture.

Temperature

Status is shown as Optimal, Nominal temperature exceeded, Maximum temperature
exceeded, or Unknown.

Gigabit Interface Converter
(GBIC) (if applicable)

Status is shown as Optimal, Failed, or Unknown.
Other information shown includes attached to, the location, and the type.

Uninterruptible Power
Supply (UPS) (if applicable)

Status is shown as Standby, In use (lost power), or Two-minute warning (two minutes of
power remain on the UPS).

The following table lists the controller-drive tray components.
Component

Component Information

Batteries

Status is shown as Optimal, Failed, Removed or Charging.
Other information shown includes the battery age and days until replacement. Click Reset
to reset the battery age to zero (0).

Fans

Status is shown as Optimal, Failed, Removed, or Unknown.

Power supplies

Status is shown as Optimal, Failed, Removed, or Unknown.

SFP transceivers

Status is shown as Optimal, Failed, or Unknown.
Other information shown includes attached to, the location, the supported data rates, the
link length, the connector, the transmitter type, the transmission media, the IEEE company
ID, the revision, the part number, the serial number, the vendor, and the date of
manufacture.

Temperature

Status is shown as Optimal, Nominal temperature exceeded, Maximum temperature
exceeded, or Unknown.

GBIC (if applicable)

Status is shown as Optimal, Failed, or Unknown.
Other information shown includes attached to, the location, and the type.

The following table lists the drive tray components.
Component

Component Information

Batteries

Status is shown as Optimal, Failed, Removed or Unknown.
Other information shown includes the battery age and days until replacement. Click Reset
to reset the battery age to zero (0).
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Component

Component Information

Environmental Services
Modules (ESMs)

Status is shown as Optimal, Failed, Optimal (Miswire), or Uncertified.
Other information shown includes the firmware version, the maximum data rate, the
current data rate, the location, card communication, the product ID, the part number, the
serial number, the vendor, and the date of manufacture.

Fans

Status is shown as Optimal, Failed, Removed, or Unknown.

Power supplies

Status is shown as Optimal, Failed, Removed, or Unknown.

SFP transceivers

Status is shown as Optimal, Failed, or Unknown.
Other information shown includes attached to, the location, the supported data rates, the
link length, the connector, the transmitter type, the transmission media, the IEEE company
ID, the revision, the part number, the serial number, the vendor, and the date of
manufacture.

Temperature

Status is shown as Optimal, Nominal temperature exceeded, Maximum temperature
exceeded, or Unknown.

GBIC (if applicable)

Status is shown as Optimal, Failed, or Unknown.
Other information shown includes attached to, the location, and the type.

3. To physically locate and identify a tray in the storage array, click Locate Tray.
4. To change the tray ID in the Tray Components dialog, click Change Tray ID.

Changing the tray order in the physical pane
About this task

Use the Change Order option to change the order of the controller trays and the drive trays in the Physical pane to match the
hardware configuration in your storage array. The Physical pane that initially appears is a default view that might not match your
storage array.
The tray order change remains in effect until it is modified again.
Steps

1. From the Array Management Window, select the storage array, and select Hardware > Tray > Change > Hardware View
Order .
2. From the Trays list, select the tray you want to move.
3. In the dialog, click either Up or Down to move the tray to the new position.
4. Click OK.
5. Did an Enter Password dialog appear?
•

No – You are finished with this procedure.

•

Yes – Type the current Administrator password for the storage array, and click OK.

The tray order in the Physical pane is changed.

Changing the battery settings
About this task

A new battery learn cycle starts every eight weeks on the day and time that you select.
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Steps

1. On the main menu, select Hardware > Tray > Change > Battery Settings.
The Battery Settings dialog opens.
2. In the Scheduled day drop-down list, select the day for the learn cycle to start.
3. In the Scheduled time drop-down list, select the time for the learn cycle to start.
4. Click OK.
Related concepts

What are learn cycles? on page 413

Resetting the battery age
About this task

The system tracks the installation date for each battery installed. The date is not the same as the date of manufacture. Every day
the storage array controllers compare the current date to the installation date for each battery. When a battery reaches the
expiration age, a warning that a cache battery has expired alerts the system administrator. When you replace a battery, you must
set the installation date to the current date by resetting the battery age.
Steps

1. Click the controller tray components icon to view the battery age.
2. Click the battery icon to view individual batteries. If you have replaced a battery, click Reset to reset the battery age.
When a controller is replaced, the battery installation date and the expiration age are restored from the controller NVSRAM
mirror metadata stored on the drives. If the battery is replaced at the same time, reset the battery age.
If you do not have smart batteries, the Battery Settings dialog will not show learn cycles. Resetting the battery age is the only
available option.
Related concepts

What are learn cycles? on page 413

Smart battery settings
Setting the storage array controller clocks
About this task

Use the Synchronize Controller Clocks option to synchronize the storage array controller clocks with the storage management
station. This option makes sure that the event timestamps written by the controllers to the Event Log match the event timestamps
written to host log files. During this process, the controllers remain available during synchronization.
Steps

1. Select the storage array, and select Hardware > Controller > Synchronize Clocks .
2. In the Enter Password dialog, type the current Administrator password for the storage array, and click Synchronize.
The controller clocks are synchronized with the storage management station.
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When should I synchronize my controller clocks?
You can synchronize the clocks on the storage array controllers to the storage management station. If more than one storage
management station is connected to a controller, the controller clock synchronizes to the storage management station that is
giving the command. You should synchronize the controller clocks when the event time stamps written by the controller no
longer match the event time stamps written to the host or to the storage management station.

Powering on or powering off
Stopping host I/O
Steps

1. Ensure that no I/O operations are occurring between the storage array and all connected hosts. For example, you can perform
these steps:
•

Stop all processes that involve the LUNs mapped from the storage to the hosts.

•

Ensure that no applications are writing data to any LUNs mapped from the storage to the hosts.

•

Unmount all file systems associated with volumes on the array.
Note: The exact steps to stop host I/O operations depend on the host operating system and the configuration, which are
beyond the scope of these instructions. If you are not sure how to stop host I/O operations in your environment, consider
shutting down the host.
Attention: Possible data loss – If you continue this procedure while I/O operations are occurring, you might lose data.

2. If the storage array participates in a mirroring relationship, stop all host I/O operations on the secondary storage array.
3. If there is a thin provisioned volume that is reported to the host as thin volume and the old array is running firmware (8.25
firmware or above) that supports UNMAP feature, perform the following to disable Write Back Caching for all thin
volumes:
a. From the Array Management Window, select the Storage & Copy Services tab.
b. Right-click on a thin volume and select Change > Cache Settings..,.
c. Select all thin volumes and uncheck Enable write caching.
4. Wait for five minutes to allow any data in cache memory to be flushed to disk.
5. From the title bar of the Array Management Window, select Monitor > Reports > Operations in Progress.
6. Wait for all operations shown on the Operations in Progress window to complete before continuing with the next step.

Powering off the storage array
Before you begin

Stopping host I/O on page 50
Steps

1. Turn off both power switches on the controller-drive tray.
2. Wait for all LEDs on the controller-drive tray to go dark.
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3. Turn off both power switches on any attached expansion drive trays.
4. Wait two minutes for drive activity to stop.

Powering on the storage array
Steps

1. If you have expansion drive trays, turn on the two power switches at the back of each tray.
2. Wait two minutes.
3. Turn on the two power switches at the back of the controller-drive tray.
•

Do not turn off the power switches during the power-on process.

•

The fans in each tray are very loud when they first start up. The loud noise during start-up is normal.

4. Wait 10 minutes for the power-on process to complete.
5. Confirm that none of the amber LEDs on the front or back of any trays are illuminated.
Note: If an amber LED is on, there is a problem with a component. Use SANtricity Storage Manager to help resolve the
problem.

Host mappings
Define options
Defining a host group
About this task
Attention: Possible loss of data access – Before you create a host group, you must create a cluster with the hosts that you

will be adding to the host group.
Use the Define Host Group option to define a new host group.
Keep these guidelines in mind when you define a host group:
•

This operation does not succeed if the name you choose duplicates that of an existing host group in the Topology pane.

•

After defining a host group, you must define the hosts and the host adapter ports that are associated with the host group.

•

The length of the host group name cannot exceed 30 characters.

Steps

1. Select the Host Mappings tab.
2. Select the storage array or the Default Group in the Topology pane.
3. Select Host Mappings > Define > Host Group .
4. Type the name of the new host group in the text box.
5. To save the newly defined host group, click OK.
6. To add another host group, perform step 4 on page 51 through step 5 on page 51.
Host mappings
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7. Click Close
Next, you must define the hosts and the host adapter ports that are associated with the host group.
Related concepts

Learn about using the Host Mappings tab on page 443

Defining a host
About this task

Use the Define Host option to define a new host.
Keep these guidelines in mind when you define a host:
Note:

•

This operation fails if the name you choose duplicates an existing host in the Topology pane.

•

After defining a host, you must define the host adapter ports that are associated with the host.

•

The length of the host name cannot exceed 30 characters.

•

It is highly recommended that you provide the same name as the host's assigned network node name.

•

An access volume mapping is not required for out-of-band storage arrays. If your storage array is managed using an outof-band connection, and an access volume mapping is assigned to the Default Group, an access volume mapping is
assigned to every host created from the Default Group. To prevent this action from occurring, remove the access volume
mapping from the Default Group.

Steps

1. On the Host Mappings tab, select either the storage array, the Default Group, or a host group in the Topology pane, and
select Host Mappings > Define > Host.
2. Type the name of the new host in the text box.
3. To save the newly-defined host, click Add.
4. To define another host, perform step 2 on page 52 through step 3 on page 52.
5. Click Close.
The host appears in one of these ways:
•

If you selected the storage array or the Default Group, the newly-defined host node appears as a child node under the
Default Group node in the Topology pane.
Note: When you define a specific mapping for the newly-defined host, the host node moves from the Default Group to
become a child node under the storage array node. The new node location indicates that the host has a specific
mapping.

•

If you selected a host group, the newly defined host appears as a child node under the selected host group in the
Topology pane.

Related concepts

Learn about using the Host Mappings tab on page 443
Learn about granting volume access to hosts and host groups on page 467
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Using the Define Host Wizard
Using the Define Host Wizard
Use the Define Host Wizard to define a host for a storage array. The host manages the input and output of the storage array.
To start the Define Host Wizard, select Host Mappings > Host .
Preview of the Define Host Wizard
This list describes some of the dialogs that you encounter when you use the Define Host Wizard:
•

The Define Host Wizard - Introduction dialog lets you indicate if you will use storage partitions on the storage array. If you
will use storage partitions, then the wizard asks you for information about the host type or the operating system of your host.
The wizard also asks you whether the host will be part of a host group or a cluster of hosts that shares access to the same set
of volumes.

•

The Define Host Wizard - Specify Name/Port Identifier dialog lets you specify a name for the host. The dialog also lets you
match the host bus adapter host port identifiers to the particular host that you are defining.

•

The Define Host Wizard - Specify Host Type dialog lets you specify the operating system to use on the host.
Note: The Define Host Wizard - Specify Host Type dialog does not appear if you did not choose to use storage partitions
in the Define Host Wizard - Introduction dialog. If you are not using storage partitions, then a default host type is used for
all of the hosts that are attached to the storage array. You can change this default host type by selecting Host Mappings >
Default Group > Change Default Host Operating System .

•

The Define Host Wizard - Host Group Question dialog lets you indicate if the host will be part of a host group that shares
access to the same set of volumes.
Note: The Define Host Wizard - Host Group Question dialog does not appear if you did not choose to use storage

partitions in the Define Host Wizard - Introduction dialog .
•

The Define Host Wizard - Specify Host Group dialog lets you specify a name for the host group.
Note: The Define Host Wizard - Specify Host Group dialog does not appear if you did not choose to use storage partitions
in the Define Host Wizard - Introduction dialog .

•

The Define Host Wizard - Preview dialog shows a summary of the options that you have selected in the wizard and provides
the option to save these options in a script.

Define Host Wizard: Introduction
About this task

Use the Define Host Wizard to define the hosts that will access the volumes in the storage array. Defining a host is one of the
steps required to let the storage array know which hosts are attached to it and to allow access to the volumes.
The first step in the wizard is to specify whether you will use storage partitions in this storage array. The screens in the wizard
are different based on your choice. If you do not know whether you want to use storage partitions, refer to the Why would I use
storage partitions? online help topic. If you change your configuration later, you can always go back and redefine the host.
Note: You must have Storage Partitioning enabled to use storage partitions.

Keep these guidelines in mind when you define a host:
•

This operation fails if the name you choose duplicates an existing host in the Topology pane.

•

After defining a host, you must define the host adapter ports that are associated with the host.

•

The length of the host name cannot exceed 30 characters.
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•

It is highly recommended that you provide the same name as the host's assigned network node name.

•

An access volume mapping is not required for out-of-band storage arrays. If your storage array is managed using an out-ofband connection, and an access volume mapping is assigned to the Default Group, an access volume mapping is assigned to
every host created from the Default Group. To prevent this action from occurring, remove the access volume mapping from
the Default Group.

Steps

1. On the Host Mappings tab, select either the storage array, the Default Group, or a host group in the Topology pane, and
select Host Mappings > Define > Host.
If you select the storage array or the Default Group, the newly-defined host node appears as a child node under the Default
Group node in the Topology pane. When you define a specific mapping for the newly-defined host, the host node moves
from the Default Group to become a child node under the storage array node. The new node location indicates that the host
has a specific mapping.
If you select a host group, the newly defined host appears as a child node under the selected host group in the Topology
pane.
2. Type the name of the new host in the text box.
3. Will you use storage partitions on this storage array?
•

Yes – Select the Yes radio button.

•

No – Select the No radio button.

4. Click Next.
The next dialog of the wizard appears.
Define Host Wizard: Specify host port identifiers
About this task

Use the Define Host Wizard - Specify Host Port Identifiers dialog to perform these actions:
•

Add a host port identifier

•

Give the host port identifier an alias or a user label

•

Add the host port identifier to the list of host port identifiers to be associated with a particular host

•

Remove the host port identifier from the list of host port identifiers to be associated with a particular host

Steps

1. Do you want to add a host port identifier to the list of host port identifiers to be associated with a particular host?
•

Yes, I want to add a host port identifier to the list – Go to step 2 on page 54.

•

No, I want to remove a host port identifier from the list – Go to step 9 on page 55.

2. Are you adding a known unassociated host port identifier?
•

Yes, I am adding a known unassociated host port identifier – Go to step 3 on page 54.

•

No, I am creating a new host port identifier – Go to step 5 on page 55.

3. Select Add by selecting a known unassociated host port identifier.
4. Select a host port identifier name from the list of known unassociated host port identifiers. Go to step 7 on page 55.
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Note: Use the Refresh button to update the list of known unassociated host port identifiers. The list will update with any
host port identifiers that might have been added while this dialog is open.

5. Select Add by creating a new host port identifier.
6. You must type a new host port identifier name in the New host port identifier text box. Go to step 7 on page 55.
Note: The length of the host port identifier name is determined by the host interface technology. Fibre Channel and

Infiniband host port identifier names must have 16 characters. iSCSI host port identifier names have a maximum of 223
characters.
7. Are you adding an iSCSI host port identifier?
•

Yes, I am adding an iSCSI host port identifier – Type a user label in the User label text box.

•

No, I am not adding an iSCSI host port identifier – Type an alias in the Alias text box.
Note: The user label or the alias must be no longer than 30 characters. Choose a meaningful user label or alias to easily
identify the host port identifier.

8. Click Add and go to step 10 on page 55.
Note: The Add button is only available when you have completed all of the fields in this dialog.

9. Select a host port identifier from the list of host port identifiers to be associated with the host, and click Remove.
Note: The Remove button is only available when you have selected a host port identifier in the list.

The host port identifier is removed from the list.
10. Click Next to move to the next dialog of the wizard.
Define Host Wizard: Specify host type
About this task

Use the Define Host Wizard - Specify Host Type dialog to specify the host type, or operating system, of the host that you are
defining. This action determines how the input/output (I/O) requests from the host are handled by the controllers in the storage
array. If you are not using storage partitions, all of the hosts that you define are in the Default Group. The Default Group has a
default host type. This action determines how I/O requests from the host are handled.
Note: To change the default host type for all of the hosts, select Host Mappings > Default Group > Change Default Host
Operating System .
Steps

1. From the Host type (operating system) drop-down list, select the appropriate host type. Read the choices carefully because
some host types have several variations.
2. Click Next.
The next dialog of the wizard appears.
Define Host Wizard: Preview
About this task

The Define Host Wizard - Preview dialog provides a preview of your selections in the Define Host Wizard. You see the host
name, the host type, the host bus adapter (HBA) port identifiers, and the aliases. If you chose to add this host to a host group,
you also see the name of the host group. You can use this dialog to save these choices to a script for future use.

Define options

55

Steps

1. Review the information shown in the Current host definition field.
2. Is the host definition correct?
•

Yes – Click Finish. The host is defined as specified and appears on the Host Mappings tab. A message appears that
indicates the host was added successfully.

•

Yes and you want to define other hosts with the same parameters – Go to step 3 on page 56.

•

No – Click Back until you reach the applicable dialog in which to make the change.

3. If you want to define additional hosts with the same parameters, complete these steps.
a. Click Save As Script.
b. Select the directory where you want to save the script.
c. In the File Name field, type a name for the script.
d. Click Save.
e. Click Finish.
The host is defined as specified and appears on the Host Mappings tab. A message appears that indicates the host was
added successfully.
Define Host Wizard: Host group question
About this task
Attention: Possible loss of data access – Before you create a host group, you must create a cluster with the hosts that you

will be adding to the host group.
Use the Define Host Wizard - Host Group Question dialog to indicate whether the host that you are defining will be part of a
cluster of hosts (host group) that will share access to a set of volumes in a storage partition on the storage array. Host groups are
used only when storage partitions are set up in the storage array.
Steps

1. Will the host that you are defining be part of a host group?
•

Yes – Select the Yes radio button.

•

No – Select the No radio button.

2. Click Next.
The next dialog of the wizard appears.
Define Host Wizard: Specify host group
About this task
Attention: Possible loss of data access – Before you create a host group, you must create a cluster with the hosts that you

will be adding to the host group.
The Define Host Wizard - Specify Host Group dialog appears if you chose to add the host to a host group in the previous dialog
of the Define Host Wizard. Use this dialog to specify the name of the host group that will be associated with this host. You can
select an existing host group or create a new host group.
Note: All hosts in a host group should have the same host type.
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Steps

1. Does the host group already exist?
•

Yes – Go to step 2 on page 57.

•

No – Go to step 3 on page 57.

2. If the host group already exists, complete these steps.
a. Select the Select existing host group radio button.
b. From the drop-down list, select a host group.
Any hosts currently associated with the existing host group you selected appear in the Associated hosts in host group
list.
c. Go to step 4 on page 57.
If the existing host group currently has Data Assurance (DA)-capable volumes mapped to it, the host that you are adding
must also be attached to an interface type that supports DA.
3. If the host group does not already exist, complete these steps.
a. Select the Enter name radio button.
b. In the text box, type a name for the host group.
4. Click Next.
The next dialog of the wizard appears.

Using the Storage Partitioning Wizard
About this task

You define storage partitions by assigning a mapping. This mapping grants a host group or a host access to a particular volume
or to a number of volumes in a storage array.
You use the Storage Partitioning Wizard to define a single storage partition. The wizard guides you through the major steps
required to specify which host groups, hosts, volumes, and associated logical unit numbers (LUNs) are to be included in the
storage partition.
Creating a storage partition fails under these conditions:
•

All mappings are defined.

•

You tried to create a mapping for a host group that conflicts with an established mapping for a host in the host group.

•

You tried to create a mapping for a host in a host group that conflicts with an established mapping for the host group.

The ability to create a storage partition is unavailable under these conditions:
•

No valid host groups or hosts exist in the Topology pane on the Host Mappings tab.

•

No host adapter ports have been defined for the host being included in the storage partition.

•

All mappings have been defined.
Note: You can include a secondary volume in a storage partition. However, any hosts that are mapped to the secondary
volume will have read-only access until the volume is promoted to a primary volume, or the mirror relationship is removed.

If a storage partitioning topology has not been defined, an informational dialog appears each time you select the Host
Mappings tab. You must define the storage partitioning topology before you define the actual storage partition:
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Steps

1. Did you previously define a storage partitioning topology?
•

Yes – Go to step 6 on page 58.

•

No – Go to step 2 on page 58.

2. Do you have two or more hosts that will share access to the same volumes?
•

Yes – Go to step 3 on page 58.

•

No – Go to step 4 on page 58.

3. Define the host group.
4. Define the hosts that will access volumes on the storage array.
5. Define the host adapter ports that let a host to access volumes on the storage array.
6. Define the storage partition by using the Storage Partitioning Wizard. In the Topology pane of the Host Mappings tab,
select any node or object, and select Host Mappings > Define > Storage Partition .
7. Follow the directions on each of the dialogs, and click Next when you are ready to move to the next dialog.
Note: You can also define storage partitions by using the Define Additional Mapping dialog.

These dialogs appear as part of the Storage Partitioning Wizard:
•

The Storage Partitioning Wizard - Introduction dialog describes the process of creating a storage partition. The dialog
reminds you that you must create the required volumes and host groups, hosts, or all before continuing.

•

The Storage Partitioning Wizard - Select Host Group or Host dialog lets you select a single host group or host for which
access is to be defined.

•

The Storage Partitioning Wizard - Select Volumes/LUNs dialog guides you through the process of selecting a volume,
and assigning a LUN that the host group or host will use to access the volume.

Storage Partitioning Wizard: Introduction
About this task

The Storage Partitioning Wizard - Introduction dialog helps you to quickly and easily create a single storage partition. The
wizard guides you through the major steps that are required to specify the hosts and volumes, together with their logical unit
numbers (LUNs), to be included in the storage partition.
Before you can define a storage partition, you must complete these basic steps:
Steps

1. Do you have two or more hosts that will share access to the same volumes?
•

Yes – Define the host groups.

•

No – Go to step 2 on page 58.

2. Define the hosts that will access volumes on the storage array.
3. Define the host ports that will allow a host to access the volumes on the storage array.
4. Follow the instructions on each dialog. When you are ready to move to the next wizard dialog, click Next.
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Storage Partitioning Wizard: Select host group or host
Use the Storage Partitioning Wizard - Select Host Group or Host dialog to select the host group or host that you want included
in the storage partition. If you select a host group, the hosts share access to the volumes that you indicate in the next wizard
dialog.
Attention: Possible loss of data access – Before you create a host group, you must create a cluster with the hosts that you

will be adding to the host group.
Selecting a host group
If a host group exists, Host Group is selected by default, and a list of the available host groups appears.
If a host group is selected, the hosts in the host group share access to the volumes that you indicate in the next dialog of the
wizard.
To include a host group in the storage partition, select a host group in the list, and click Next.
If any of the volumes in the storage partition are Data Assurance (DA)-capable, select a host group that is also DA-capable (all
associated host bus adapters support DA).
Selecting a host
If a host group does not exist, Host is selected by default, and a list of the available hosts appear.
To include a host in the storage partition, highlight a host in the list, and click Next to move to the next wizard dialog.
If any of the volumes in the storage partition are Data Assurance (DA)-capable, select a host that is attached to an interface that
supports DA.
Storage Partitioning Wizard: Maximum storage partitions used
About this task

You received this error because the storage array has reached its maximum number of allowable storage partitions.
If the storage array has reached its maximum number of allowable storage partitions, look at your existing storage partitions and
see whether it is possible to perform these tasks:
Steps

1. Add hosts to an existing storage partition.
2. Change the mapping to a host group, instead of a host.
3. Remove any existing storage partitions that are no longer required. Make sure that you definitely do not need these storage
partitions before removing them.
Storage Partitioning Wizard: Select volume/LUNs
About this task

Use the Storage Partitioning Wizard - Select Volumes/LUNs dialog to select the volumes to be included in the storage partition,
and assign a specific logical unit number (LUN) to each volume.
The name of the host group, host, or both selected on the previous wizard dialog appear.
Keep these guidelines in mind when you select volumes and LUNs:
•

An access volume mapping is not required for an out-of-band storage array. If your storage array is managed using an outof-band connection, and an access volume mapping is assigned to the Default Group, an access volume mapping is assigned
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to every host created from the Default Group. To prevent this action from occurring, remove the access volume mapping
from the Default Group.
•

Most hosts will be able to have 256 LUNs mapped per storage partition, but the number varies per operating system. The
Solaris operating system with the Redundant Dual Active Controller (RDAC) multi-path driver, and the HP-UX 11.0
operating system are restricted to 32 LUNs. If you try to map a volume to a LUN number that is greater than 32, the host is
unable to access it.
Note: You can include a secondary volume in a storage partition. However, any hosts that are mapped to this volume are

unable to access it until it is promoted to a primary volume.
Steps

1. In the Select volume list, select a volume.
2. From the Assign LUN list, select the LUN to be associated with the volume.
3. Click Add.
The selected volume and its associated LUN appear in the Volumes to include in storage partition list and are removed
from the Select volume list and the Assign LUN list.
4. Repeat step 1 on page 60 through step 3 on page 60 until all the volumes to be included in the storage partition have been
moved to the Volumes to include in storage partition list.
5. Click Finish.
6. Click OK.
The storage partition is created. The host group or host associated with the storage partition is moved out of the Default
Group in the Topology pane, and a storage partition icon appears next to the host group or host to designate the storage
partition. The volumes with the storage partition appear in the Host Mappings tab.

Storage partitioning tutorial
About this task

Use this tutorial as a guide to set up Storage Partitioning on a storage array. Keep in mind that there are other ways to configure
a storage array. This tutorial is presented as one possible scenario.
The tutorial explains how to define the topology and mappings for the hosts Omaha A, Omaha B, KC-A, and KC-B that are
connected to the Midwest storage array. The administrator of the storage array should make sure that hosts Omaha A and
Omaha B have access to the Marketing volume and the H Resources volume. Hosts KC-A and KC-B should have access to the
Legal volume and the Engineering volume. In addition, the administrator wants host KC-B to have exclusive access to the
Financial volume.
Note: An access volume mapping is not required for an out-of-band storage array. If your storage array is managed using an
out-of-band connection, and an access volume mapping is assigned to the Default Group, an access volume mapping is
assigned to every host created from the Default Group. To prevent this action from occurring, remove the access volume
mapping from the Default Group. For more information, refer to the Removing an Access Volume Mapping online help topic.
Steps

1. Create volumes for Financial, Legal, Engineering, Marketing, and H Resources according to the procedures in the Creating a
Volume online help topic.
When entering mapping settings, use the recommended settings, or select Map later with Storage Partitioning.
2. Define the Omaha and KC host groups according to the procedures in the Defining a Host Group online help topic.
You must create host groups because multiple hosts must have access to the same volumes.
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3. Define the Omaha A, Omaha B, KC-A, and KC-B hosts under the host groups according to the procedures in the Defining a
Host online help topic.
4. Add the Omaha A1, Omaha A2, Omaha B1, Omaha B2, KC-A1, KC-A2, KC-B1, and KC-B2 host ports according to the
procedures in the Adding a Host Port Identifier online help topic.
The host ports are the topological entity that enables the hosts to access the volumes.
5. Complete these steps to assign access for each host group or host according to the procedures in the Using the Storage
Partitioning Wizard online help topic.
a. Select host KC-B, and define an exclusive mapping for the Financial volume. You have created one storage partition.
b. Select host group Kansas City, and define mappings for the Legal and Engineering volumes. You have created a second
storage partition.
c. Select host group Omaha, and define mappings for the Marketing and H Resources volumes. You have created a third
storage partition.

Defining additional mappings
About this task

Use this option to define additional mappings for an existing storage partition.
Note: You also can use this option to define the initial mapping.

Keep these guidelines in mind when you use this option:
•

An access volume mapping is not required for an out-of-band storage array. If your storage array is managed using an outof-band connection, and an access volume mapping is assigned to the Default Group, an access volume mapping is assigned
to every host created from the Default Group. To prevent this action from occurring, remove the access volume mapping
from the Default Group.

•

Most hosts will be able to have 256 LUNs mapped per storage partition. The HP-UX 11.23 and 11.31 operating systems are
restricted to 127 LUNs. If you try to map a volume to a LUN number that is greater than 127, the host is unable to access it.

•

An initial mapping of the host group or host must be created using the Define Storage Partitioning Wizard before this option
can be used.

Steps

1. From the Topology pane of the Host Mappings tab, select one of these nodes:
•

Default Group

•

Undefined mappings node

•

Individual undefined mapping

•

Host group

•

Host

2. Select Host Mappings > LUN Mapping > Add.
3. From the Host group or host list, select a host group or host to which the volume is to be mapped.
All defined hosts, host groups, and the default group appear in the list. If a host or a host group is selected that does not have
a host bus adapter (HBA) host port defined, a warning dialog appears. If the volume that you are mapping is Data Assurance
(DA)-capable, select a host or host group that is attached to an interface type that supports DA.
If you want to map to a host that has not been defined yet, click Create Host.
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4. From the list of available LUNs, select a single LUN. The supported LUNs are 0 through 255.
5. From the Volume table, select the volume that you want to map.
The Volume table lists the names and capacity of the volumes that are available for mapping, based on the selected host
group or selected host.
Note: If you are using the Synchronous Mirroring feature, you can include a secondary volume of a mirror relationship in

a storage partition. However, any hosts that are mapped to this volume will have read-only access to it until it is promoted
to a primary volume or until the mirror relationship is removed.
6. To save the mapping and leave the dialog open, click Add.
Note: The Add button is unavailable until a host group, host, LUN and volume are selected.

7. To add multiple additional volumes to the storage partition, repeat step 3 on page 61 through step 6 on page 62.
Note: After a volume as been mapped once, it is no longer available in the Volume table.

8. To close the dialog, click Close.
The mappings are saved. The Topology pane and the Defined Mappings pane in the Host Mappings tab are updated to
reflect the additional mappings.
Related concepts

Learn about creating storage partitions on page 464

Change options
Changing a mapping
About this task

Use the Change Mapping option to make these changes:
•

Change the assigned logical unit number (LUN) for a volume.

•

Change the host group or host that is associated with the volume.

Keep these guidelines in mind before you make a change to the mapping.
•

You must clear any persistent reservation on the volume before the LUN mapping change is allowed.

•

Many hosts can have 256 LUNs mapped per storage partition, but the number varies depending on the operating system.
Refer to the initial setup guide for your hardware for more information about the number of supported LUNs.

•

If you change the assignment for a host group or host that only has one mapping, the host group or host will move back to
the Default Group and inherit any default mappings.

•

If you want to change the last mapping of a host group that also has an associated host with specific mappings, you must
delete or move the host mappings first.

Steps

1. In the Defined Mappings pane, select a single volume, and select Host Mappings > LUN Mapping > Change.
2. Change the mapping by choosing one of these actions:
•
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•

Change the LUN – Go to step 4 on page 63.

3. Select a host group or host from the Host group or host list. Go to step 5 on page 63 to continue the procedure.
The list shows the Default Group, followed by an alphabetical list of all defined host group names or host names. Host group
names are preceded by the text Host Group. Host names are preceded by the text Host. The list shows the current host group
or the host associated with the selected volume. If the volume that you are remapping is Data Assurance (DA)-capable,
select a new host or host group that is attached to an interface type that supports DA.
4. Select a LUN from the Logical unit number (LUN) list.
The list shows only the currently available LUNs that are associated with the selected volume.
5. To save the mapping and to close the dialog, click OK.
6. Stop any host applications associated with this volume, and unmount the volume, if applicable, from your operating system.
7. In the Change Mapping window, click Yes to confirm the changes.
The mapping is checked for validity and is saved. The Defined Mappings pane is updated to reflect the new mapping. The
Topology pane is also updated to reflect any movement of host groups or hosts from under the Default Group. This
movement occurs if the mapping was changed to a host group or host that did not previously have any specific mappings.
8. If a password is set on the storage array, the Enter Password dialog appears. Did the Enter Password dialog appear?
•

Yes – Type the current password to the storage array, and click OK.

•

No – Go to step 9 on page 63.

9. Run the hot_add utility or a similar utility on the host, and remount the volume if required.
Note: If you must change the mapping for a secondary volume, keep in mind that any hosts that are mapped to the
secondary volume are unable to access the secondary volume until it is promoted to a primary volume.

10. Restart the applications.
Related concepts

Learn about creating storage partitions on page 464
Learn about defining storage partition topology on page 465
Learn about granting volume access to hosts and host groups on page 467
Restricted mappings on page 68

Changing the host operating system on an individual host port
About this task

Use the Change Default Host Operating System option to change the host operating system on a host port.
Keep these guidelines in mind when you change the host operating system:
•

To use Dynamic Multi-Pathing (DMP) as the default multi-path driver, you must install the Array Support Library (ASL)
software. DMP is part of VERITAS Volume Manager. In addition, you must change the host operating system to Solaris.

•

If you have specified the Redundant Dual Active Controller (RDAC) multi-path driver as the default multi-path driver, and
you want to use DMP, you must uninstall RDAC.
Note: If you are setting up a heterogeneous environment and have or will have mappings defined, read the restriction
information in the Restricted Mappings online help topic before you perform this task.
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Steps

1. From the Host Mappings tab, select a host port in the Topology pane, and select Host Mappings > Host > Change Host
Operating System .
2. From the Select operating system list, select the desired host operating system, and click OK.
All available host types appear in the list.
Related concepts

Learn about creating storage partitions on page 464
Restricted mappings on page 68

Moving a host from one host group to another host group
About this task
Attention: Possible loss of data access – Before you create a host group, you must create a cluster with the hosts that you

will be adding to the host group.
Use the Move option to move a host from one host group to another host group or to remove a host from a host group.
Steps

1. Select a host from the Topology pane, and select Host Mappings > Host > Move.
2. Choose one of these actions:
•

Move the host to another host group – Go to step 3 on page 64.

•

Remove the host from a host group – Go to step 5 on page 64.

3. Select a host group in the list, to which the selected host should be moved.
If the new host group is mapped to Data Assurance (DA)-capable volumes, be sure that the host you are moving is attached
to an interface type that supports DA.
4. Click OK.
The changed host-to-host group definition is saved, and the dialog closes. The results can vary.
The host and its associated host ports are removed from the previous host group and now appear under the chosen host
group. The host and its associated host ports inherit the mappings of the new host group. If the host also had any specific
mappings, these mappings are retained.
Additionally, one of these conditions occurs:
•

Condition 1 – If the host was the only host under the previous host group, the host group loses its association to the host,
but it retains the current mappings of the host group. These mappings are not accessible until you redefine the associated
hosts and the host ports for this host group.

•

Condition 2 – If the host was the only host under the previous host group and the host group does not have any
mappings, the host group is moved back under the Default Group and inherits any default mappings.

You are finished with this procedure.
5. To remove the selected host from a host group, select Move out of host group.
6. Click OK.
The changed host-to-host group definition is saved, and the dialog closes. The results can vary.
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One of these conditions occurs:
•

Condition 1 – If the host does not have any of its own specific mappings and has only mappings that are associated with
the host group, the host and its associated host ports are returned to the Default Group and inherit any default mappings.

•

Condition 2 – If the host has its own specific mappings in addition to the mappings that are associated with the host
group, the host and its associated host ports are moved under the storage array. This action indicates that the host still has
its own specific mappings but is no longer associated with a host group.

•

Condition 3 – If the selected host is currently not part of a host group, selecting no host group has no effect.

You are finished with this procedure.

Removing a host, a host group, or a mapping
About this task

Use the Remove option to perform these actions:
•

Remove a host node or a host group node from the Topology pane

•

Remove a mapping
Note: You cannot remove the storage array node or the Default Group node.

Keep these guidelines in mind when you remove a host, a host group, or a mapping:
•

If you are removing the last mapping for a host group and the host group also has hosts with specific mappings, make sure
that you remove or move those mappings before removing the last mapping for the host group.

•

If a host group, a host, or an host port is mapped to a volume with a reservation, you must clear the reservation before you
can remove these nodes.

Steps

1. From the Host Mappings tab, select either a host group node or a host node from the Topology pane, or a single volume
from the Defined Mappings pane.
2. Choose one of the following actions based on the type of object that you want to remove.
•

You are removing a mapping – Select Host Mappings > LUN Mapping > Remove .

•

You are removing a host – Select Host Mappings > Host > Remove .

•

You are removing a host group – Select Host Mappings > Host Group > Remove .

3. To confirm that you want to remove this object, type Yes, and click OK.
The results vary depending on the node or the mapping that you chose to remove. The possible results are listed in this table.
Node to Remove

Results

A host group under the
Default Group

The host group and its associated hosts and host adapter ports are removed from the
Topology pane.
Any default mappings associated with the Default Group are unaffected and remain in the
Topology pane.
Any host adapter ports that were associated with the host group become undefined.
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Node to Remove

Results

A host group that has
specific mappings

The host group and its associated hosts and host adapter ports are removed from the
Topology pane.
Any specific mappings are deleted from the Defined Mappings pane and the associated
volumes are available for a new mapping by selecting Host Mappings > LUN Mapping >
Add .
Any host adapter ports that were associated with the host group become undefined.

A host under the Default
Group

The host and its associated host adapter ports are removed from the Topology pane.
Any default mappings associated with the Default Group are unaffected and remain in the
Topology pane.
Also, if the host is part of a host group, the host group is unaffected. Any host adapter ports
that were associated with the host become undefined.

A host that has specific
mappings

The host and its associated host adapter ports are removed from the Topology pane.
Any specific mappings are deleted from the Defined Mappings pane and the associated
volumes are available for a new mapping by selecting Host Mappings > LUN Mapping >
Add .
If the host is part of a host group that has its own specific mappings, the host group is
unaffected. However, if the host is part of a host group that does not have any other
mappings, the host group and any other associated hosts or host adapter ports are moved
back to the Default Group and inherit any default mappings.
Any host adapter ports that were associated with the host become undefined.

The only mapping
associated with a host group
or a host

The mapping is removed from the Defined Mappings pane. The associated volume is
available for a new mapping by selecting Host Mappings > LUN Mapping > Add .
The host group, hosts, or both, and the host adapter ports associated with the mapping are
moved back under the Default Group in the Topology pane and inherit any default
mappings.
If this mapping is associated with a host group and one or more of its hosts has specific
mappings, the deletion is not allowed until you move or delete the specific mappings of the
hosts.

One of many volumes
associated with a host group
or a host

The mapping is removed from the Topology pane and is no longer associated with its
respective host group or host. The associated volume is available for a new mapping by
selecting Host Mappings > LUN Mapping > Add . The host group or host is unaffected.

Related concepts

Learn about using the Host Mappings tab on page 443

Renaming a host group or a host
About this task

Use the Rename option to change the name of a host group or a host.
Keep these guidelines in mind when you choose a new name:
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•

The name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you choose
any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.
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•

Avoid arbitrary names or names that would quickly lose their meaning in the future.

•

If you choose a name that duplicates that of another node of the same type, an error message appears. You are prompted to
choose another name.

Steps

1. On the Host Mappings tab, select a host group or a host from the Topology pane.
2. Perform one of the following actions based on the type of object that you want to rename.
•

You are renaming a host – Select Host Mappings > Host > Rename .

•

You are renaming a host group – Select Host Mappings > Host Group > Rename .

3. Type the new name, and click OK.
Note: If you delete the text from the text box and click OK, the original name of the node is retained.

Removing an access volume mapping
About this task

Use the Remove Mappings option to remove a mapping for an access volume on your storage array.
An access volume is a factory-configured volume that is used for communication between the storage management software and
an in-band management connection to the storage array controllers. The host-agent software used for the in-band management
connection must have a logical unit number (LUN) mapped to the access volume to communicate with the storage array. If the
storage array is using storage partitions, each storage partition can contain a unique access mapping.
Use the Remove Mappings option to remove a mapping to an access volume so the LUN can be used for a standard volume.
You can also use this dialog to remove a mapping to an access volume if both these conditions exist:
•

The storage array is not managed using an in-band management connection.

•

The host-agent software, or an access volume mapping is currently in a storage partition but the hosts within that storage
partition are not used as the in-band management connection.
Note: When you create a storage partition, a mapping for an access volume is automatically generated for that storage
partition. This ensures management connectivity if any of the hosts within the storage partition are being used as the in-band
management connection.

Keep these important guidelines in mind before your remove the access volume mapping:
•

If you are using only the out-of-band management connection to the storage array, you do not need to keep the access
volume mapping.

•

No warning is issued for removing access volume mappings when you use the command line interface. For more
information, refer to the online help topics in the Enterprise Management Window (EMW).

Steps

1. Select an access volume on the Host Mappings tab of the Array Management Window.
2. Select Host Mappings > LUN mapping > Remove .
3. In the text box, type yes , and click OK.
Related concepts

Learn about using the Host Mappings tab on page 443
Removing an access volume mapping
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Learn about granting volume access to hosts and host groups on page 467
Learn about creating storage partitions on page 464
Learn about using the Host Mappings tab on page 443
Learn about defining storage partition topology on page 465

Restricted mappings
Many hosts are able to map up to 256 logical unit numbers (LUNs) (0 to 255) per storage partition. However, the maximum
number of mappings differs because of operating system variables, failover driver issues, and potential data problems. The hosts
listed in the table have these mapping restrictions.
Note: If you try to map a volume to a LUN that exceeds the restriction on these operating systems, the host is unable to

access the volume.
Operating System

Highest LUN

Windows Server 2008 and Windows Server 2012

255

Solaris

255

HP-UX 11.23 and 11.31

127

AIX

1000+

Linux

255

Keep these guidelines in mind when you work with host types with LUN mapping restrictions:
•

You cannot change a host adapter port to a restricted host type if there are already mappings in the storage partition that
would exceed the limit imposed by the restricted host type.

•

Consider the case of the Default Group that has access to LUNs up to 256 (0 to 255) and a restricted host type is added to the
Default Group. In this case, the host that is associated with the restricted host type is able to access volumes in the Default
Group with LUNs within its limits. For example, if the Default Group had two volumes mapped to LUNs 254 and 255, the
host with the restricted host type would not be able to access those two volumes.

•

If the Default Group has a restricted host type assigned and the storage partitions are disabled, you can map only a total of
32 LUNs. Any additional volumes that are created are put in the Unidentified Mappings area. If additional mappings are
defined for one of these Unidentified Mappings, the Define Additional Mapping dialog shows the LUN list, and the Add
button is unavailable.

•

Do not configure dual mappings on a Windows host.

•

If there is a host with a restricted host type that is part of a specific storage partition, all of the hosts in that storage partition
are limited to the maximum number of LUNs allowed by the restricted host type.

•

You cannot move a host with a restricted host type into a storage partition that already has LUNs mapped that are greater
than what is allowed by the restricted host type. For example, if you have a restricted host type that allows only LUNs up to
31, you cannot move that restricted host type into a storage partition that has LUNs greater than 31 already mapped.

The Default Group on the Host Mappings tab has a default host type. You can change this type by selecting Host Mappings >
Default Group > Change Default Host Operating System . If you set the default host type to a host type that is restricted, the
maximum number of LUNs that are allowed in the Default Group for any host are restricted to the limit imposed by the
restricted host type. If a particular host with a non-restricted host type becomes part of a specific storage partition, you are able
to change the mapping to a higher LUN.
Related tasks

Changing the default host type of a storage array on page 44
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Changing the host operating system on an individual host port on page 63

Host port identifiers
About this task

Use the Manage Host Port Identifiers dialog to manage the host port identifiers that are added to your storage array. You can
choose one of these options from the Manage Host Port Identifiers dialog:
•

Add – You can add or associate a new host port identifier to a particular host.

•

Edit – You can change the host port identifier alias or user label. You can move (associate) the host port identifier to a new
host.

•

Replace – You can replace a particular host port identifier with another host port identifier.

•

Remove – You can remove the association between a particular host port identifier and the associated host.

Steps

1. To manage a host port identifier, select the Host Mappings tab, and select Host Mappings > Manage Host Port
Identifiers .
You can choose to manage the host port identifiers for a single host or all of the host port identifiers for all of the hosts.
2. Are you managing the host port identifiers for a single host?
•

Yes, I am managing the host port identifiers for a single host – Select the host from the list of hosts that are associated
with your storage array.

•

No, I am managing the host port identifiers for all hosts – Select All hosts from the list of hosts that are associated
with your storage array.

3. Are you adding a new host port identifier?
•

Yes, I am adding a new host port identifier – Click Add. The Add Host Port Identifier dialog opens. You are finished
with this procedure.

•

No, I am not adding a new host port identifier – Go to step 4 on page 69.

4. Select the host port identifier from the list of host port identifiers that you would like to manage.
Note: You can select only one host port identifier to manage.

5. Choose one of these options for the selected host port identifier:
•

Edit – You must select a host port identifier from the list to activate this option. The Edit Host Port Identifier dialog
opens.

•

Replace – You must select a host port identifier from the list to activate this option. The Replace Host Port Identifier
dialog opens.

•

Remove – You must select a host port identifier from the list to activate this option. The Remove Host Port Identifier
dialog opens.

Related concepts

How do I match a host port identifier to a host? on page 425

Host port identifiers
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Adding a host port identifier
About this task

Use the Add Host Port Identifier dialog to add a host port identifier to the Host port identifier information list that appears on
the Manage Host Port Identifiers dialog. The Host port identifier information list shows all of the host port identifiers that are
associated with a single host or with all hosts. When you add or create a new host port identifier, you must associate that host
port identifier with a particular host.
Steps

1. To add a host port identifier, select Host Mappings > Manage Host Port Identifiers.
2. From the Manage Host Port Identifiers dialog, either choose a single host or choose All hosts from the list of associated
hosts, and click Add.
The Add Host Port Identifier dialog appears.
3. Are you adding a known unassociated host port identifier?
•

Yes, I am adding a known unassociated host port identifier – Go to step 4 on page 70.

•

No, I am creating a new host port identifier – Go to step 6 on page 70.

4. Select Add by selecting a known unassociated host port identifier.
5. Select a host port identifier name from the list of known unassociated host port identifiers. Go to step 8 on page 70.
Note: Click the Refresh button to update the list of known unassociated host port identifiers. The list will update with any
host port identifiers that might have been added while this dialog is open.

6. Select Add by creating a new host port identifier.
7. Type a new host port identifier name in the New host port identifier text box. Go to step 8 on page 70.
Note: The length of the host port identifier name is determined by the host interface technology. Fibre Channel and

Infiniband host port identifier names must have 16 characters. iSCSI host port identifier names have a maximum of 223
characters.
8. Are you adding an iSCSI host port identifier?
•

Yes, I am adding an iSCSI host port identifier – Type a user label in the User label text box.

•

No, I am not adding an iSCSI host port identifier – Type an alias in the Alias text box.
Note: The user label or the alias must be a maximum of 30 characters. Choose a meaningful user label or alias to easily
identify the host port identifier.

9. Did you select a single host in the Manage Host Port Identifiers dialog from which to add the host port identifiers?
•

Yes, I selected a single host from the Manage Host Port Identifiers dialog – Go to step 11 on page 70.

•

No, I selected All hosts from the Managed Host Port Identifiers dialog – Go to step 10 on page 70.

10. From the Associated with host list, choose the host that is associated with the host port identifier that you are adding.
Note: The Add button is only available when you have completed all of the fields in the Add Host Port Identifier dialog.

11. Click Add.
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Editing a host port identifier
About this task

Use the Edit Host Port Identifier dialog to rename a host port identifier. You might want to provide the host port identifier with a
more meaningful name. You can also use the Edit Host Port Identifier dialog to move (associate) a host port identifier with a
different host. You might have moved the host bus adapter or iSCSI initiator to a different host, so you must move (associate) the
host port identifier with the new host.
Steps

1. To edit a host port identifier, perform one of these actions:
•

From the Host Mappings tab, right-click a host, and select Manage Host Port Identifiers.

•

From the menu bar, select Host Mappings > Manage Host Port Identifiers.

2. From the Manage Host Port Identifiers dialog, choose a host port identifier from the list, and click Edit.
The Edit Host Port Identifier dialog appears and the name or ID for the selected host port identifier is shown. The
Associated with host list shows the name of the host that is associated with the host port identifier.
3. Are you editing an iSCSI host port identifier user label or a host port identifier alias?
•

Yes, I am editing a user label or an alias – Type a new user label in the User label text box or type a new alias in the
Alias text box, and go to step 4 on page 71.

•

No, I am not editing a user label or an alias – Go to step 4 on page 71.
Note: The user label or the alias must be no longer than 30 characters. Choose a meaningful user label or alias to easily
identify the host port identifier.

4. Are you moving (associating) the host port identifier to another host?
•

Yes, I am moving the host port identifier – Select a host from the list of available hosts, and go to step 5 on page 71.

•

No, I am not moving the host port identifier – Go to step 5 on page 71.
Note: The Save button is only available when you make a change to any field in the Edit Host Port Identifier dialog.

5. Click Save.

Removing a host port identifier
About this task

You can remove a host port identifier if that identifier is no longer functioning or is no longer available.
Steps

1. To remove a host port identifier, select the Host Mappings tab, and select Host Mappings > Manage Host Port
Identifiers.
2. From the Manage Host Port Identifiers dialog, choose a a host port identifier from the list, and click Remove.
Note: Using the Remove option does not physically remove the host port identifier. The Remove option removes the

association between the host port identifier and the host.

Editing a host port identifier

71

The Remove Host Port Identifier confirmation dialog appears.
3. Review the information in the dialog. Make sure that this information is correct for the association that you want to remove.
•

The host port identifier name

•

The host port identifier alias or user label

•

The host name of the associated host

4. Type yes to remove the association between the host port identifier and the host.
5. Click OK.
Note: The host port identifier is no longer associated with the host. Unless you remove the host bus adapter or the iSCSI

initiator, the host port is still recognized by the controller. The host port identifier still appears in the list of known
unassociated host port identifiers.

Replacing a host port identifier
About this task

Use the Replace Host Port Identifier dialog to replace a host port identifier when the current host port identifier fails.
Steps

1. To replace a failed host port identifier, select Host Mappings > Manage Host Port Identifiers.
2. From the Manage Host Port Identifiers dialog, choose a host port identifier from the list, and then click Replace.
Note: You might need to change the host that appears in the list of associated hosts, or show all hosts.

The Replace Host Port Identifier dialog appears and shows the name or ID and the associated host for the selected host port
identifier.
3. Make sure that the host port identifier information matches the information for the host port identifier that you want to
replace.
4. Are you replacing the host port identifier with a known unassociated host port identifier?
•

Yes, I am replacing the host port identifier with a known unassociated host port identifier – Go to step 5 on page
72.

•

No, I am creating a new host port identifier – Go to step 7 on page 72.

5. Select Replace by selecting a known unassociated host port identifier.
6. Select a host port identifier name from the list of known unassociated host port identifiers. Go to step 10 on page 73.
Note: Use the Refresh button to update the list of known unassociated host port identifiers. The list will update with any

host port identifiers that might have been added while this dialog is open.
7. Select Replace by creating a new host port identifier.
8. Type a new host port identifier name in the New host port identifier text box. Go to step 10 on page 73.
Note: The length of the host port identifier name is determined by the host interface technology. Fibre Channel and
Infiniband host port identifier names must have 16 characters. iSCSI host port identifier names have a maximum of 223
characters.

9. Do you want to change the user label or alias for this host port identifier?
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•

Yes, I want to change the user label or alias – Go to step 10 on page 73.

•

No, I do not want to change the user label or alias – Go to step 11 on page 73.

10. Are you replacing an iSCSI host port identifier?
•

Yes, I am replacing an iSCSI host port identifier – Type a user label in the User label text box.

•

No, I am not replacing an iSCSI host port identifier – Type an alias in the Alias text box.
Note: The user label or the alias must be a maximum of 30 characters. Choose a meaningful user label or alias to easily

identify the host port identifier.
11. Click Replace.
Note: The Replace button is only available when you have completed all of the fields in the Replace Host Port Identifier
dialog.

Disk pools
Learn about disk pools and disk pool volumes
The disk pool feature is a way to deliver RAID protection and consistent performance. A disk pool is a set of drives that is
logically grouped together in the storage array. The drives in each disk pool must be of the same drive type and drive media
type, and they must be similar in size. As with a volume group, you can create one or more volumes in the disk pool. However,
the disk pool is different from the volume group by the way the data is distributed across the drives that comprise the disk pool.
In a volume group, the data is distributed across the drives based on a RAID level. You can specify the RAID level when you
create the volume group. The data for each volume is written sequentially across the set of drives that comprise the volume
group. This figure shows a typical RAID Level 6 volume group with three volumes in a storage array.

Disk pools
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1. Controller A
2. Controller B
3. Data and parity for each volume striped across the drives sequentially
4. Free capacity
5. Volume group comprised of 30 drives
6. Drives in each tray
7. Hot spare capacity
8. Drive tray 0
9. Unconfigured capacity
10. Drive tray 1
11. Drive tray 2
12. Drive tray n, where n represents a drive tray number
13. Drive tray m, where m represents a drive tray number
In a disk pool, the storage management software distributes the data for each volume randomly across a set of drives that
comprise the disk pool. Each disk pool must have a minimum of eleven drives. Although there is no limit on the maximum
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number of drives that can comprise a disk pool, the disk pool cannot contain more drives than the maximum limit for each
storage array. The storage management software automatically configures the RAID level when you create the disk pool. You
cannot set or change the RAID level of disk pools or the volumes in the disk pools. This figure shows a typical disk pool with
three volumes in a storage array.

1. Controller A
2. Controller B
3. Data and parity for each volume striped across the drives randomly
4. Free capacity
5. Disk pool comprised of more than 30 drives
6. Drives in each tray
7. Spare capacity in each drive
8. Drive tray 0
9. Drive tray 1
10. Drive tray 2

Learn about disk pools and disk pool volumes

75

11. Drive tray n, where n represents a drive tray number
12. Drive tray m, where m represents a drive tray number
Note: Because disk pools can co-exist with volume groups, a storage array can contain both disk pools and volume groups.

Disk pool benefits
•

Easy to Create – It is easy to create a disk pool in the storage management software. To create a disk pool, you just select
the drives from a list of eligible drive candidates. After a disk pool is created, you create volumes. When you create disk
pool volumes, the only attribute you must specify is the volume capacity.

•

Better Utilization of Drives – When you add drives to a storage array, the storage management software automatically
detects the drives and prompts you to create a single disk pool or multiple disk pools based on the drive type and the current
configuration. If disk pools were previously defined, the storage management software provides the option of adding the
compatible drives to an existing disk pool. When new drives are added to an existing disk pool, the storage management
software automatically redistributes the data across the new capacity, which now includes the new drives that you added. The
data in the volumes remain accessible when you add the drives to the disk pool. When you delete disk pool volumes, the
capacity of those volumes is added to the total usable capacity of the disk pool and, therefore, can be reused.
Note: You have the option to manually create a disk pool, if you prefer not to proceed with the automatic disk pool
creation process.

•

Reduced Hot Spots – A host might access some drives in a volume group for data more frequently than other drives
because of the sequential manner in which the data is written to the drives. This frequency of access to drives creates hot
spots in a volume group. In a disk pool, the hot spots are significantly reduced because of the random manner in which the
data is spread across a large number of drives. The reduction of hot spots in the disk pool improves performance of the
storage array.

•

Faster Reconstruction of Data – Disk pools do not use hot spare drives for data protection like a volume group does.
Instead of hot spare drives, disk pools use spare capacity within each drive that comprises the disk pool. In a volume group,
the maximum drive IOPS limits the speed of reconstruction of data from the failed drive to the hot spare drive. In a disk
pool, the reconstruction of data is much faster because the spare capacity in all of the drives that comprise the disk pool is
used. Additionally, the data to reconstruct after a drive failure is reduced because the data is spread randomly across more
drives in a disk pool.
Faster reconstruction of data in a disk pool also reduces the risk of additional drive failures during a reconstruction
operation. For example, consider a drive failure in a RAID Level 5 volume group that is comprised of three drives. The time
it takes to reconstruct the data from the failed drive is relatively longer for a volume group. During the reconstruction of data,
if another drive fails in this volume group, data loss occurs. Unlike volume groups, the time period for which the disk pool is
exposed to multiple drive failures during a reconstruction operation is significantly reduced.

•

Fewer critical drive failures – A critical drive failure occurs when multiple drive failures result in a condition where some
data has no redundancy and an additional drive failure might result in loss of data. Critical drive failures are less likely to
occur in a disk pool because the data is spread across a greater number of drives. The more drives that a disk pool contains,
the less likely it is that multiple drive failures will cause a critical drive failure in a disk pool.

•

Reduced Maintenance – You can configure the storage management software to send alert notifications when the
configured capacity of a disk pool is reaching a specified percentage of free capacity. Additionally, you do not need to
manage any hot spare drives. You can replace a set of drives during a scheduled maintenance of the storage array.

Disk pool restrictions
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•

Dynamic Segment Sizing (DSS) is not supported for disk pools.

•

You cannot change the RAID level of a disk pool. The storage management software automatically configures disk pools as
RAID level 6.

•

You cannot export a disk pool from a storage array or import the disk pool to a different storage array.

Storage arrays

•

All drive types (Fibre channel, SATA, SAS) in a disk pool must be the same.

•

All drive media types in a disk pool must be the same.

•

You can enable Drive Security for a disk pool if your storage array contains secure-capable drives. Secure-capable drives can
be either Full Disk Encryption (FDE) drives or Federal Information Processing Standard (FIPS) drives. FIPS drives have
undergone certification testing. We recommend that you do not mix FDE drives and FIPS drives in a storage array.
◦

To create an FDE-secure-enabled disk pool, all the drives must be secure capable.

◦

To create a FIPS-secure-enabled disk pool, all the drives must be FIPS drives.

•

You can use Data Assurance (DA) capabilities of a drive set in a disk pool if all drives match in their DA capabilities.
However, you can use a drive set with mixed attributes, but the DA capabilities of the drive cannot be used.

•

If you downgrade the controller firmware version of a storage array that is configured with a disk pool to a firmware version
that does not support disk pools, the volumes are lost and the drives are treated as unaffiliated with a disk pool.

Creating a disk pool (not automatically)
About this task

You create a disk pool by using the unconfigured capacity in a storage array.
The Disk pool candidates table shows Usable Capacity, Drive Count, Preservation Capacity, the availability of tray loss and
drawer loss protection and other information, which is addressed later in this procedure. When viewing this table, keep the
following in mind:
•

Usable Capacity is configured capacity that is available for use in the disk pool.

•

Drive Count is the number of drives in the disk pool.

•

Preservation Capacity is reserved for data reconstruction operations in case of drive failures in the disk pool.

•

Tray loss protection requires that the drives that comprise the disk pool are located in at least six different drive trays and
there are no more than two drives in a single drive tray.

•

Drawer loss protection requires that the drives that comprise the disk pool are located in at least five different drawers and
that there are an equal number of drives in each drawer.

Steps

1. Select the Storage & Copy Services tab.
2. Select an unconfigured capacity node.
3. On the menu bar, select Storage > Disk Pool > Create.
The Create Disk Pool window appears.
4. Type a name for the disk pool in the Disk pool name text box.
5. Select one of these options in the Drive security drop-down list.
•

Only security-capable drives – To create a secure-capable disk pool from secure-capable drives. Secure-capable drives
can be either Full Disk Encryption (FDE) drives or Federal Information Processing Standard (FIPS) drives.
If you want to create an FDE-only disk pool, look for Yes or Yes - FDE in the Security Capable column of the Disk
pool candidates table. If you want to create a FIPS-only disk pool, look for Yes - FIPS in the Security Capable column
of the Disk pool candidates table.

Creating a disk pool (not automatically)
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Note: The Only security-capable drives option is available only when the Drive Security feature has been enabled,

and a security key is set up for the storage array.
•

Any available drives – To create a disk pool comprised of drives that may or may not be secure capable or are a mix of
security levels. If the drives in the disk pool include non-secure-capable drives, you cannot make the disk pool secure.

6. Select one of these options in the Data Assurance (DA) drop-down list.
•

Only DA-capable drives – To create a DA-capable disk pool from DA-capable drives. This option appears only if the
drives support DA.

•

Any available drives – To create a disk pool containing drives that may or may not be DA-capable or are a mix of DA
capabilities. Keep in mind that you can mix DA-capable and non DA-capable drives, but because these drive attributes do
not match, the DA abilities of the DA-capable drives cannot be used.

Based on the drive type, Drive Security type, and Data Assurance capability that you have selected, the Disk pool
candidates table shows one or more disk pool configurations.
7. From the table, select the disk pool that best meets your needs.
8. If you want to create a secure-enabled disk pool, select the Secure Enable? check box corresponding to the disk pool that
you have selected.
Note: You can click View Drives to view the details of the drives that comprise the selected disk pool configuration.

9. To send alert notifications when the usable capacity of the disk pool is reaching a specified percentage, perform the
following steps.
a. Click View notification settings.
b. Select the check box corresponding to a critical warning notification.
You also can select the check box corresponding to an early warning notification. The early warning notification is
available only after you select the critical warning notification.
c. Select or type a value in the spinner box to specify a percentage of usable capacity.
When the configured (allocated) capacity in the disk pool reaches the specified percentage, an alert notification in the
form of emails and SNMP trap messages are sent to the destination addresses that are specified in the Configure Alerts
dialog. For more information about how to specify the destination addresses, refer to the Configuring the Email and
SNMP Alert Notification Settings online help topic in the Enterprise Management Window (EMW).
10. Click Create.

Automatic disk pool configuration
The storage management software can detect the unconfigured capacity in a storage array. When the unconfigured capacity is
detected, the storage management software prompts you to create one or more disk pools, or add the unconfigured capacity to an
existing disk pool, or both. By default, the Automatic Configuration dialog appears when one of these conditions are true:
•

The Array Management Window (AMW) is opened to manage a storage array, disk pools do not exist in the storage array,
and there are enough similar drives to create a new disk pool.

•

New drives are added to a storage array that has at least one disk pool. If there are enough eligible drives available, you can
create a disk pool of different drive types than the existing disk pool.
Note: If you do not want the Automatic Configuration dialog to appear again when unconfigured capacity is detected, you
can select the Do not display again check box. If you later want this dialog to begin appearing again when unconfigured
capacity is detected, you can select Storage Array > Preferences in the AMW to reset your preferences. If you do not want
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to reset the preferences, but do want to invoke the Automatic Configuration dialog, you can select Storage Array >
Configuration > Automatic > Disk Pools.
Each drive in a disk pool must be of the same drive type and drive media type and have similar capacity. If there are a sufficient
number of drives of those types, the storage management software prompts you to create a single disk pool. If the unconfigured
capacity consists of different drive types, the storage management software prompts you to create multiple disk pools.
If a disk pool is already defined in the storage array, and you add new drives of the same drive type as the disk pool, the storage
management software prompts you to add the drives to the existing disk pool. If the new drives are of different drive types, the
storage management software prompts you to add the drives of the same drive type to the existing disk pool, and to use the other
drive types to create different disk pools.
Note: If there are multiple disk pools of the same drive type or if the detected drives could be added to or used to create a tray
or drawer loss protected disk pool, a message appears indicating that the storage management software cannot recommend the
drives for a disk pool automatically. However, you can manually add the drives to an existing disk pool. You can click No to
close the Automatic Configuration dialog and, from the AMW, select Storage > Disk Pool > Add Drives (Capacity).

If additional drives are added to the storage array when the Automatic Configuration dialog is open, you can click Update to
detect the additional drives. The recommended options in the Automatic Configuration dialog are updated based on the Drive
type, Drive Security type, and data assurance capability of the additional drives. As a best practice, add all of the drives to a
storage array at the same time. This action enables the storage management software to recommend the best options for using
the unconfigured capacity.
The properties of the recommended disk pools appear in a table in the Automatic Configuration dialog. This table describes the
disk pool properties.
Field

Description

Name

The default name given to the disk pool.

Usable Capacity

The capacity of the disk pool that can be used to create volumes.

Drive Count

The number of drives that comprise the disk pool and their drive type and media type.

Preservation Capacity

The disk pool capacity that is reserved for reconstruction of data when one or more
drives fail.

Details

An icon is displayed in this column. When you place the mouse pointer over this icon,
you can view additional information about the disk pool recommendation, such as drive
speed, Drive Security capability and data assurance capability.

You can review the options, and click Yes in the Automatic Configuration dialog to create one or more disk pools, or to add the
unconfigured capacity to an existing disk pool, or both. If you click Yes, you also can create multiple equal-capacity volumes
after the disk pool is created.
If you choose not to create the recommended disk pools, or not to add the unconfigured capacity to a disk pool, click No to close
the Automatic Configuration dialog. You can then manually configure the disk pools by selecting Storage > Disk Pool >
Create from the AMW.
Note: When your storage array has unconfigured capacity, you can create either disk pools or traditional volume groups or

both.

Adding unassigned drives to a disk pool
About this task

The Add Drives (Capacity) option increases the free capacity of an existing disk pool by adding unassigned drives. After you
add unassigned drives to a disk pool, the data in each volume of the disk pool is redistributed to include the additional drives.
Keep these guidelines in mind when you add drives to a disk pool:

Adding unassigned drives to a disk pool
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•

A disk pool cannot contain more drives than the maximum limit for a storage array.

•

You can add a maximum of 12 drives at a time. If you need to add more than 12 drives, repeat the procedure.

•

The status of the disk pool must be Optimal before you can add unassigned drives.

•

You can add only unassigned drives with an Optimal status to a disk pool.

•

The data in the volumes remains accessible during this operation.

•

To maintain drawer loss protection and ensure that the added capacity is fully available, add an equal number of drives from
each drawer in the drive tray.

•

If the disk pool is Full Disk Encryption (FDE) secure enabled, you can add only FDE drives or Federal Information
Processing Standard (FIPS) drives.

•

If the disk pool is FIPS secure enabled, you can add only FIPS drives.

Steps

1. Select the Storage & Copy Services tab.
2. Select the disk pool.
3. Select Storage > Disk Pool > Add Drives (Capacity).
The Add Drives dialog appears. You can view information about the disk pool in the Disk Pool Information area. The details
shown are described in this table.
Field

Description

Name

The name of the disk pool.

Usable capacity remaining

The usable capacity that is currently available in the disk pool.

Drives in disk pool

A list of the drives in the disk pool.

Capacities of drives in disk pool

The capacities of the drives in the disk pools are displayed.

Drive speeds (rpm)

The speed of the drives that comprise the disk pool is shown if all of the drives
have the same speed. If the drive speeds are different, this field shows Mixed.

Security capable

If the storage array does not contain FIPS drives:
•

Yes – The disk pool contains all FDE drives.

•

No – The disk pool contains non-secure-capable drives.

If the storage array contains FIPS drives:
•

Yes - FIPS – The disk pool contains all FIPS drives.

•

Yes - FDE – The disk pool contains all FDE drives.

•

Yes - FIPS/FDE – The disk pool contains a combination of FIPS drives

and FDE drives.
•

No – The disk pool contains non-secure-capable drives.

This field is only shown if the security key is set up for the storage array.
Secure
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Yes or No appears in this field. This field indicates whether the disk pool is
secure enabled. This field does not appear if the Drive Security feature is not
supported.
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Field

Description

Data Assurance (DA) capable

Yes or No appears in this field. This field indicates whether the disk pool is Data

Assurance (DA) capable. This field does not appear if Data Assurance is not
supported.
You can view the unassigned drives that can be added to the disk pool in the Select drives for addition area. Only the
unassigned drives that are compatible with the disk pool appear. The controller firmware arranges the unassigned drive
options with the best options listed at the top in the Select drives for addition area.
4. Select one or more drives in the Select drives for addition area.
The total free capacity that will be added to the disk pool appears in the Total usable capacity selected field.
5. Click Add.
The Confirm Add Drives (Capacity) dialog appears if you selected drives that will no longer contain one or more of the
following attributes:
•

Tray loss protection

•

Drawer loss protection

•

DA capable

To continue, click Yes.

Removing drives (capacity) from a disk pool
About this task

Use the Remove Drives (Capacity) option to decrease the capacity of an existing disk pool by removing drives. After you
remove drives from a disk pool, the data in each volume of the disk pool is redistributed to the remaining drives in the disk pool.
The removed drives become unassigned drives and their capacity becomes part of the total free capacity of the storage array.
Keep these guidelines in mind when you remove drives from a disk pool:
•

You cannot reduce the number of drives in a disk pool to be less than 11 drives.

•

You can remove a maximum of 12 drives at a time. If you need to remove more than 12 drives, repeat the procedure.

•

You cannot remove drives if there is not enough free capacity in the disk pool to contain the data from the removed drives
when that data is redistributed to the remaining drives in the disk pool.

•

Removing drives from a disk pool might result in reduced volume performance.

•

The preservation capacity is not consumed when you remove drives (capacity) from a disk pool. However, the preservation
capacity might decrease based on the number of drives remaining in the disk pool.

•

If you remove the last drive that is not secure capable, the disk pool is left with all secure-capable drives. In this situation,
you are given the option to secure enable the disk pool.

•

If you remove the last drive that is not Data Assurance (DA) capable, the disk pool is left with all DA-capable drives. Any
new volumes that you create on the disk pool will be DA-capable. If you want existing volumes to be DA-capable, you need
to delete and then re-create the volume.

Steps

1. Select the Storage & Copy Services tab.
2. Select the disk pool.
Removing drives (capacity) from a disk pool
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3. Select Storage > Disk Pool > Remove Drives (Capacity).
The Remove Drives (Capacity) dialog appears. You can view information about the disk pool in the Current Disk Pool
Information at the top area of the dialog. The details of that information are described in this table.
Field

Description

Name

The name of the selected disk pool.

Usable capacity remaining

The total usable capacity currently available in the disk pool.

Drives in disk pool

The number of drives in the disk pool.

Capacities of drives in disk pool

The total capacity of all the drives in the disk pool.

Drive speeds (rpm)

The speed of the drives that comprise the disk pool is shown if all of the drives
have the same speed. If the drive speeds are different, this field shows Mixed.

Security capable

If the storage array does not contain FIPS drives:
•

Yes – The disk pool contains all FDE drives.

•

No – The disk pool contains non-secure-capable drives.

If the storage array contains FIPS drives:
•

Yes - FIPS – The disk pool contains all FIPS drives.

•

Yes - FDE – The disk pool contains all FDE drives.

•

Yes - FIPS/FDE – The disk pool contains a combination of FIPS drives

and FDE drives.
•

No – The disk pool contains non-secure-capable drives.

This field is only shown if the security key is set up for the storage array.
Secure

Yes or No appears in this field. This field indicates whether the disk pool is

secure enabled. This field does not appear if the Drive Security feature is not
supported.
Data Assurance (DA) capable

Yes or No appears in this field. This field indicates whether the disk pool is Data
Assurance (DA) capable. This field does not appear if the Data Assurance feature
is not supported.

At the lower area of the dialog, the Select drives for removal field shows the maximum number of drives that can be removed
from the selected disk pool. Below that is a list of all the drives in the selected disk pool. The drives are listed with the best
options at the top, in terms of preserving the most important quality of service attributes that exist in the selected disk pool.
Note: A warning dialog appears if enough drives are not available for removal from the selected disk pool or if there is not

enough free capacity available to remove the selected drives.
4. Select one or more drives in the list.
As you select or de-select drives in the list, the Total usable capacity selected field updates. This field shows the total
capacity of the disk pool that results after you remove the selected drives. You can remove a maximum of 12 drives at a time.
If you select more than 12 drives, the Remove button is disabled.
5. Click Remove.
Result

The Current Disk Pool Information at the top area of the dialog is updated. Also, the newly reduced capacity of the disk pool is
reflected in the Storage & Copy Services tab.
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Is there a limit on the number of drives I can remove?
The following limits apply when removing drives from a disk pool:
•

You cannot reduce the number of drives in a disk pool to be less than 11 drives.

•

You cannot remove drives if there is not enough free capacity in the disk pool to contain the data from the removed drives
when that data is redistributed to the remaining drives in the disk pool.

•

You can remove a maximum of 12 drives at a time. If you select more than 12 drives, the Remove button is disabled. If you
need to remove more than 12 drives, repeat the Remove Drives operation.

Deleting a disk pool
About this task

Use the Delete option to delete a disk pool and all of the volumes in the disk pool. When a disk pool is deleted, the drives that
were associated with the disk pool change to the Unassigned state. This process creates more unconfigured capacity in the
storage array, which you can reconfigure to meet your storage needs.
You cannot delete a disk pool that has any of these conditions:
•

The disk pool contains a repository volume, such as a snapshot group repository volume, a mirror repository volume, or a
Consistency Group member repository volume. You must delete the logical component that has the associated repository
volume in the disk pool before you can delete the disk pool.
Note: You cannot delete a repository volume if the base volume is in a different disk pool and you have not requested to
delete that disk pool at the same time.

•

The disk pool contains a base volume or a target volume participating in a volume copy operation with the status of In
Progress.
Attention: Possible loss of data access – Deleting a disk pool causes loss of all data on the volumes in the disk pool. Before

performing this operation, back up the data on all of the volumes in the disk pool, stop all input/output (I/O), and unmount
any file systems on the volume.
Steps

1. Select the Storage & Copy Services tab.
2. Select one or more disk pools.
3. Select Storage > Disk Pool > Delete.
The Confirm Delete Disk Pool dialog appears.
4. In the text box, type yes , and click OK.
The Delete Disk Pool - Progress dialog appears while all of the volumes in the disk pool are being deleted.
All assigned drives that were associated with the selected disk pool change to an unassigned state in the Physical pane. The
disk pool and all associated volumes are deleted, and the icons are removed from the Storage & Copy Services pane.
The capacity from the drives that were formerly associated with the deleted disk pool is added to either of these nodes:
•

An existing Unconfigured Capacity node

•

A new Unconfigured Capacity node if one did not exist previously

Is there a limit on the number of drives I can remove?
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Locating a disk pool
About this task

Use the Locate option to physically locate and identify all of the drives that comprise a selected disk pool.
Steps

1. Select the Storage & Copy Services tab.
2. Select the disk pool in the Tree view or the Table view.
3. Select Storage > Disk Pool > Locate .
The LEDs on each drive in the selected disk pool blink.
4. When you have located the drives in the disk pool, click OK.
The LEDs stop blinking.
5. In the rare case that the LEDs for the disk pool do not stop blinking, from the Array Management Window, select Hardware
> Locate > Stop All Indications .
If the LEDs successfully stop blinking, a confirmation message appears.
6. Click OK.

Renaming a disk pool
About this task

Use the Rename option to change the name of a disk pool when the current name is no longer meaningful.
Keep these guidelines in mind when you rename a disk pool:
•

A disk pool name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you
choose any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Do not use arbitrary names or names that would quickly lose their meaning in the future.

•

If you choose a disk pool name that is already in use, an error message appears. You are prompted to choose another name.

Steps

1. Select the Storage & Copy Services tab.
2. Select the disk pool.
3. Select Storage > Disk Pool > Rename .
The Rename Disk Pool dialog appears.
4. Type a new name in the Disk pool name text box.
5. Click OK.
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Changing the controller ownership of a disk pool
About this task

You can change the controller ownership of a disk pool to specify which controller will own all of the volumes in the disk pool.
Changing the controller ownership at the disk pool level causes each volume in that disk pool to transfer to the other controller
and use a new I/O path. If you do not want to set each volume to the new path, change the controller ownership at the volume
level instead of the disk pool level.
Attention: Possible loss of data access – If you change the controller ownership while an application is accessing the

volumes in the disk pool, it might result in I/O errors. Make sure that the application is not accessing the volumes, and there is
a multi-path driver installed on the hosts before you perform this procedure.
Steps

1. Select the Storage & Copy Services tab.
2. Select the disk pool.
3. Select Storage > Disk Pool > Change > Ownership/Preferred Path .
4. Select the controller.
5. Click Yes.

Configuring the preservation capacity of a disk pool
About this task

The preservation capacity in a disk pool is reserved for data reconstruction operations in case of drive failures.
Steps

1. Select the Storage & Copy Services tab.
2. Select the disk pool.
3. Select Storage > Disk Pool > Change > Settings .
The Change Disk Pool Settings dialog appears.
4. In the Preservation Capacity area of the Drives dedicated to preservation capacity spinner box, type or select a number of
drives.
Based on the number of drives, the preservation capacity in the disk pool appears next to the spinner box.
5. Click OK.

Configuring the alert notifications for a disk pool
About this task

You can configure the storage management software to send alert notifications when the unconfigured (free) capacity of a disk
pool is reaching a specified percentage. You can modify the alert notification settings after creating a disk pool.

Changing the controller ownership of a disk pool
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Steps

1. Select the Storage & Copy Services tab.
2. Select the disk pool.
3. Select Storage > Disk Pool > Change > Settings .
The Change Disk Pool Settings dialog appears.
4. In the Change Warning Thresholds area, select the check box corresponding to a critical warning notification.
You also can select the check box corresponding to an early warning notification. The early warning notification is available
only after you select the critical warning notification.
5. Select or type a value in the spinner box to specify a percentage of usable capacity.
When the unconfigured (free) capacity in the disk pool reaches the specified percentage, an alert notification in the form of
email messages and SNMP trap messages are sent to the destination addresses that are specified in the Configure Alerts
dialog. For more information about how to specify the destination addresses, refer to the Configuring the Email and SNMP
Alert Notification Settings online help topic in the Enterprise Management Window (EMW).
6. Click OK.

Changing the modification priority of a disk pool
About this task

Use the Modification Priority option to specify the priority levels for modification operations in a disk pool relative to the
system performance. A higher priority for modification operations in a disk pool causes an operation to complete faster, but can
slow the host I/O performance. A lower priority causes operations to take longer, but host I/O performance is less affected.
Steps

1. Select the Storage & Copy Services tab.
2. Select the disk pool.
3. Storage > Disk Pool > Change > Settings .
The Change Disk Pool Settings dialog appears.
4. In the Modification Priorities area, move the slider bars to select a priority level for critical reconstruction, degraded
reconstruction, and background operations.
You can choose from five priority levels: lowest, low, medium, high, and highest. The higher the priority level, the larger is
the impact on host I/O and system performance.
•

Critical Reconstruction Priority – This slider bar determines the priority of a data reconstruction operation when
multiple drive failures result in a condition where some data has no redundancy and an additional drive failure might
result in loss of data.

•

Degraded Reconstruction Priority – This slider bar determines the priority of the data reconstruction operation when a
drive failure has occurred, but the data still has redundancy and an additional drive failure will not result in loss of data.

•

Background Operation Priority – This slider bar determines the priority of the disk pool background operations that
occur while the disk pool is in an optimal state. These operations include Dynamic Volume Expansion (DVE), Instant
Availability Format (IAF), and migrating data to a replaced or added drive.

The operations are always handled in the order listed above. Critical reconstructions are always completed before degraded
reconstructions; and, degraded reconstructions are always completed before background operations. The order of the
operations is independent of the relative positions of the slider bars. For example, if you want an IAF operation to complete
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quickly, you can move the Background Operation slider bar to the highest position. Maximum system resources are used to
complete the IAF operation. If during the IAF operation, one or more drive failures occur, the IAF operation is suspended
and a critical reconstruction or degraded reconstruction starts. When the reconstruction is complete, the IAF operation
resumes.

Secure disk pools
Drive Security is a feature that prevents unauthorized access to the data on a drive that is physically removed from the storage
array. A secure-capable drive encrypts data during writes and decrypts data during reads using a unique encryption key. Securecapable drives can be either Full Disk Encryption (FDE) drives or Federal Information Processing Standard (FIPS) drives. FIPS
drives have undergone certification testing. We recommend that you do not mix FDE drives and FIPS drives in a storage array.
To implement Drive Security, perform these steps:
1. Equip your storage array with secure-capable drives—either FDE drives or FIPS drives.
2. Enable the Drive Security premium feature via a premium feature key obtained from your storage vendor.
3. Create a security key that is used by the controller to provide read/write access to the drives.
4. Create a secure-enabled disk pool.
You can view the Drive Security status of any disk pool in the storage array from the Disk Pool Properties dialog. This status
information is reported:
•

Security Capable — Indicates whether the disk pool is composed of all secure-capable drives. Secure-capable drives can be
either FDE drives or FIPS drives.

•

Secure — Indicates whether the disk pool has Drive Security turned on (this is called secure enabled).

•

All FIPS drives — Indicates whether all, some, or none of the drives are FIPS drives.

You can secure the disk pool when you create the disk pool, or you can secure it later. To secure a disk pool at the time of
creation, perform these steps:
1. In the Create Disk Pool dialog, in the Drive security drop-down list, select Only security-capable drives. The Disk pool
candidates table populates with only secure-capable drives.
2. In the Disk pool candidates table, in the Secure Enable column, select the check box.
To secure a disk pool after it is created, perform these steps:
1. Select the disk pool.
2. Select Storage > Disk Pool > Secure Drives.
The Secure Drives option is active if these conditions are true:
•

The selected disk pool is not secure enabled but is comprised entirely of secure-capable drives.

•

The disk pool is in Optimal status.

•

A security key is set up for the storage array.

The Secure Drives option is inactive if the conditions are not true.
The Secure Drives option is inactive with a check mark to the left if the disk pool is already secure enabled.

Why would I want to manually configure a disk pool?
Here are two examples of why you would want to manually configure a disk pool:

Secure disk pools
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•

If you have multiple applications on your storage array and do not want them competing for the same drive resources, you
might consider manually creating a smaller disk pool for one or more of the applications. You can assign just one or two
volumes instead of assigning the workload to a large disk pool that has many volumes across which to distribute the data.
Manually creating a separate disk pool that is dedicated to the workload of a specific application can allow storage array
operations to perform more rapidly, with less contention.
To manually create a disk pool, you can click No to close the Automatic Configuration dialog and, from the Array
Management Window, select the unconfigured node. Select Storage > Disk Pool > Create .

•

If there are multiple disk pools of the same drive type, a message appears indicating that the storage management software
cannot recommend the drives for a disk pool automatically. However, you can manually add the drives to an existing disk
pool.
To manually add the drives to an existing disk pool, you can click No to close the Automatic Configuration dialog and, from
the Array Management Window, select the disk pool. Select Storage > Disk Pool > Add Drives (Capacity) .

What does the mixed indication mean in the details?
The mixed indication means that the disk pool contains a mix of one or more of the following drives:
•

Federal Information Processing Standard (FIPS) drives and non-FIPS drives

•

Data Assurance (DA)-capable drives and non-DA-capable drives

•

Drives with different drive speeds

Why would I want to reserve free capacity?
Free capacity is the capacity that is available in a disk pool. When you configure a disk pool, you specify how much of the disk
pool’s free capacity that you want to reserve. Keep the following information in mind about reserved free capacity.
•

A disk pool should always have reserved free capacity available because free capacity is used during the data reconstruction
process. If one or more drives fail, reserved capacity is used to hold the disk pool’s reconstructed data. Disk pools use
reserved capacity during the data reconstruction process instead of hot spare drives, which are used in volume groups.

•

Reserved capacity is used as a repository for copy services.

•

Because reserved capacity is subtracted from the total free capacity of a disk pool, the amount of capacity that you reserve
affects how much free capacity is available to create volumes. If you specify 0 for the reserved capacity, all of the free
capacity on the disk pool will be used for volume creation.

•

If you decrease the reserved capacity, you increase the capacity that can be used for disk pool volumes.

•

When you configure your storage array, you specify the disk pool Warning Threshold and Critical Threshold values as a
percentage of the free capacity of the disk pool. During configuration, you specify an email address where alert notifications
are sent if these threshold values are exceeded.

What types of volumes will be created?
When you accept the automatic recommendation to configure one or more new disk pools, the Volume Automatic
Configuration dialog displays a table that lists the names of the newly created disk pools. To automatically create equalcapacity standard volumes (not thin volumes), select Yes.
Note: If you do not want to create equal-capacity standard volumes for the newly created disk pools, or if you prefer to create

thin volumes for the newly created disk pools, you need to select No and manually create the volumes.
If you choose to automatically create equal-capacity standard volumes, you also need to specify how much of the overall disk
pool’s usable capacity you want to reserve, which determines the capacity that is used to create the equal-capacity volumes. If
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you specify 0 for the reserved capacity, all of the usable capacity of the disk pool may be used for the volume creation and no
capacity is reserved for reconstruction of failed drives. Automatically created equal-capacity volumes are numbered sequentially
by default (for example: 1, 2, 3, ...).
If Drive Security is enabled on the disk pool, the volumes created are secure enabled.
Volumes created are Data Assurance (DA)-enabled by default, if the following conditions are true:
•

You have chosen to automatically create equal-capacity standard volumes.

•

The drives used for a new disk pool are all DA-capable.

You can disable DA-protection for a volume later, if you want.
Related tasks

Disabling Data Assurance on page 136

Why aren't all unassigned drives listed?
When you configure a new disk pool or add capacity (drives) to an existing disk pool, the automatic dialog displays a list of all
the eligible unassigned drives for that disk pool. Any drives that are not eligible to be used in a disk pool do not display in that
list. Drives are not eligible for any of the following reasons:
•

A drive must be unassigned and not secure. Drives already part of another disk pool, another volume group, or configured as
a hot spare are not eligible. If a drive is unassigned but is secure, you must manually erase that drive for it to become
eligible.

•

A drive that is in a non-optimal state is not eligible.

•

If the capacity of a drive is too small, it is not eligible.

•

To create a new disk pool, you must have a minimum of 11 unassigned drives of the same interface type and media type. If
there are fewer than 11 eligible unassigned drives, none of the drives display in the unassigned drives list.

•

If a drive is eligible to be added to more than one existing disk pool, a message displays instructing you to manually add that
drive to the disk pool of your choice.

•

If a disk pool contains all secure-capable drives, non-secure-capable drives are not listed.

•

If a disk pool contains all Federal Information Processing Standards (FIPS) drives, non-FIPS drives are not listed.

•

If a disk pool contains all Data Assurance (DA)-capable drives and there is at least one DA-enabled volume in the pool, a
drive that is not DA capable is not eligible so cannot be added to that disk pool. However, if there is no DA-enabled volume
in the disk pool, a drive that is not DA capable can be added to that disk pool. If you decide to mix these drives, keep in mind
that you cannot create any DA-enabled volumes.
Note: Capacity can be increased in your storage array by adding new drives or by deleting disk pools or volume groups. If
eligible unassigned drives are added to your storage array after the automatic dialog is displayed, the Update button becomes
enabled. You can select the Update button and review the unassigned drives list to see if additional eligible unassigned
drives might have been added.

Consequences of changing the Quality of Service attributes of a disk pool
When you add capacity (drives) to an existing disk pool, the Quality of Service (QoS) attributes of the drives should match. If a
drive addition is automatically recommended to an existing disk pool, and the recommendation causes a change to the QoS
attributes, the Confirm Add drives dialog displays a warning. This warning advises you of the QoS attributes that will be
affected if you choose to proceed. The warning is based on the following restrictions about QoS attributes.

Why aren't all unassigned drives listed?
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•

If a disk pool contains all Data Assurance (DA)-capable drives and there is at least one DA-enabled volume in the disk pool,
a drive that is not DA-capable is not eligible so it cannot be added to that disk pool. However, if there is no DA-enabled
volume in the disk pool, a drive that is not DA-capable can be added to that disk pool. If you decide to mix these drives, keep
in mind that you cannot create any DA-enabled volumes.

If you do not want to add the drives, thereby causing a change to the QoS attributes of the disk pool, select No. If you prefer to
proceed, select Yes to add the drives to the existing disk pool, which will change the QoS attributes of the disk pool.

Why are remaining capacity alerts important?
A disk pool needs sufficient remaining capacity to successfully perform storage array operations. You can prevent interruptions
to these important operations by knowing when to add drives (capacity) to the disk pool. Alert notifications inform you when
your remaining capacity reaches a specified percentage, indicating that you might need to add drives (capacity).
You can configure the storage management software to send alert notifications when the free capacity of a disk pool is reaching
a specified percentage.
You set this percentage when you create a disk pool using either the Automatic Configuration option or the Create Disk Pool
option, which allows you to manually create a disk pool. If you choose the automatic option, default settings automatically
determine when you receive alert notifications. If you choose to manually create the disk pool, you can determine the alert
notification settings or, if you prefer, you can accept the default settings.
You can adjust these settings later in the storage management software. To do this, select the Storage and Copy Services tab
and select the disk pool that you want to access. Select Storage > Disk Pool > Change > Settings . The Change Disk Pool
Settings dialog appears. In the Change Warning Thresholds area, select the check box corresponding to a critical warning
notification. You also can select the check box corresponding to an early warning notification. The early warning notification is
available only after you select the critical warning notification.
Note: When the free capacity in the disk pool reaches the specified percentage, an alert notification in the form of emails or
SNMP trap messages or both is sent to the destination addresses that you specify. For more information about how to specify
the destination addresses, refer to the Configuring the Email and SNMP Alert Notification Settings online help topic in the
Enterprise Management Window (EMW).

Volume groups
Locating a volume group
About this task

Use the Locate option to physically locate and identify all of the drives that comprise a selected volume group. An LED comes
on each drive in the volume group.
Steps

1. From the Storage & Copy Services tab of the Array Management Window, select the volume group, and select Storage >
Volume Group > Locate .
The LEDs for the selected volume group blink.
2. When you have located the volume group, click OK.
The LEDs stop blinking. If any other locate operations (Locate Drive, Locate Storage Array, Locate Drive Channels, or
Locate Drive Tray) are currently running from another storage management station, these LEDs also stop blinking.
3. In the rare case that the LEDs for the volume group do not stop blinking, from the Array Management Window, select
Hardware > Locate > Stop All Indications .
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If the LEDs successfully stop blinking, a confirmation message appears.
4. Click OK.

Using the Create Volume Group Wizard
About this task

You can create volume groups in the storage array by using the Create Volume Group Wizard. You can create volume groups
from these items:
•

Unconfigured Capacity nodes

•

Unassigned drives

Keep these important guidelines in mind when you create a volume group:
•

The host operating system might have specific limits on how many volume groups can be accessed by a host. Consider these
limits when you create volume groups for use by a particular host.

•

Multiple unconfigured capacity nodes might appear if the storage array contains drives with different media types and
different interface types. Each drive type will have an associated Unconfigured Capacity node shown under the Total
Unconfigured Capacity node if unassigned drives are available in the drive tray.

Steps

1. To start the Create Volume Group Wizard, perform one of these actions:
•

To create a volume group from unconfigured capacity in the storage array – On the Storage & Copy Services tab,
select an Unconfigured Capacity node, and select Storage > Volume Group > Create .

•

To create a volume group from unassigned drives in the storage array – On the Hardware tab, select one or more
unassigned drives of the same drive type, and select Storage > Volume Group > Create .

•

To create a secure volume group – On the Hardware tab, select one or more unassigned security capable drives of the
same drive type, and select Storage > Volume Group > Create .

The Create Volume Group Wizard appears.
2. Follow the directions on each wizard dialog, and click Next to move to the next wizard dialog.
This table describes the dialogs in the Create Volume Group Wizard.
Dialog

Description

Create Volume Group - Introduction

Describes how the Create Volume Group Wizard helps in creating a
volume group in the storage array.
The capacity of the selected Unconfigured Capacity node or the
unassigned drives is shown.

Create Volume Group - Volume Group Name
& Drive Selection

Lets you specify the name of the volume group, and whether you want
to select the drives to create the volume group manually or
automatically.

Using the Create Volume Group Wizard
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Dialog

Description

Create Volume Group - RAID Level and
Capacity

Lets you specify the RAID level of the volume group that meets your
requirements for volume data storage and protection and to select the
drives that will comprise the volume group.
If you chose the automatic drive selection choice, you can select from
the list of pre-calculated capacities for the volume group that you are
creating.
If you chose the manual drive selection choice, you can manually select
the specific drives that you want to use to obtain the appropriate volume
group capacity.
When the volume group creation process is finished, a confirmation
dialog appears. You are prompted to create a volume for the new volume
group. To create a new volume, use the Create Volume Wizard.

Related concepts

Choosing an appropriate drive type on page 95
Learn about creating volumes and volume groups on page 463
Secure volume groups on page 102
What is tray loss protection? on page 162
What RAID level is best for my storage configuration? on page 415
Related references

Tips and examples for allocating capacity on page 4

Create Volume Group Wizard: Introduction
About this task

The Create Volume Group Wizard - Introduction dialog introduces the Create Volume Group Wizard and describes how it helps
you allocate the capacity needed to create a volume group in the storage array.
Steps

1. Review the information shown in the Create Volume Group Wizard - Introduction dialog.
Note: The available capacity for the selected Unconfigured Capacity node or unassigned drive appears.

2. Click Next.

Create Volume Group Wizard: Volume group name & drive selection
About this task

Use the Create Volume Group Wizard - Volume Group Name & Drive Selection dialog to specify the volume group name and
the drive for the new volume group.
Note: If the storage array contains drives with different media types or different interface types, you can choose only the

Unconfigured Capacity node for a single drive type to create the new volume group.
Steps

1. Type a name for the volume group in the Volume group name text box.
Keep these guidelines in mind when you choose a name:
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•

A name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you
choose any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember. Avoid arbitrary names or names that would
quickly lose their meaning in the future.

2. If you choose to create a secure-enabled volume group, select the Create a secure volume group check box. And, if your
storage array contains Federal Information Processing Standard (FIPS) drives, you can also select the Use FIPS compliant
drives only check box to create a FIPS-secure-enabled volume group.
The Create a secure volume group check box is active only when these conditions are met:
•

The Drive Security feature is activated.

•

A security key is set up for the storage array.

•

At least one secure-capable drive is detected in the storage array.

•

All of the drives you selected on the Hardware tab are secure-capable drives.

The Use FIPS compliant drives only check box is available only when one or more FIPS drives are detected.
3. If you choose to create a Data Assurance (DA)-capable volume group, select the Create a Data Assurance (DA) capable
volume group check box.
The DA feature increases data integrity across the entire storage system. DA enables the storage array to check for errors that
might occur when data is moved between the hosts and the drives. The check box appears only if the drives support DA. If
this option is available, it is selected by default.
4. Select a method for defining which available drives to use in the volume group.
The Automatic method is the default selection. If you selected one or more unassigned drives on the Hardware tab, the
Manual method is the default selection.
Attention: Only experts who understand drive configurations and optimal drive configurations should use the Manual

method. It is recommended that you select the Automatic method.
5. Click Next.

Create Volume Group Wizard: RAID level and capacity
About this task

Use the Create Volume Group Wizard - RAID Level and Capacity dialog to specify the RAID level and the overall capacity of
the new volume group. The Create Volume Group Wizard - RAID Level and Capacity dialog appears if you select the
Automatic drive selection method in the Create Volume Group Wizard. The Automatic method is the default selection. If you
selected one or more unassigned drives on the Hardware tab, the Manual method is the default selection.
You can select the capacity from a list of capacity choices that is automatically generated by the storage management software.
Your choice of RAID level affects the capacities of the listed volume groups. The RAID level determines how much capacity is
allocated for redundant (parity) information. If the storage array contains drives with different media types or different interface
types, you can choose only the Unconfigured Capacity node for a single drive type to create the new volume group.
If you selected the Create a secure volume group check box in the Create Volume Group Wizard - Volume Group Name and
Drive Selection dialog, only secure-capable drives are listed. If you selected the Use FIPS compliant drives only check box,
only FIPS drives are listed.
Note: Only experts who understand drive redundancy and optimal drive configurations should use the Manual method. It is
recommended that you select the Automatic method.
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Steps

1. Select the RAID level that meets your requirements for volume group data storage and protection in the Select RAID level
area.
RAID level choices include RAID Level 0, RAID Level 1, RAID Level 5, and RAID Level 6.
After you select a RAID level, a table shows these items:
•

Volume group capacities

•

How many drives comprise the volume group

•

The speed of the drives (not applicable to Solid State Disks [SSDs])

•

Sector size and format

•

The media type

•

The interface type

•

Whether all drives in the volume group are secure capable. If the storage array does not contain FIPS drives:
◦

Yes – The volume group contains all FDE drives.

◦

No – The volume group contains non-secure-capable drives.

If the storage array contains FIPS drives:
◦

Yes - FIPS – The volume group contains all FIPS drives.

◦

Yes - FDE – The volume group contains all FDE drives.

◦

Yes - FIPS/FDE – The volume group contains a combination of FIPS drives and FDE drives.

◦

No – The volume group contains non-secure-capable drives.

•

Whether the drive is Data Assurance (DA) capable

•

Whether tray loss protection is available

•

Whether drawer loss protection is available

2. Select a volume group capacity from the list of available capacity choices in the Select capacity area, and click Finish.

Create Volume Group Wizard: Manual drive selection
About this task

Use the Create Volume Group Wizard - Manual Drive Selection dialog to specify the RAID level and the overall capacity of the
new volume group. The Create Volume Group Wizard - Manual Drive Selection dialog appears if you select the Manual drive
selection method in the Create Volume Group Wizard. If you selected one or more unassigned drives on the Hardware tab, the
Manual method is the default selection.
The Manual method lets you select which specific drives comprise the volume group. You can select specific unassigned drives
to obtain the capacity that you require. If the storage array contains drives with different media types or different interface types,
you can choose only the unconfigured capacity node for a single drive type to create the new volume group.
Limits exist as to how much drive space capacity you can have in a single volume group. These limits vary according to your
host type.
Note: Only experts who understand drive redundancy and optimal drive configurations should use the Manual method. You
should select the Automatic method.
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Steps

1. Select the RAID level that meets your requirements for volume group data storage and protection in the RAID level area.
RAID level choices include RAID Level 0, RAID Level 1, RAID Level 5, and RAID Level 6. Your choice of RAID level
affects the resulting capacity of the volume group. The RAID level determines how much capacity is allocated for redundant
(parity) information.
2. Select the drives to include in the volume group from the Unselected drives area, and click Add.
The Selected drives area shows the selected drives that comprise the volume group.
Note: If you select RAID Level 1, you must add two drives at a time to make sure that a mirrored drive pair is selected. If

you want RAID Level 10, you first select RAID Level 1, and then you must add four or more drives. If you select RAID
Level 5, you must add a minimum of three drives to create the volume group. If you select RAID Level 6, you must add a
minimum of five drives. If you do not choose the appropriate number of drives for the selected RAID level, the Add
button remains unavailable. Change your drive selections, and click Add again.
To remove selected drives, select the drives in the Selected drives area, and click Remove. The drives reappear in the
Unselected drives area.
3. Click Calculate Capacity.
The capacity for the volume group, the total number of drives in the volume group, whether tray loss protection is achieved,
and whether drawer loss protection is achieved are shown.
Note: The Finish button is unavailable until you click Calculate Capacity to update the volume group capacity that is

being configured.
4. Click Finish.

Choosing an appropriate drive type
The Create Volume Wizard lets you create volume groups and volumes in the storage array. Using the wizard, you select the
capacity that you want to allocate for the volume from either unconfigured capacity or free capacity available in the storage
array. Then you define basic and optional advanced parameters for the volume.
With the advent of different drive technologies, you now can mix drives with different media types and different interface types
within a single storage array. However, you cannot mix drives with different media types or different interface types within a
single volume group or volume. In this release of the storage management software, the following media types are supported:
•

Hard drive

•

Solid State Disk (SSD)

In this release of the storage management software, the following interface types are supported:
•

Fibre Channel

•

Serial ATA (SATA)

•

Serial Attached SCSI (SAS)

Change options
Changing the controller ownership of a volume group or a volume
About this task

Use the Change option to change the controller ownership for a particular volume or volume group.
Choosing an appropriate drive type
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Changing the controller ownership of a volume changes the preferred controller ownership of the volume. The preferred
controller owner of a volume is listed under Storage > Volume > Change > Ownership/Preferred Path with the designation
of "preferred." A dot usually appears next to the menu item. (This information is also shown in the volume properties after
running a show volumes command from the Script Engine.) In some situations, you can temporarily move the volumes to the
other controller. In these cases, the association dot identifies the controller that currently owns the volumes (the current owner)
and the "preferred" designation to show the preferred owner.
The controller owner of the primary volume in a Synchronous Mirroring relationship determines the controller owner of the
associated secondary volume. For example, controller A owns the primary volume in the primary storage array. In this case,
controller A then owns the associated secondary volume in the secondary storage array. Controller ownership changes of the
primary volume cause a corresponding controller ownership change of the secondary volume.
If a volume group contains a local secondary volume and the controller ownership is changed, the secondary volume is
automatically transferred back to its original controller owner on the first write operation. You cannot change the controller
ownership of a secondary volume by using this option.
During a volume copy, the same controller must own both the source volume and the target volume. Sometimes both volumes
do not have the same preferred controller when the volume copy starts. Therefore, the ownership of the target volume is
automatically transferred to the preferred controller of the source volume. When the volume copy is completed or is stopped,
ownership of the target volume is restored to its preferred controller. If ownership of the source volume is changed during the
volume copy, ownership of the target volume is also changed. Under certain operating system environments, it might be
necessary to reconfigure the multi-path host driver before an I/O path can be used. (Some multi-path drivers require an edit to
recognize the I/O path. Refer to your driver documentation for more information.)
Steps

1. Choose one of these actions, and go to the indicated step:
•

Change the controller ownership for a volume – Go to step 2 on page 96.

•

Change the controller ownership for volume groups – Go to step 3 on page 96.

2. To change the controller ownership for a volume, perform these steps:
a. Select the Storage & Copy Services tab.
b. Select a volume.
c. Select Storage > Volume > Change > Ownership/Preferred Path.
d. Select the controller.
Attention: Possible loss of data access – If you do not use a multi-path driver, shut down any host applications that

are currently using the volume group. This action prevents application errors when the I/O path changes.
e. Click Yes.
The ownership of the volume is changed. I /O to the volume is now directed through this I/O path. You are finished with
this procedure.
Note: The volume might not use the new I/O path until the multi-path driver reconfigures to recognize the new path.
This action usually takes less than five minutes.

3. To change the controller ownership for volume groups, perform these steps:
a. Select the Storage & Copy Services tab.
b. Select a volume group.
c. Select Storage > Volume Group > Change > Ownership/Preferred Path.
d. Select the controller.
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Note: Changing ownership at the volume group level causes every volume in that volume group to transfer to the other

controller and use the new I/O path. If you do not want to set every volume to the new path, change ownership at the
volume level instead.
e. Click Yes.
The ownership of the volume group is changed. I/O to the volume group is now directed through this I/O path. You are
finished with this procedure.
Note: The volume group might not use the new I/O path until the multi-path driver reconfigures to recognize the new path.

This action usually takes less than five minutes.
Related concepts

Controller ownership and performance on page 482
I/O data path protection on page 155
Learn about offline and online volume copy on page 257

Changing the RAID level of a volume group
About this task

Use the Change RAID Level option to change the RAID level on a selected volume group. Using this option changes the RAID
levels of every volume that comprises the volume group. Performance might be slightly affected during the operation.
Keep these guidelines in mind when you change the RAID level of a volume group:
•

You cannot cancel this operation after it begins.

•

The volume group must be in Optimal status before you can perform this operation.

•

Your data remains available during this operation.

•

If you do not have enough capacity in the volume group to convert to the new RAID level, an error message appears, and the
operation does not continue. If you have unassigned drives, use the Storage > Volume Group > Add Drives (Capacity)
option to add additional capacity to the volume group. Then retry the operation.

Steps

1. Select the Storage & Copy Services tab.
2. Select the volume group.
3. Select Storage > Volume Group > Change > RAID Level .
4. Select the RAID level.
The currently selected option is designated with a dot. RAID level choices include RAID Level 0, RAID Level 1 or 10,
RAID Level 5, and RAID Level 6. If there is not enough capacity to change the RAID level, a warning appears.
5. Click Yes.
The RAID level operation begins.
6. To view the progress of the modification operation, select a volume in the volume group, and look at the progress bar at the
bottom of the Properties pane on the right. To change the priority of the modification operation, select Storage > Volume >
Change > Modification Priority
The priority is set on an individual volume basis.

Change options
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Related concepts

RAID levels and performance on page 483
RAID levels and data protection on page 454

Adding free capacity to a volume group
About this task

The Add Capacity option expands the capacity of a selected volume group by adding unassigned drives. The expansion causes
additional free capacity to be included in the volume group. You can use this free capacity to create additional volumes.
Choosing the Number of Drives
Keep these guidelines in mind to determine the number of unassigned drives to add to the volume group:
•

The number of drives that you can select for an add free capacity operation is limited by the controller firmware. Selecting
more than two drives causes the Add button to become unavailable. However, after you have completed an add free capacity
operation, you can use the Add Capacity option again to add more drives until the desired capacity is reached.

•

In a RAID Level 1 volume, you must add two drives to make sure that data redundancy is configured.

Considering Drive Candidate Capacity
Keep these guidelines in mind when you consider the drives to be used for additional capacity:
•

Make sure that the drives that you are adding to the volume group are of the same media type and interface type. Mixing
different drive types within a single volume group is not permitted.

•

Whenever possible, select drives that have a capacity equal to the capacities of the current drives in the volume group.

•

If you must add unassigned drives with a smaller capacity, be aware that the usable capacity of each drive currently in the
volume group is reduced. Therefore, the drive capacity is the same across the volume group. If data exists on the current
drives in the volume group that could be lost when the usable capacity is reduced, an error message appears.

•

If you must add unassigned drives with a larger capacity, be aware that the usable capacity of the unassigned drives that you
add will be reduced so that they match the current capacities of the drives in the volume group.

•

You cannot add a non-secure-capable drive to a volume group that contains all secure-capable drives.

•

If the volume group is Full Disk Encryption (FDE) secure enabled, you can add only FDE drives or Federal Information
Processing Standard (FIPS) drives.

•

If the volume group contains all FIPS drives, you can add only FIPS drives.

•

Using drives that are Data Assurance (DA) capable to add capacity to a volume group that is not DA capable is not
recommended. The volume group will not be able to take advantage of the capabilities of the DA-capable drive. Consider
using non-DA-capable drives in this situation. The DA Capable column in the Available drives list shows the DA
capabilities of each listed drive.

Adding Free Capacity to a Volume Group
Keep these guidelines in mind when you add free capacity to a volume group:
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•

You cannot cancel this operation after it begins.

•

You cannot mix different media types or different interface types within a single volume group.

•

Data remains available during this operation.

•

The volume group must be in Optimal status before you can perform this operation.

•

This option works only if there are unassigned drives in the storage array.
Storage arrays

•

When you use the Add Capacity option to expand the capacity of a selected volume group, the existing volumes in the
volume group do not increase in size. This operation redistributes existing volume capacity over the larger number of drives.

Steps

1. Select the Storage & Copy Services tab.
2. Select a volume group.
3. Perform one of these actions:
•

Select Storage > Volume Group > Add Drives (Capacity).

•

Right-click the volume group, and select Add Drives (Capacity) from the pop-up menu.

Based on the RAID level, the drawer loss protection, and the tray loss protection of the current volume group, a list of
unassigned drives appears.
Note: If the RAID level of the volume group is RAID Level 3, RAID Level 5, or RAID Level 6, and the drive tray has tray

loss protection, the Display only drives that will ensure tray loss protection check box appears and is selected by
default.
4. Select drives up to the allowed maximum number of drives in the Available drives list.
Note: You cannot mix different media types or different interface types within a single volume group or volume.

5. Click Add.
The Confirm Add Free Capacity (Drives) dialog appears.
6. To add the capacity to the volume group, click Yes.
Logical Pane Changes
These changes take place in the Logical pane on the Storage & Copy Services tab:
•

Each volume in the volume group shows an Operation in Progress icon while the data blocks are physically
reorganized.

•

A defragment volume group operation automatically takes place.

•

If a Free Capacity node did not previously exist, a new Free Capacity node is added at the bottom of the tree, which
shows the capacity calculated for the RAID level.

•

If one or more Free Capacity nodes previously existed, they are consolidated during the defragment volume group
operation to create one Free Capacity node.

•

The Unconfigured Capacity node updates to reflect the subtraction of the usable capacity of the unassigned drives that
were added to the volume group.

Physical Pane Changes
This change takes place in the Physical pane on the Hardware tab. The drives selected for addition to the volume group
were previously represented in the Physical pane with an Unassigned Drive icon. They now appear with an Assigned Drive
icon.
Troubleshooting
Attempting to expand, also called Dynamic Capacity Expansion (DCE), large volume groups may fail with the following
message:
Return code: Error 26 - The modification operation cannot complete because of the number of
drives in the volume group and the segment size of the associated volumes. Reduce the
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segment size of all volumes in the volume group to 128 KB or below using the Change Segment
Size option. Then, retry the operation.

Systems running 7.35.xx.xx firmware may fail with the following message instead of the one noted above:
Return code: Error 462 - A SYMbol procedure could not be carried out because the firmware
could not allocate sufficient cache memory. Operation when error occurred: PROC_startVolum

In addition to the above messages, a Major Event Log (MEL) event indicating insufficient cache available to complete the
DCE operation may occur.
Any controller running 7.xx firmware may encounter this problem.
DCE requires enough memory to buffer the data read from the original volume and the data to be written to the expanded
volume. Some combination of number of drives in the expansion operation, stripe size, and whether mirroring is enabled
may result in not enough memory being available to complete the DCE operation.
If you encounter the previously mentioned situation, try these workarounds:
•

Create the desired size volume group using other unassigned drives.

•

Delete the current volume group and then re-create the volume group with the desired number of drives.

•

Reduce the segment size being used and then retry the operation.

•

If possible, add additional memory to the controller and then retry the operation.

Related concepts

Learn about creating volumes and volume groups on page 463
Secure volume groups on page 102
What is tray loss protection? on page 162

Deleting a volume group
About this task

Use the Delete Volume Group option to delete a volume group and all of the associated volumes in the volume group. You can
delete a volume group with volume registrations if the volume group has no reservations. Deleting a volume group with any type
of persistent reservations results in an error status. Deleting a volume group will create more Unconfigured Capacity nodes,
which you can reconfigure to meet application storage needs. If you see error messages related to deleted volumes, you might
need to reboot the host to permanently remove any information about them.
Keep these guidelines in mind before you delete a volume group:
•
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You cannot delete a volume group that has any of these conditions:
◦

The volume group is undergoing a modification operation, such as a RAID level change or capacity expansion, unless the
volumes in the volume group are in a Failed state.

◦

The volume group is holding any type of persistent reservation. Deletion of a volume group with a persistent reservation
results in an error status.

◦

The volume group contains mirror repository volumes. To remove the mirror repository volumes, deactivate the
Synchronous Mirroring feature.
⁃

If you try to delete a volume group that contains mirror repository volumes that are the only volumes that reside on
the volume group, an error message appears. The operation does not complete.

⁃

If you try to delete a volume group that contains mirror repository volumes and other volumes, all of the other
volumes are deleted. A volume group that contains only the mirror repository volumes remains.

Storage arrays

◦

The volume group contains a base volume or a target volume in a volume copy. You cannot delete a base volume or
target volume that is in a volume copy with a status of In Progress. If you delete a base volume or a target volume that is
in a volume copy that has completed, the base volume information and the target volume information are permanently
removed. All information associated with the volume copy is lost.

Attention: Possible loss of data access – Deleting a volume group and its volumes causes the loss of all data on those

volumes. Before performing this operation, back up the data on all of the volume in the volume group, stop all input/output
(I/O), and unmount any file systems on the volume.
Steps

1. In the Logical pane, select a volume group, and select Storage > Volume Group > Delete.
2. In the text box, type yes, and click OK.
The Delete Volume Group-Progress dialog appears while all of the volumes in the volume group are being deleted.
All assigned drives that were associated with the selected volume group change to an unassigned state in the Physical pane.
The volume group and all associated volumes are deleted, and the icons are removed from the Logical pane.
The raw capacity from the drives that were formerly associated with the deleted volume group is added to either of these
nodes:
•

An existing Unconfigured Capacity node

•

A new Unconfigured Capacity node if one did not previously exist

3. Were all volumes in the volume group deleted without failures?
•

Yes – Click OK. You are finished with this procedure.

•

No – Some of the volumes could not be deleted. Perform the steps in the Recovering from Volume Deletion Failures
online help topic to correct the errors, and repeat step 1 on page 101 through step 3 on page 101.

Related concepts

Recovering from a volume deletion failure on page 139

Renaming a volume group
About this task

Use the Rename option to change the name of a volume group when the current name is no longer meaningful or appropriate.
Keep these guidelines in mind when you choose a name:
•

A volume group name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#).
If you choose any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Do not use arbitrary names or names that would quickly lose their meaning in the future.

•

If you choose a volume group name that duplicates that of another volume group, an error message appears. You are
prompted to choose another name.

Steps

1. In the Logical pane, select the volume group, and select Storage > Volume Group > Rename .
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2. Type a new name in the Volume group name text box.
3. Click OK.

Secure volume groups
Drive Security is a feature that prevents unauthorized access to the data on a drive that is physically removed from the storage
array. A secure-capable drive encrypts data during writes and decrypts data during reads using a unique encryption key. Securecapable drives can be either Full Disk Encryption (FDE) drives or Federal Information Processing Standard (FIPS) drives. FIPS
drives have undergone certification testing. We recommend that you do not mix FDE drives and FIPS drives in a storage array.
To implement Drive Security, perform these steps:
1. Equip your storage array with secure-capable drives—either FDE drives or FIPS drives.
2. Enable the Drive Security premium feature via a premium feature key obtained from your storage vendor.
3. Create a security key that is used by the controller to provide read/write access to the drives.
4. Create a secure-enabled volume group.
You can view the Drive Security status of any volume group in the storage array from the Volume Group Properties dialog. This
status information is reported:
•

Secure Capable — Indicates whether the volume group is composed of all secure-capable drives.

•

Secure — Indicates whether the volume group has Drive Security turned on (this is called secure enabled).

•

All FIPS drives — Indicates whether all, some, or none of the drives are FIPS drives.

You can secure the volume group when you create the volume group, or you can secure it later. To secure a volume group at the
time of creation, perform these steps:
1. In the Create Volume Group Wizard, in the Volume Group Name and Drive Selection dialog, select Create a secure volume
group. The Select capacity from secure-capable groups of drives table on the next screen populates with only secure-capable
drives.
2. If your storage array contains FIPS drives, you can also select the Filter drive selection to show FIPS drives only check
box to create a volume group that contains only FIPS drives.
The Create a secure volume group option is active only when these conditions are met:
•

The Drive Security feature is enabled.

•

A security key is set up for the storage array.

•

At least one secure-capable drive is detected in the storage array.

•

All of the drives that you selected on the Hardware tab are secure-capable drives.

To secure a volume group after it is created, perform these steps:
1. Select the volume group.
2. Select Storage > Volume Group > Secure Drives.
The Secure Drives option is active if these conditions are true:
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•

The selected volume group is not secure enabled but is comprised entirely of secure-capable drives.

•

The volume group is in Optimal status.

•

A security key is set up for the storage array.

Storage arrays

The Secure Drives option is inactive if the conditions are not true.
The Secure Drives option is inactive with a check mark to the left if the volume group is already secure enabled.

Viewing the volume group properties
About this task

You can view information about a volume group, such as its name, capacity, RAID level, security settings, associated drives, and
associated volumes.
Steps

1. Perform one of these actions based on whether you want to view the properties of one volume group or all volume groups:
•

To view the properties of one volume group – Go to step 2 on page 103.

•

To view the properties of all volume groups – Go to step 3 on page 103.

2. To view the properties of one volume group, perform these steps:
a. Select the Storage & Copy Services tab.
b. Select the volume group for which you want to view the properties.
The properties of the volume group appear in the Properties pane on the right. If a modification operation is in progress, a
progress bar appears at the bottom of the Properties pane. You are finished with this procedure.
3. To view the properties of all volume groups, perform these steps:
a. Select Monitor > Reports > Storage Array Profile to open the storage array profile.
b. Select the Storage tab and then the Volume Groups tab.
Details about the volume group appear in the text area. You are finished with this procedure.
The properties of a volume group include the following:
•

The volume group name

•

The volume group status

•

The volume group capacity

•

The controller that is the current owner

•

The volume group RAID level

•

The media type

•

The interface type

•

The tray loss protection status

•

The drawer loss protection status (displayed only if your drive tray contains drawers)

•

The secure capable status – whether all of the drives are secure capable

•

The secure status – whether all of the drives are secure enabled

•

Data Assurance (DA) capable – whether any of the drives are DA capable

•

DA enabled volumes – whether any DA-enabled volumes are present
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•

All of the associated volumes and their free capacity status. If applicable, their DA-enabled status.

•

The total free capacity

•

All of the associated drives, identified by tray number, drawer number, and slot number

•

Federal Information Processing Standard (FIPS) status — whether all, some, or none of the drives are FIPS drives

Clearing a volume group
About this task

Use the Clear Volume Group option to delete the volume group configuration that was set at the factory before manually or
automatically configuring the storage array. This option also lets you correct configuration errors that cannot be corrected by
using any other method.
Attention: Risk of data loss – All data currently stored on the volume group is lost when you use this option. Do not attempt

this operation unless all data on the volumes has been backed up to tape or to another volume group.
Attention: Use this option only under the guidance of technical support.

Clearing the volume group causes these conditions to occur:
•

All volumes are deleted.

•

The user-supplied name is deleted.

•

If you have password-protected your volume group for destructive operations, that password protection is lost.

Steps

1. Select Storage Array > Configuration > Clear > Volume .
2. Choose one of these actions based on whether you want to delete the storage array configuration:
•

If you do not want to delete the volume group configuration – Click Cancel.

•

If you are absolutely sure that you want to delete your entire volume group configuration – Type yes , and click
OK.

The current configuration is deleted, which destroys any existing data on the volume group.
The Storage & Copy Services tab is updated to reflect the new configuration.

Migrating volume groups
Exporting a volume group
About this task

Use the Export Volume Group option to export the volume group. You can remove the drives of the volume group after
exporting the volume group.
Note: The export operation is not supported with disk pools.
Steps

1. Select the Storage & Copy Services tab.
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2. Select the volume group that you want to export.
3. Select Storage > Volume Group > Advanced > Export.
The Introduction (Export Volume Group) dialog appears.
4. Click Next.
5. Read the preparation checklist, and make sure that you perform all of the steps in the checklist.
6. Select all of the check boxes.
7. Click Save As, and save the migration data to a text file.
8. Click Finish.
9. Type Yes, and click OK.
10. Click Close.

Importing a volume group
Learn about volume group migration
Caution: If you are unsure about whether or not your array(s) contain security-enabled FIPS drives, do not attempt these
operations until you have confirmed the FIPS status of the drives. The FIPS status of drives can only be verified by using the
datasheet corresponding to each drive model. SANtricity will not display the FIPS status of the drives. These steps are not
necessary if there are no FIPS drives present in the array(s).

Volume group migration lets you export a volume group so that you can import the volume group to a different storage array.
You also can export a volume group so that you can store the data offline.
Attention: Possible loss of data access – You must export a volume group before you move the volume group or import the

volume group.
Export volume group
The export volume group operation prepares the drives in the volume group for removal. You can remove the drives for offline
storage, or you can import the volume group to a different storage array. After you complete the export volume group operation,
all of the drives are offline. Any associated volumes or free capacity nodes are no longer shown in the storage management
software.
Non-exportable components
You must remove any non-exportable components before you can complete the export volume group procedure. You must
remove these components:
•

Persistent reservations

•

Mappings

•

Volume copy pairs

•

Remote mirrored pairs

•

Mirror repositories

Basic export steps for a volume group
Exporting a volume group includes these steps on the source storage array.
1. Save the storage array configuration.
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2. Stop all I/O.
3. Back up the data on the volumes in the volume group.
4. Unmount or disconnect the file systems on the volumes in the volume group.
5. Locate the volume group, and label the drives with the source and destination storage array names, volume group name, and
total number of drives in the volume group.
6. Place the volume group offline.
7. To maintain proper airflow within the tray, obtain blank drive canisters or new drives so that you can replace the drives after
removing the drives associated with the volume group you export.
Exporting a volume group includes these steps on the target storage array.
1. Make sure that the target storage array has available drive slots.
2. Make sure that the target storage array supports the drives that you will import.
3. Make sure that the target storage array can support the new volumes.
4. Make sure that the latest version of firmware is installed on the controller.
5. Make sure the target storage array supports RAID Level 6 if you are exporting a RAID Level 6 volume group.
6. Make sure that the latest version of the storage management software is installed on the target storage array.
7. If you are exporting a volume group with Drive Security enabled, make sure Drive Security is enabled on the target storage
array.
Import volume group
The import volume group operation adds the imported volume group to the target storage array. After you complete the import
volume group operation, all of the drives have Optimal status. Any associated volumes or free capacity nodes now appear in the
storage management software that is installed on the target storage array.
Basic import steps for a volume group
Note: You must insert all of the drives in the volume group into the tray before the volume group can be imported.

Importing a volume group includes these steps on the target storage array:
1. Insert the exported drives into the available drive slots.
2. Review the Import Report for an overview of the volume group that you are importing.
3. Check for non-importable components.
4. Confirm that you want to proceed with the import procedure.
Non-importable components
Some components cannot be imported during the import volume group procedure. These components are removed during the
procedure:
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•

Persistent reservations

•

Mappings

•

Volume copy pairs

•

Remote mirrored pairs
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•

Mirror repositories

Related concepts

Importing a security key to unlock secure drives on page 171
When should I force a volume group into an importable state?
For disaster recovery purposes, you can force a volume group into an importable state. The Force option lets you import a
volume group that has not been correctly exported, or when an exported volume group incurs lost data or damaged data in
transit.
Note: The import operation is not supported with disk pools.

Volumes
Learn about volumes
A volume is the logical component that hosts use for data storage. Hosts that are attached to the storage array write data to the
volumes and read data from the volumes.
You can create a volume from either a volume group or a disk pool. Before you create a volume, the volume group or a disk
pool must already exist and it must have enough free capacity to create the volume.
You can give hosts access to a volume either when you create the volume or at a later time. All host access is managed through a
logical unit number (LUN). Hosts detect LUNs that are, in turn, mapped to volumes. If you are mapping a volume to multiple
hosts, use clustering software to make sure that the volume is available to all of the hosts.

1. Volume group or disk pool
2. Volume
3. LUN
4. Host
Each volume has its own individual characteristics based on what type of data is stored in it. The following table describes some
of these characteristics.
Properties of a Standard Volume

Description

Segment size

The amount of data stored on a drive before the storage array moves to the next drive
in the stripe (RAID group). Applies only to volumes in volume groups, not disk pools.

Capacity

The amount of data that you can store in a volume.

Volumes
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Properties of a Standard Volume

Description

Controller ownership

Defines the controller that is designated to be the owning, or primary, controller of the
volume. Controller ownership is very important and should be planned carefully.
Make sure the controllers are balanced as closely as possible for total I/Os.

Mapping

How host LUNs are mapped to a volume.

Name

Descriptive name indicating the type of data stored in the volume.

Keep these guidelines in mind when you create a volume by using the Create Volume Wizard:
•

The host type can have specific limits on how many volumes the host can access. Keep this limitation in mind when you
create volumes for use by a particular host.

•

After you create one or more volumes, run either the host-based hot_add utility or an operating system-specific utility, and
then run the SMdevices utility to correlate volume names with host storage array names.

Thin volumes
You can create a thin volume only from a disk pool, not from a volume group.
When you create volumes from a disk pool, you can create them as either standard volumes or thin volumes. For a standard
volume, all of the capacity is allocated when the volume is created. For a thin volume, the capacity is allocated as the data is
being written. Thin volumes have two types of capacity: virtual capacity and physical capacity. Virtual capacity is the capacity
that is reported to the hosts, whereas physical capacity is the amount of drive space that is currently allocated for writing data.
Thin provisioning allows volumes to be created with a large virtual capacity and relatively small physical capacity, which is
beneficial for storage utilization and efficiency.
Note: Because the storage management software does not allocate the full capacity when it creates a thin volume, insufficient
free capacity might exist in the disk pool. Insufficient space can block writes to the disk pool not only for the thin volumes,
but also for other operations that require capacity from the disk pool, for example, snapshot images or snapshot volumes. If
this situation occurs, you receive a free-capacity alert threshold warning.

The following table lists the properties of a thin volume.
Properties of a Thin Volume

Description

Virtual capacity

The capacity that is reported to the hosts.

Physical capacity

The amount of drive space that is currently allocated for writing data.

Controller ownership

Defines the controller that is designated to be the owning, or primary, controller of the
volume.

Mapping

How host LUNs are mapped to a volume.

Name

Descriptive name indicating the type of data stored in the volume.

Repository expansion policy

When the consumed capacity gets close to the physical capacity, you can expand the
physical capacity either automatically or manually.

Maximum expansion capacity

This value allows you to limit the growth below the virtual capacity. Applies only
when the repository expansion policy is set to automatic

Warning threshold

The percentage of the physical capacity at which the software sends an alert
notification.

The following table lists the capacity limits for a thin volume.
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Type of Capacity

Size

Minimum virtual capacity

32 MB

Storage arrays

Type of Capacity

Size

Maximum virtual capacity

256 TB

Minimum physical capacity

4 GB

Maximum physical capacity

257 TB

Thin volumes support all of the operations that standard volumes do with the following exceptions:
•

You cannot change the segment size of a thin volume.

•

You cannot enable the pre-read redundancy check for a thin volume.

•

You cannot use a thin volume as the target volume in a Volume Copy.

•

You cannot use a thin volume in a Synchronous Mirroring operation.

If you want to change a thin volume to a standard volume, use the volume copy operation to create a copy of the thin volume.
The target of a volume copy is always a standard volume.
Note: If a thin volume’s associated repository volume fails, the thin volume itself is not automatically transitioned to the
Failed state. However, because all I/O operations on a thin volume require access to the repository volume, I/O operations
always result in a Check Condition being returned to the requesting host. If the underlying problem with the repository
volume can be resolved, the repository volume is returned to an Optimal state and the thin volume becomes functional again.

Comparison of types of volumes
Types of volumes and copy services
The availability of copy services depends on the type of volume that you are working with. The following table shows what
copy services are supported on each type of volume.
Copy Services Feature

Standard Volume in a
Volume Group

Standard Volume in a
Disk Pool

Thin Volume

Snapshot image

Supported

Supported

Supported

Snapshot volume

Supported

Supported

Supported

Rollback of snapshot

Supported

Supported

Supported

Delete volume with snapshot images
or snapshot volumes

Supported

Supported

Supported

Consistency group membership

Supported

Supported

Supported

Synchronous Mirroring

Supported

Not supported

Not supported

Asynchronous Mirroring

Supported

Supported

Supported

Types of volumes and volume copy
The source of a volume copy can be either a standard volume in a volume group, a standard volume in a disk pool, or a thin
volume. The target of a volume copy can be only a standard volume in a volume group or a standard volume in a disk pool, not a
thin volume. The following table summarizes the types of volumes you can use in a volume copy.
Volume Copy Source

Volume Copy Target

Availability

Standard volume

Standard volume

Supported

Thin volume

Standard volume

Supported
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Volume Copy Source

Volume Copy Target

Availability

Standard volume

Thin volume

Not supported

Thin volume

Thin volume

Not supported

Creating a volume from a volume group
About this task

Volumes are used to store data. You can create a volume from either a volume group or a disk pool. This procedure describes
how to create a volume from a volume group.
Steps

1. In the Array Management Window, do one of the following actions:
•

On the Storage & Copy Services tab, select either a Free Capacity node located under a Volume Group node or an
Unconfigured Capacity node.

•

On the Hardware tab, select the drives from which you want to create the volume.

•

At the end of the Create Volume Group wizard, answer Yes to the question "Would you like to create a volume using the
new volume group now?"

2. Select Storage > Volume > Create > Volume.
Data Assurance (DA) is not supported by iSCSI over TCP/IP, or by SRP over InfiniBand. If there are one or more of these
types of host ports in your storage array, a warning appears. To confirm that you want to continue, click OK.
The Create Volume: Specify Parameters dialog appears.
3. Use the New volume capacity box to indicate the capacity of the new volume and the Units list to indicate the specific
capacity units to use (MB, GB, or TB). Keep in mind that storage capacity is also required for copy services (snapshot
images, snapshot volumes, volume copies, and remote mirrors); therefore, do not allocate all of the capacity to standard
volumes.
4. In the Volume name box, enter a name for the volume.
Keep these guidelines in mind when choosing a name:
•

A volume name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If
you choose any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.

•

If you choose a volume name that duplicates that of another volume, an error message appears. You are prompted to
choose another name.

5. Specify how you want to map hosts to volumes.
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•

Map Now to Default Group – The volume is automatically assigned a logical unit number (LUN) and is accessible by
any hosts that are connected to the storage array.

•

Map Later – The volume is not assigned a LUN and is not accessible by any hosts until you go to the Host Mappings
tab and assign a specific host and LUN to this volume.

•

Select a specific host – You can select a specific host or host group from the list.
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6. To create a DA-enabled volume within a DA-capable volume group, select the Enable data assurance (DA) protection on
the new volume check box.
The DA feature increases data integrity across the entire storage system. DA enables the storage array to check for errors that
might occur when data is moved between the hosts and the drives. Enabling this feature for the new volume ensures that any
errors are detected. This checkbox appears only if the drives support DA.
7. To use SSD cache, select the Use SSD Cache check box.
SSD cache provides read-only caching of user selected volumes on Solid State Disks (SSDs) to further improve the read
performance of those volumes beyond conventional Hard Disk Drives (HDDs). This process of copying data transparently
off HDDs and on to high-performance SSDs improves application I/O performance and response times.
The Use SSD Cache check box is disabled if no SSD cache is available, the volume group is comprised of only SSD drives,
the volume group has different quality of service attributes from the SSD cache, or you selected Map Later.
8. Specify the volume I/O characteristics for the volume based on your needs. Choose from the volume I/O characteristics
shown in the table:
Choice

Dynamic Cache Read
Prefetch Setting

Segment Size Value

File system (typical)

Enabled

128 KB

Database

Enabled

128 KB

Multimedia

Enabled

256 KB

Custom

Select your own

Select your own

The expected I/O characteristics of the volume are used by the storage management software to indicate an appropriate
default volume segment size and dynamic cache read prefetch. When you specify expected I/O characteristics, the
corresponding default dynamic cache read prefetch value and the corresponding segment size value that are typically well
suited for those I/O patterns are populated in the Enable dynamic cache read prefetch check box and the Segment size list.
You can specify a 4-KB segment size for SSD-enabled volumes. Make sure you select the 4-KB segment size only for SSDenabled volumes that handle small-block I/O operations (For example, 16 KB I/O Block sizes or smaller). Performance
might be impacted if you select 4 KB as the segment size for SSD-enabled volumes that handle large block sequential
operations.
9. Click Finish.
The Create Volume - Completed dialog appears.
10. Do you want to create another volume?
•

Yes – Click Yes. The Create Volume dialog appears.

•

No – Click No. You are finished with this procedure. Perform any operating system modifications necessary on the
application host so that the applications can use the volume. For more information, refer to the storage management
software installation guide for your operating system.

Related concepts

Choosing an appropriate drive type on page 95
Learn about creating volumes and volume groups on page 463
Learn about granting volume access to hosts and host groups on page 467
What are the volume I/O characteristics? on page 414
What is preferred ownership? on page 414
Maximum capacity of a volume on page 140
Learn about volumes on page 107
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Thin volumes on page 108
Related references

Tips and examples for allocating capacity on page 4

Creating a standard volume from a disk pool
About this task

Volumes are used to store data. You can create a volume from either a volume group or a disk pool. This procedure describes
how to create a volume from a disk pool.
Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select a Free Capacity node in a disk pool.
3. Select Storage > Volume > Create > Volume.
Data Assurance (DA) is not supported by iSCSI over TCP/IP, or by SRP over InfiniBand. If there are one or more of these
types of host ports in your storage array, a warning appears. To confirm that you want to continue, click OK.
The Create Volume: Specify Parameters dialog appears.
4. Make sure that the Create thin volume check box is not selected.
5. Use the New volume capacity box to indicate the capacity of the new volume and the Units list to indicate the specific
capacity units to use (MB, GB, or TB). Keep in mind that storage capacity is also required for copy services (snapshot
images, snapshot volumes, volume copies, and remote mirrors), so do not allocate all of the capacity to standard volumes.
Note: Regardless of the capacity specified, capacity in a disk pool is allocated in 4-GB increments. Any capacity that is

not a multiple of 4 GB is allocated but not usable. To make sure that the entire capacity is usable, specify the capacity in
4-GB increments. If unusable capacity exists, the only way to regain it is to increase the capacity of the volume.
If you chose a capacity greater than 64 TB, volume creation occurs as a long-running operation. Therefore, the volume is not
immediately available for I/O operations.
6. In the Volume name box, enter a name for the volume.
Keep these guidelines in mind when choosing a name:
•

A volume name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If
you choose any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.

•

If you choose a volume name that duplicates that of another volume, an error message appears. You are prompted to
choose another name.

7. Specify how you want to map hosts to volumes.
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•

Map Now to Default Group – The volume is automatically assigned a logical unit number (LUN) and is accessible by
any hosts that are connected to the storage array.

•

Map Later – The volume is not assigned a LUN and is not accessible by any hosts until you go to the Host Mappings
tab and assign a specific host and LUN to this volume.
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•

Select a specific host – You can select a specific host or host group from the list.

If you chose a capacity greater than 64 TB, volume creation occurs as a long-running operation. Therefore, you cannot map
the volume until the volume's status changes to Optimal.
8. To create a DA-enabled volume within a DA-capable disk pool, select the Enable data assurance (DA) protection on the
new volume check box.
The DA feature increases data integrity across the entire storage system. DA enables the storage array to check for errors that
might occur when data is moved between the hosts and the drives. Enabling this feature for the new volume ensures that any
errors are detected. This checkbox appears only if the drives support DA.
9. To use SSD cache, select the Use SSD Cache check box.
SSD cache provides read-only caching of user selected volumes on Solid State Disks (SSDs) to further improve the read
performance of those volumes beyond conventional Hard Disk Drives (HDDs). This process of copying data transparently
off HDDs and on to high-performance SSDs improves application I/O performance and response times.
The Use SSD Cache check box is disabled if no SSD cache is available, the disk pool is comprised of only SSD drives, the
disk pool has different quality of service attributes from the SSD cache, or you selected Map Later.
10. To use dynamic cache read prefetch, select the Enable dynamic cache read prefetch check box.
Dynamic cache read prefetch allows the controller to (optionally) copy additional sequential data blocks into the cache while
it is reading data blocks from a drive to cache. This caching increases the chance that future requests for data can be filled
from the cache. Cache read-ahead is important for multimedia applications that use sequential I/O. The rate and amount of
data that is prefetched into cache is self-adjusting based on the rate and request size of the host reads. Random access does
not cause data to be prefetched into cache. This feature has no effect when read caching is disabled.
11. Click Finish.
The Create Volume - Completed dialog appears.
12. Do you want to create another volume?
•

Yes – Click Yes. The Create Volume: Specify Parameters dialog appears.

•

No – Click No. You are finished with this procedure. Perform any operating system modifications necessary on the
application host so that the applications can use the volume. For more information, refer to the storage management
software installation guide for your operating system.

Related concepts

Learn about volumes on page 107
Thin volumes on page 108

Creating a thin volume from a disk pool
About this task

A thin volume lets you allocate physical capacity as applications write data, rather than allocating all the physical capacity when
the volume is created. Thin volumes allow for more efficient storage use, but can have some performance impact.
You can create a thin volume only from a disk pool, not from a volume group.
Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select a Free Capacity node in a disk pool.
3. Select Storage > Volume > Create > Volume.
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Data Assurance (DA) is not supported by iSCSI over TCP/IP, or by SRP over InfiniBand. If there are one or more of these
types of host ports in your storage array, a warning appears. To confirm that you want to continue, click OK.
The Create Volume dialog appears.
4. Select the Create thin volume check box.
5. Use the New virtual capacity box to indicate the virtual capacity of the new volume and the Units list to indicate the
specific capacity units to use (MB, GB, or TB). You must enter a value. The minimum virtual capacity is 32 MB.
6. In the Volume name box, enter a name for the volume.
Keep these guidelines in mind when choosing a name:
•

A volume name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If
you choose any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.

•

If you choose a volume name that duplicates that of another volume, an error message appears. You are prompted to
choose another name.

7. In the Map to host list, specify how you want to map hosts to volumes.
•

Map Now to Default Group – The volume is automatically assigned a logical unit number (LUN) and is accessible by
any hosts that are connected to the storage array.

•

Map Later – The volume is not assigned a LUN and is not accessible by any hosts until you go to the Host Mappings
tab and assign a specific host and LUN to this volume.

•

Select a specific host – You can select a specific host or host group from the list. This option is available only if Storage
Partitioning is enabled.

8. To create a DA-enabled volume within a DA-capable disk pool, select the Enable data assurance (DA) protection on the
new volume check box.
The DA feature increases data integrity across the entire storage system. DA enables the storage array to check for errors that
might occur when data is moved between the hosts and the drives. Enabling this feature for the new volume ensures that any
errors are detected. This checkbox appears only if the drives support DA.
9. To use SSD cache, select the Use SSD cache check box.
SSD cache provides read-only caching of user selected volumes on Solid State Disks (SSDs) to further improve the read
performance of those volumes beyond conventional Hard Disk Drives (HDDs). This process of copying data transparently
off HDDs and on to high-performance SSDs improves application I/O performance and response times.
The Use SSD cache check box is disabled if no SSD cache is available, the disk pool is comprised of only SSD drives, the
disk pool has different quality of service attributes from the SSD cache, or you selected Map Later.
Note: When you are creating a thin volume, the dynamic cache read prefetch option is not available.

10. Click Next.
11. Choose one of these actions based on whether you want to customize the capacity settings:
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•

Use recommended settings – Click Use recommended capacity settings, and go to step 16 on page 115.

•

Choose your own settings – Click Customize capacity settings (advanced), and click Next. Go to step 13 on page
115.
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12. Use the Preferred capacity box to indicate the initial physical capacity of the volume and the Units list to indicate the
specific capacity units to use (MB, GB, TB). The physical capacity is the amount of physical disk space that is currently
reserved for write requests. The physical capacity must be at least 4 GB in size, and can be no larger than 256 GB in size.
13. Based on the value that you entered in the previous step, the Disk pool physical capacity candidates table is populated with
matching repository volumes. New repository candidates returned either match the capacity you specify, or are rounded up to
the closest 4 GB increment to make sure all the repository capacity is usable. Select a repository from the table.
Existing repositories are placed at the top of the list. The benefit to reusing an existing repository is that you can avoid the
initialization process that occurs when you create a new one.
14. (Optional) To change any of the following options, click View advanced repository settings.
a. Repository expansion policy – Select either Automatic or Manual. When the consumed capacity gets close to the
physical capacity, you can expand the physical capacity. The storage management software can automatically expand the
physical capacity or you can do it manually. If you select Automatic, you also can set a maximum expansion capacity.
The maximum expansion capacity allows you to limit the volume’s automatic growth below the virtual capacity. The
value for the maximum expansion capacity must be a multiple of 4 GB.
b. Warning threshold – In the Send alert when repository utilization reaches field, enter a percentage. The storage
management software sends an alert notification when the physical capacity reaches the percentage full.
15. Click Finish.
The Create Volume - Completed dialog appears.
16. Do you want to create another volume?
•

Yes – Click Yes. The Create Volume dialog appears.

•

No – Click No. You are finished with this procedure. Perform any operating system modifications necessary on the
application host so that the applications can use the volume. For more information, refer to the storage management
software installation guide for your operating system.

Related concepts

Learn about volumes on page 107
Thin volumes on page 108

Creating a repository volume from a volume group
About this task

Repository volumes are the underlying storage mechanism used by thin volumes, snapshot groups, and snapshot volumes. When
creating or expanding these objects, you can either create a new repository volume or use an existing repository volume. Use
this procedure to create repository volumes in advance for use in these operations. You can create a repository volume from
either a volume group or a disk pool. This procedure describes how to create a repository volume from a volume group.
Steps

1. In the Array Management Window, do one of the following actions:
•

On the Storage & Copy Services tab, select either a Free Capacity node located under a Volume Group node or an
Unconfigured Capacity node.

•

On the Hardware tab, select the drives from which you want to create the volume.

•

At the end of the Create Volume Group wizard, answer Yes to the question "Would you like to create a volume using the
new volume group now?"

2. Select Storage > Volume > Create > Volume.
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Data Assurance (DA) is not supported by iSCSI over TCP/IP, or by SRP over InfiniBand. If there are one or more of these
types of host ports in your storage array, a warning appears. To confirm that you want to continue, click OK.
The Create Volume: Specify Parameters dialog appears.
3. Use the New volume capacity box to indicate the capacity of the new volume and the Units list to indicate the specific
capacity units to use (MB, GB, or TB). Keep in mind that storage capacity is also required for copy services (snapshot
images, snapshot volumes, volume copies, and remote mirrors); therefore, do not allocate all of the capacity to standard
volumes.
4. In the Volume name box, enter a name for the volume. The name must have the format: repos_#### , where # represents a
number.
A message appears stating that this name format indicates that you want to create a repository volume.
5. Click OK.
The options for mapping to a host and using SSD cache are unavailable for repository volumes. Any selections that you
made for those options are ignored.
6. To create a DA-enabled volume within a DA-capable volume group, select the Enable data assurance (DA) protection on
the new volume check box.
The DA feature increases data integrity across the entire storage system. DA enables the storage array to check for errors that
might occur when data is moved between the hosts and the drives. Enabling this feature for the new volume ensures that any
errors are detected. This checkbox appears only if the drives support DA.
7. Specify the volume I/O characteristics for the volume based on your needs. Choose from the volume I/O characteristics
shown in the table:
Choice

Dynamic Cache Read
Prefetch Setting

Segment Size Value

File system (typical)

Enabled

128 KB

Database

Enabled

128 KB

Multimedia

Enabled

256 KB

Custom

Select your own

Select your own

The expected I/O characteristics of the volume are used by the storage management software to indicate an appropriate
default volume segment size and dynamic cache read prefetch. When you specify expected I/O characteristics, the
corresponding default dynamic cache read prefetch value and the corresponding segment size value that are typically well
suited for those I/O patterns are populated in the Enable dynamic cache read prefetch check box and the Segment size list.
8. Click Finish.
The Create Volume - Completed dialog appears.
9. Do you want to create another volume?
•

Yes – Click Yes. The Create Volume dialog appears.

•

No – Click No.

To view a list of available repository volumes, click the Storage & Copy Services tab, select the All Logical Objects node,
and then in the Object Type drop-down, select Repositories.
Related tasks

Creating a thin volume from a disk pool on page 113
Initializing a thin volume with a different physical capacity on page 391
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Initializing a thin volume and moving it to a different disk pool on page 392
Creating the snapshot group repository (manually) on page 220
Creating a snapshot image on page 209

Creating a repository volume from a disk pool
About this task

Repository volumes are the underlying storage mechanism used by thin volumes, snapshot groups, and snapshot volumes. When
creating or expanding these objects, you can either create a new repository volume or use an existing repository volume. Use
this procedure to create repository volumes in advance for use in these operations. You can create a repository volume from
either a volume group or a disk pool. This procedure describes how to create a repository volume from a disk pool.
Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select a Free Capacity node in a disk pool.
3. Select Storage > Volume > Create > Volume.
Data Assurance (DA) is not supported by iSCSI over TCP/IP, or by the SRP over InfiniBand. If there are one or more of
these types of host ports in your storage array, a warning appears. To confirm that you want to continue, click OK.
The Create Volume: Specify Parameters dialog appears.
4. Use the New volume capacity box to indicate the capacity of the new volume and the Units list to indicate the specific
capacity units to use (MB, GB, or TB). Keep in mind that storage capacity is also required for copy services (snapshot
images, snapshot volumes, volume copies, and remote mirrors), so do not allocate all of the capacity to standard volumes.
Note: Regardless of the capacity specified, capacity in a disk pool is allocated in 4-GB increments. Any capacity that is
not a multiple of 4 GB is allocated but not usable. To make sure that the entire capacity is usable, specify the capacity in
4-GB increments. If unusable capacity exists, the only way to regain it is to increase the capacity of the volume.

If you chose a capacity greater than 64 TB, volume creation occurs as a long-running operation. Therefore, the volume is not
immediately available for I/O operations.
5. In the Volume name box, enter a name for the volume. The name must have the format: repos_#### , where # represents a
number.
A message appears stating that this name format indicates that you want to create a repository volume.
6. Click OK.
The options for creating a thin volume, mapping to a host, and using SSD cache are unavailable for repository volumes. Any
selections that you made for those options are ignored.
7. To create a DA-enabled volume within a DA-capable disk pool, select the Enable data assurance (DA) protection on the
new volume check box.
The DA feature increases data integrity across the entire storage system. DA enables the storage array to check for errors that
might occur when data is moved between the hosts and the drives. Enabling this feature for the new volume ensures that any
errors are detected. This checkbox appears only if the drives support DA.
8. To use dynamic cache read prefetch, select the Enable dynamic cache read prefetch check box.
Dynamic cache read prefetch allows the controller to (optionally) copy additional sequential data blocks into the cache while
it is reading data blocks from a drive to cache. This caching increases the chance that future requests for data can be filled
from the cache. Cache read-ahead is important for multimedia applications that use sequential I/O. The rate and amount of
data that is prefetched into cache is self-adjusting based on the rate and request size of the host reads. Random access does
not cause data to be prefetched into cache. This feature has no effect when read caching is disabled.
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9. Click Finish.
The Create Volume - Completed dialog appears.
10. Do you want to create another volume?
•

Yes – Click Yes. The Create Volume: Specify Parameters dialog appears.

•

No – Click No.

To view a list of available repository volumes, click the Storage & Copy Services tab, select the All Logical Objects node,
and then in the Object Type drop-down, select Repositories.
Related tasks

Creating a thin volume from a disk pool on page 113
Initializing a thin volume with a different physical capacity on page 391
Initializing a thin volume and moving it to a different disk pool on page 392
Creating the snapshot group repository (manually) on page 220
Creating a snapshot image on page 209

What is the difference between the physical capacity and the virtual capacity of a thin volume?
The virtual capacity of a thin volume is the capacity that is reported to the hosts. The virtual capacity is the only capacity that
the hosts know about. You normally set the virtual capacity to be the maximum capacity to which you think the volume will
grow. If your needs change, you can increase the virtual capacity of a volume, but not decrease it.
The physical capacity is the amount of physical disk space that is currently allocated for writing data. Physical capacity is
allocated out of virtual capacity either manually or automatically.
When the amount of data that has been written gets close to the physical capacity, you can expand the physical capacity. The
storage management software can automatically expand the physical capacity or you can do it manually. If expansion is done
automatically, you can set a maximum expansion capacity. The maximum expansion capacity allows you to limit the volume’s
automatic growth below the virtual capacity.

1. Virtual capacity
2. Physical capacity
3. Consumed capacity
Note: Regardless of the capacity specified, capacity in a disk pool is allocated in 4-GB increments. Any capacity that is not a

multiple of 4 GB is allocated but not usable. To make sure that the entire capacity is usable, specify the capacity in 4-GB
increments. If unusable capacity exists, the only way to regain it is to increase the capacity of the volume.
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How are the physical capacity candidates ranked?
The list of physical capacity candidates can contain both new and existing repository volumes. Existing repository volumes are
left on the storage array when you delete a thin volume, a snapshot group, or a snapshot volume and you choose to keep the
associated repository volume. Existing repository volumes are placed at the top of the list. Reusing an existing repository
volume helps you avoid the initialization process that occurs when you create a new one.

Tips on choosing a physical capacity candidate
The main consideration when selecting a physical capacity candidate (repository) is its capacity. Make sure that you have
enough capacity to meet your data storage needs, but do not overallocate capacity. Overallocating capacity can quickly use up
all the storage in your system.
The size of any physical capacity candidate (repository) must be a multiple of 4 GB. The repository candidates that you can
select from either match the capacity you specify or is rounded up to the closest 4-GB increment to make sure all the repository
capacity is usable.
If some of the candidates listed are existing repositories and some are new repositories, you might want to select an existing
repository so that you can avoid the initialization process that occurs when you create a new one.

Tips on storage provisioning
When creating volumes, make sure not to overallocate capacity for a single volume. Overallocating capacity for a single volume
can quickly use up all the physical storage in your system. Create volumes only the size you need or create thin volumes.
Keep in mind that storage capacity is also required for copy services (snapshot images, snapshot volumes, volume copies, and
remote mirrors), so do not allocate all of the capacity to standard volumes. Insufficient space can block writes to the volume
group or disk pool. You receive a free-capacity alert threshold warning if this situation occurs.
Note: Regardless of the capacity specified, capacity in a disk pool is allocated in 4-GB increments. Any capacity that is not a
multiple of 4 GB is allocated but not usable. To make sure that the entire capacity is usable, specify the capacity in 4-GB
increments. If unusable capacity exists, the only way to regain it is to increase the capacity of the volume.

Change options
Changing the volume modification priority
About this task

Use the Modification Priority option to specify the modification priority setting for a single volume or multiple volumes on a
storage array.
Keep these guidelines in mind when you change the modification priority of a volume:
•

If more than one volume is selected, the modification priority defaults to the lowest priority. The current priority is shown
only if a single volume is selected.

•

Changing the modification priority by using this option modifies the priority for all of the volumes that you selected.

Steps

1. Select the Storage & Copy Services tab.
2. Select the volume for which to change the modification priority.
3. Select Storage > Volume > Change > Modification Priority .
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4. If you want to change the modification priority for more than one volume, Shift-click or Ctrl-click the volume names, or
click Select All to change the modification priority for all the volumes in the storage array.
5. Move the Select modification priority slider bar to the desired priority.
6. Click OK.
7. Click Yes.
Related concepts

Volume modification priority and performance on page 484

Changing the volume cache settings
About this task

This topic applies to standard volumes created from volume groups or disk pools, and to thin volumes. You can create thin
volumes only from disk pools, not from volume groups.
The cache memory settings that you can change with this menu option are summarized in the following table.
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Cache setting

Description

Possible settings

Read caching

The read cache is a buffer that stores data that has been read from the drives,
but not yet transferred to the host. The data for a read operation might already
be in the cache from a previous operation, which eliminates the need to access
the drives. The data stays in the read cache until it is flushed.

Enabled or disabled

Write caching

The write cache is a buffer that stores data from the host that has not yet been
written to the drives. The data stays in the write cache until it is written to the
drives. Write caching can increase I/O performance, but it requires a battery
backup.

Enabled or disabled.

Write caching
without batteries

Sometimes, write caching is disabled when the batteries are low or discharged.
If you select this parameter, write caching continues even when the batteries in
the controller tray are discharged completely, not fully charged, or are not
present. If you do not have an uninterruptible power supply (UPS) for power
protection, or if you do not have controller tray batteries, do not enable this
parameter. Data in the cache is lost during a power outage when the controller
tray does not have working batteries. Available only if write caching is
enabled.

Enabled or disabled.
For a thin volume, this
is always disabled and
cannot be changed.

Write caching
with mirroring

The data written to the cache memory of one controller is also written to the
cache memory of the other controller. Therefore, if one controller fails, the
other can complete all outstanding write operations. Available only if write
caching is enabled and two controllers are present.

Enabled or disabled.
For a thin volume, this
is always enabled when
write caching is
enabled, is always
disabled when write
caching is disabled,
and cannot be changed.

Dynamic cache
read prefetch

Dynamic cache read prefetch allows the controller to copy additional
sequential data blocks into the cache while it is reading data blocks from a
drive to the cache. This caching increases the chance that future requests for
data can be filled from the cache. Cache read-ahead is important for
multimedia applications that use sequential I/O. The rate and amount of data
that is prefetched into cache is self-adjusting based on the rate and request size
of the host reads. Random access does not cause data to be prefetched into
cache. This feature has no effect when read caching is disabled.

Enabled or disabled.
For a thin volume, this
is always disabled and
cannot be changed.
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Keep these guidelines in mind when you change cache settings for a volume:
•

After opening the Change Cache Settings dialog, you might see an icon shown next to the selected cache properties. This
icon indicates that the controller has temporarily suspended caching operations. This action might occur when a new battery
is charging, when a controller has been removed, or if a mismatch in cache sizes has been detected by the controller. After
the condition has cleared, the cache properties selected in the dialog become active. If the selected cache properties do not
become active, contact technical support.

•

You can change the cache memory settings for a single volume or for multiple volumes on a storage array. You can change
the cache settings for all standard volumes or all thin volumes at the same time.

•

If you select more than one volume, the cache settings default to no settings selected. The current cache settings appear only
if you select a single volume.

•

If you change the cache settings by using this option, the priority of all of the volumes that you selected is modified.

Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the volume for which you want to change the cache settings.
3. Select Storage > Volume > Change > Cache Settings .
If you selected a standard volume, all of the standard volumes on the storage array appear in the Select volumes list. If you
selected a thin volume, all of the thin volumes on the storage array appear in the Select volumes list.
4. (Optional) To modify multiple volumes, select all of the volumes in the list that you want to modify. To select all of the
available volumes, select the Select all check box.
5. To enable read caching, select the Enable read caching check box.
6. To enable write caching, select the Enable write caching check box.
7. To enable write caching without batteries, select the Enable write caching without batteries check box. This option is
available only if you enabled write caching. This option is not available for thin volumes.
Attention: Possible loss of data – Selecting the Enable write caching without batteries option lets write caching

continue even when the batteries are discharged completely or are not fully charged. Typically, write caching is turned off
temporarily by the controller until the batteries are charged. If you select this option and do not have a universal power
supply for protection, you could lose data. In addition, you could lose data if you do not have controller batteries and you
select the Enable write caching without batteries option.
Note: When the Optional controller batteries option is enabled, the Enable write caching check box does not appear.
The Enable write caching without batteries check box is still available, but it is not checked by default.
Note: Cache is automatically flushed after the Enable write caching check box is disabled.

8. To enable write cache mirroring, select the Enable write caching with mirroring check box. This option is available only if
you enabled write caching. You cannot change this option for thin volumes.
9. To enable dynamic cache read prefetch, select the Enable dynamic cache read prefetch check box. This option is not
available for thin volumes.
10. Click OK.
The Confirm Change Cache Settings dialog appears.
11. To confirm that you want to change the cache settings, click Yes.
A progress dialog appears, which indicates the number of volumes being changed. To stop any further volumes from being
changed, click Cancel.
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12. To close the progress dialog, click OK.
Related concepts

Cache memory settings on page 457
Learn about cache settings and performance on page 481
Learn about volumes on page 107
Thin volumes on page 108

Changing the segment size of a volume
About this task
Note: You can change the segment size only on a volume in a volume group. This procedure does not apply to volumes in a

disk pool.
Use the Change Segment Size option to change the segment size on a selected volume. During this operation, I/O performance
is affected, but your data remains available.
Keep these important guidelines in mind before you proceed with changing the segment size:
•

You cannot cancel this operation after it starts.

•

Do not start this operation unless the volume group is in Optimal status.

•

The storage management software determines the segment size transitions that are allowed. Segment sizes that are
inappropriate transitions from the current segment size are unavailable on the menu. Allowed transitions usually are double
or half of current segment size. For example, if the current volume segment size is 32 KB, a new volume segment size of
either 16 KB or 64 KB is allowed.

•

You can specify a 4-KB segment size for SSD-enabled volumes. Make sure you select the 4-KB segment size only for SSDenabled volumes that handle small-block I/O operations (For example, 16 KB I/O Block sizes or smaller). Performance
might be impacted if you select 4 KB as the segment size for SSD-enabled volumes that handle large block sequential
operations.

The operation to change the segment size is slower than other modification operations (for example, changing RAID levels or
adding free capacity to a volume group). This slowness is the result of how the data is reorganized and the temporary internal
backup procedures that occur during the operation.
The amount of time that a change segment size operation takes depends on these variables:
•

The I/O load from the host

•

The modification priority of the volume

•

The number of drives in the volume group

•

The number of drive channels

•

The processing power of the storage array controllers

Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the volume for which you want to change the segment size. The volume is listed under the Volume Groups node.
3. Select Storage > Volume > Change > Segment Size , and select the desired segment size.
4. Read the warning.
5. To confirm that you want to change the segment size, click Yes.
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The segment size modification operation begins. The volume icon in the Logical pane shows an Operation in Progress status
while the operation is taking place. To view the progress of the modification operation, select a volume in the volume group,
and look at the progress bar at the bottom of the Properties pane on the right. If you want this operation to complete faster,
you can change the modification priority, although this might decrease system I/O performance. To change the modification
priority, select a volume in the volume group, and select Storage > Volume > Change > Modification Priority .
Related concepts

Segment size and performance on page 482
Volume modification priority and performance on page 484
Learn about volumes on page 107

Changing the media scan settings
About this task

Use the Change Media Scan Settings option to set the media scan settings for a single volume or for multiple volumes on a
storage array.
Steps

1. Select the Storage & Copy Services tab.
2. Select any volume.
3. Select Storage > Volume > Change > Media Scan Settings.
4. Perform one of these actions depending on whether you want to enable or suspend media scans:
•

Enable media scans – Go to step 5 on page 123.

•

Suspend media scans – Go to step 6 on page 123.

5. To enable media scans, perform these steps:
a. Deselect the Suspend media scan check box.
b. To specify the duration (in days) of the media scan, enter or select a number in the Scan duration box.
The media scan duration specifies the number of days over which the media scan should run on the eligible volumes.
Note: The controller uses the duration period, with its knowledge of which volumes must be scanned, to determine a
constant rate at which to perform media scan activities. This rate is maintained regardless of host I/O activity.

c. To enable media scans on all volumes, click Select All, select the Scan selected volumes check box, select either the
With redundancy check radio button or the Without redundancy check radio button, and click OK.
Note: It is recommended that redundancy check be enabled if media scan is enabled.

d. To enable media scans on an individual volume, select the volume in the Select volumes to scan table in the center of the
dialog, select the Scan selected volumes check box, select either the With redundancy check radio button or the
Without redundancy check radio button, and click OK.
e. If there are individual volumes for which you do not want to perform a media scan, select the volume in the Select
volumes to scan table in the center of the dialog, deselect the Scan selected volumes check box, and click OK.
6. To suspend media scans, perform these steps:
a. Select the Suspend media scan check box.
b. Click OK.
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Related concepts

Learn about the background media scan process on page 458

Changing the I/O type
About this task

You can specify the volume I/O characteristics for the volumes that you are defining as part of the storage array configuration.
The expected I/O characteristics of the volume will be used by the controller firmware to indicate an applicable default volume
segment size and dynamic cache read prefetch setting.
Note: This procedure does not apply to disk pool volumes.
Note: The dynamic cache read prefetch setting can be changed later by selecting Storage > Volume > Change > Cache

Settings .
Steps

1. Select from these volume I/O characteristic types, based on your application needs:
•

File system (typical)

•

Database

•

Multimedia

•

Custom

The corresponding dynamic cache read prefetch setting and segment size values that are typically well suited for the selected
volume I/O characteristic type are populated in the Dynamic cache read prefetch and Segment size fields.
If you selected the Custom option, select your preferred dynamic cache read prefetch setting (enabled/disabled) and segment
size (4KB to 512KB).
Note: The 4 KB segment size is available only for SSD-enabled volumes. Make sure you select the 4-KB segment size
only for SSD-enabled volumes that handle small-block I/O operations (For example, 16 KB I/O Block sizes or smaller).
Performance might be impacted if you select 4 KB as the segment size for SSD-enabled volumes that handle large block
sequential operations.

2. Click OK.
Related concepts

Using the Automatic Configuration Wizard on page 17

Changing the repository settings of a thin volume
About this task

This topic applies only to thin volumes. You can create thin volumes only from disk pools, not from volume groups.
The repository settings that you can change with this menu option are summarized in the following table.
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Repository setting

Description

Possible settings

Repository
expansion policy

When the consumed capacity gets close to the physical capacity, you can
expand the physical capacity. You can automatically expand the physical
capacity or you can do it manually.

Automatic or manual

Maximum
expansion capacity

Allows you to limit the volume’s automatic growth below the virtual capacity.
Available only if the repository expansion policy is set to automatic.

Capacity

Storage arrays

Repository setting

Description

Possible settings

Warning threshold

The level at which the storage management software sends an alert notification
that the physical capacity is nearing full.

Percentage of
maximum expansion
capacity

Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the thin volume for which you want to change the repository settings. Thin volumes are listed under the Disk Pools
node.
3. Select Storage > Volume > Change > Repository Settings .
4. To change the repository expansion policy, select either Automatic or Manual.
5. If you selected Automatic, you also can set a maximum expansion capacity. Use the Maximum expansion capacity box to
indicate the capacity and the Units list to indicate the specific capacity units to use (MB, GB, TB). The value for the
maximum expansion capacity must be a multiple of 4 GB.
Note: Regardless of the capacity specified, capacity in a disk pool is allocated in 4-GB increments. Any capacity that is
not a multiple of 4 GB is allocated but not usable. To make sure that the entire capacity is usable, specify the capacity in
4-GB increments. If unusable capacity exists, the only way to regain it is to increase the capacity of the volume.

6. To change the warning threshold, in the Send alert when repository utilization reaches field, enter a percentage.
7. Click OK.
Related concepts

Thin volumes on page 108
What is the difference between the physical capacity and the virtual capacity of a thin volume? on page 118

Viewing and saving the repository expansion history of a thin volume
About this task

This topic applies only to thin volumes. You can create thin volumes only from disk pools, not from volume groups.
The controller maintains a history of the 16 most recent expansion operations for each thin volume on the storage array. The
following information is tracked for each operation:
•

Whether the expansion was an automatic or manual operation

•

Whether the expansion was a thin volume reclamation (the system reclaimed blocks of a thin-provisioned volume on the
storage array through a host-issued SCSI UNMAP command)

•

The date and time the expansion occurred

•

The before and after capacity of the repository

Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the thin volume for which you want to view the repository expansion history. Thin volumes are listed under the Disk
Pools node.
3. Select Storage > Volume > Advanced > View Repository Expansion History .
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The Expansion history list lists the last 16 expansion operations that were performed on the repository.
4. Do you want to save the repository expansion history list?
•

Yes – Go to step 5 on page 126.

•

No – Click Close. You are done with this procedure.

5. To save the repository expansion history, perform these steps:
a. Click Save As.
b. Type a name for the file. The default extension is .txt .
c. Click Save.
Related concepts

Thin volumes on page 108
What is the difference between the physical capacity and the virtual capacity of a thin volume? on page 118

Learn about increasing the capacity of a volume
Use the Increase Capacity option to increase the storage capacity of an existing volume or the virtual capacity of a thin volume.
You can increase storage capacity by performing one of these tasks:
•

Use the free capacity that is available in the volume group or the disk pool.

•

Add unconfigured capacity (in the form of unused drives) to the volume group of the volume. Use this option when no free
capacity exists on the volume group. (Applies only to volumes in volume groups.)

Restrictions
You cannot increase the storage capacity of a volume if one of these conditions exists:
•

The volume does not have an Optimal status.

•

Any volume in the volume group or disk pool is in any state of modification.

•

The controller that owns this volume is in the process of adding capacity to another volume (each controller can add capacity
to only one volume at a time).

•

No free capacity exists in the disk pool. (Applies only to volumes in disk pools.)

•

No free capacity exists in the volume group and no unconfigured capacity (in the form of drives) is available to add to the
volume group. (Applies only to volumes in volume groups.)

•

One or more hot spare drives are in use in the volume. (Applies only to volumes in volume groups.)

Operating system restrictions
For example, you have created a volume with a capacity of 10 GB. Now, you realize that the capacity of the volume must be
increased to 15 GB. The operating system does not yet recognize the volume because a mapping has not been defined, and the
hot_add utility (or similar utility) has not been run. At this point, you can still increase the capacity of the volume.
After the volume has been recognized by the operating system, the restrictions specific to the operating system apply.
Attention: Possible loss of capacity – Increasing the capacity of a volume is supported only on certain operating systems. If

you increase the volume capacity on a host operating system that is unsupported, the expanded capacity will be unusable, and
you cannot restore the original volume capacity.
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Keep these important guidelines in mind when you increase the capacity of a volume:
•

You can add a maximum of two drives at one time to increase the capacity of a volume (only applies to volumes in volume
groups).

•

If the capacity of a primary volume or a secondary volume that is participating in a remote mirror is increased, the usable
capacity for the remote mirror is the minimum of the actual capacities of the primary volume and the secondary volume.

Operations in progress
When you are increasing the capacity of a volume, you can view the progress of the operation by doing one of the following
actions:
•

On the Storage & Copy Services tab, highlight the volume. The properties of the volume appear in the Properties pane on
the right side of the window. A progress bar at the bottom of the pane shows the progress with the capacity increase.

•

Select Monitor > Reports > Operations In Progress .

Related tasks

Adding free capacity to a volume group on page 98
Increasing the capacity of a volume in a volume group on page 127
Viewing the volume group properties on page 103

Increasing the capacity of a volume in a volume group
About this task
Note: You can create a volume from either a volume group or a disk pool. This procedure applies only to volumes created

from volume groups.
Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the volume for which you want to increase the capacity.
3. Select Storage > Volume > Increase Capacity.
A warning appears.
Attention: Possible loss of capacity – Increasing the capacity of a volume is supported only on certain operating systems.

If you increase the volume capacity on a host operating system that is unsupported, the expanded capacity is unusable, and
you cannot restore the original volume capacity.
4. Read the warning.
5. To confirm that you want to increase the capacity of the volume, click OK.
The Increase Volume Capacity dialog appears.
6. Does free capacity exist in the volume group?
•

Yes – Go to step 12 on page 128.

•

No – Go to step 7 on page 127.

7. Does unconfigured capacity (unassigned drives) exist in the volume group?
•

Yes – If this is the case, the Add Drives button is enabled. Go to step 9 on page 128.

•

No – If this is the case, the Add Drives button is disabled. Go to step 8 on page 128.
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8. You must add drives to create free capacity on the volume group of the volume. Install another drive tray, if necessary, and
additional drives. Use the information in the initial setup guides for your controller tray and your drive tray. When you are
finished, go to the next step.
Note: Drives that you add must be of the same media type and interface type as the drives that already make up the

volume group of the volume.
9. Click Add Drives.
The Add Drives dialog opens. Based on the RAID level and tray loss protection of the current volume group, a list of
unassigned drives appears.
Note: If the RAID level of the volume group is RAID Level 3, RAID Level 5, or RAID Level 6, and the drive tray has tray
loss protection, the Display only drives that will ensure tray loss protection option is selected by default.

10. Select either a single drive to add or two drives to add.
Note: You cannot mix different media types or interface types within a single volume group or volume.

11. Click Add.
The Add Drives dialog closes.
12. Use the Increase capacity by box to adjust the capacity and the Units box to select either MB, GB, or TB. When you define
the capacity requirements for a new volume, keep in mind any future requirements that you might have for volumes in this
volume group. Make sure that you allow enough free capacity to create snapshot images, snapshot volumes, or remote
mirrors.
13. Click OK.
You can view the progress of the operation by doing one of the following actions:
•

On the Storage & Copy Services tab, highlight the volume. The properties of the volume appear in the Properties pane
on the right side of the window. A progress bar at the bottom of the pane shows the progress with the capacity increase.

•

Select Monitor > Reports > Operations In Progress .

The Storage & Copy Services tab is updated. The volume that is having its capacity increased shows a status of Operation
in Progress. In addition, the volume shows its original capacity and the total capacity being added. The Free Capacity node
involved in the increase shows a reduction in capacity.
If all of the free capacity is used to increase the size of the volume, the Free Capacity node involved is removed from the
Storage & Copy Services tab. If a Free Capacity node did not exist prior to the addition of capacity, a new Free Capacity
node is created and appears on the Storage & Copy Services tab.
Unassigned drives (unconfigured capacity) that are added change on the Hardware tab to assigned drives and become
associated to the volume group of the volume.
Related concepts

What is tray loss protection? on page 162
Learn about increasing the capacity of a volume on page 126

Increasing the capacity of a volume in a disk pool
About this task
Note: You can create a volume from either a volume group or a disk pool. This procedure applies only to volumes created
from disk pools.

You can use this procedure to do either of the following actions:
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•

Increase the capacity of a standard volume.

•

Increase the virtual capacity (the capacity reported to hosts) of a thin volume. To increase the physical capacity of a thin
volume instead, use the command Storage > Volume > Increase Repository Capacity.

Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the volume for which you want to increase capacity.
3. Select Storage > Volume > Increase Capacity .
If free capacity is not available in the disk pool, you cannot increase the capacity of the volume. You must increase the size
of the disk pool first or delete unused volumes. You must add drives to the disk pool first as a separate procedure using the
command Storage > Disk Pool > Add Drives (Capacity).
For a thin volume, if the maximum virtual capacity of 63 TB has been reached, you cannot increase the capacity.
A warning appears.
Attention: Possible loss of capacity – Increasing the capacity of a volume is supported only on certain operating systems.

If you increase the volume capacity on a host operating system that is unsupported, the expanded capacity is unusable, and
you cannot restore the original volume capacity.
4. Read the warning.
5. To confirm that you want to increase the volume’s capacity, click OK.
The Increase Volume Capacity dialog appears.
6. Use the Increase capacity by box to adjust the capacity and the Units box to select either MB, GB, or TB. If you are
increasing the capacity of a thin volume, the box is labeled Increase virtual capacity by. Keep in mind that storage capacity
is also required for copy services (snapshot images, snapshot volumes, volume copies, and remote mirrors), so do not
allocate all of the capacity to standard volumes.
Note: Regardless of the capacity specified, capacity in a disk pool is allocated in 4-GB increments. Any capacity that is
not a multiple of 4 GB is allocated but not usable. To make sure that the entire capacity is usable, specify the capacity in
4-GB increments. If unusable capacity exists, the only way to regain it is to increase the capacity of the volume.

7. Click OK.
For a standard volume, you can view the progress of the operation by doing one of the following actions:
•

On the Storage & Copy Services tab, highlight the volume. The properties of the volume appear in the Properties pane
on the right side of the window. A progress bar at the bottom of the pane shows the progress with the capacity increase.

•

Select Monitor > Reports > Operations In Progress.

The Storage & Copy Services tab is updated. The volume that is having its capacity increased shows a status of Operation
in Progress. In addition, the volume shows its original capacity and the total capacity being added. The Free Capacity node
involved in the increase shows a reduction in capacity.
If all of the free capacity is used to increase the size of the volume, the Free Capacity node involved is removed from the
Storage & Copy Services tab.
Related concepts

Learn about increasing the capacity of a volume on page 126
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Increasing the physical capacity of a thin volume
About this task

Use this procedure to increase the physical capacity of a thin volume. Physical capacity is the amount of physical disk space that
is currently allocated for writing data.
Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the volume for which you want to increase capacity.
3. Select Storage > Volume > Increase Repository Capacity.
If free capacity is not available in the disk pool, you cannot increase the capacity of the volume. You must increase the size
of the disk pool first or delete unused volumes. You must add drives to the disk pool first as a separate procedure by selecting
Storage > Disk Pool > Add Drives (Capacity).
If the maximum physical capacity of 256 TB has been reached or the expansion policy is set to automatic, you cannot
increase the capacity.
The Increase Repository Capacity dialog appears.
4. Use the Increase capacity by box to adjust the capacity and the Units box to select either MB, GB, or TB. Keep in mind
that storage capacity is also required for copy services (snapshot images, snapshot volumes, volume copies, and remote
mirrors), so do not allocate all of the capacity to standard volumes if you plan to use copy services.
Note: Regardless of the capacity specified, capacity in a disk pool is allocated in 4-GB increments. Any capacity that is

not a multiple of 4 GB is allocated but not usable. To make sure that the entire capacity is usable, specify the capacity in
4-GB increments. If unusable capacity exists, the only way to regain it is to increase the capacity of the volume.
5. Click OK.
You can view the progress of the operation by doing one of the following actions:
•

On the Storage & Copy Services tab, highlight the volume. The properties of the volume appear in the Properties pane
on the right side of the window. A progress bar at the bottom of the pane shows the progress with the capacity increase.

•

Select Monitor > Reports > Operations In Progress.

The Storage & Copy Services tab is updated. If all of the free capacity is used to increase the size of the volume, the Free
Capacity node involved is removed from the Storage & Copy Services tab.
Related concepts

Thin volumes on page 108
What is the difference between the physical capacity and the virtual capacity of a thin volume? on page 118

Increase volume capacity: Additional instructions
Attention: Possible loss of volume capacity – Increasing the capacity of a standard volume is not supported on the HP-UX

operating system. If the capacity of a standard volume is increased on a host type that is not supported, the expanded capacity
is not usable, and the original volume capacity cannot be restored.
Increasing the capacity of a standard volume might be achieved with several third-party tools to resize drive storage partitions.
For more information on storage partition resizing, refer to the user documentation for your specific application.
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Increase volume capacity: Additional instructions for Linux ReiserFS file systems
About this task

Use this procedure to make sure that an increase in volume capacity for a standard volume is recognized by a host running the
Linux Red Hat 6.2 or 7.1 operating system, using ReiserFS file systems.
If an increase in capacity for a standard volume is performed, the host does not immediately recognize the increase in volume
capacity. Using the ReiserFS Resizer, the size of a file system might be increased (if free space is available on the storage array),
and the increased capacity is successfully recognized by the Linux host.
Steps

1. Start the storage management software.
2. Use one of these three methods to perform a volume expansion operation:
•

Method 1 – Launch the Array Management Window by double-clicking on a storage array node in the Table view.
Within the Logical pane of the Array Management Window, select a standard volume and increase its capacity by
selecting Storage > Volume > Increase Capacity . Follow the prompts on the dialogs to complete the volume
expansion.

•

Method 2 – From the Enterprise Management Window, select the storage array that contains the volume that you want to
expand, and select Tools > Execute Script . Go to step 3 on page 131.

•

Method 3 – Go to step 6 on page 131.

3. In the Script View with the appropriate syntax, type this command:
start increaseVolumeCapacity volume=<"volumeLabel"> incrementalCapacity=<capacity>
drives=<(drive list)>;

For more information about the syntax and required parameters for the start increaseVolumeCapacity command,
refer to the Using the start command online help topic in the Enterprise Management Window.
4. Execute the script by selecting either Tools > Verify and Execute or Tools > Execute Only in the Script Editor dialog.
5. Go to step 7 on page 131.
6. Go to the command line shell of your operating system. At the command prompt, type this command, and press Enter:
SMcli arrayname -c "start increaseVolumeCapacity volume=<"volumeLabel">
incrementalCapacity=<capacity> drives=<(drive list)>;",

For more information about the syntax and required parameters for SMcli, refer to the How to Use the Command Line
Interface online help topic in the Enterprise Management Window. For more information about the syntax and required
parameters for the start increaseVolumeCapacity command, refer to the Using the start Command online help topic
in the Enterprise Management Window.
7. Launch a terminal window. At the host prompt, type this command, and press Enter:
df

A list of all of the mounted storage partition recognized by the host appears. Information about the mounted storage
partitions, including the available space, used space, and the directory to which the storage array is mounted also appears.
8. Locate the storage array being resized in the list, and make sure that enough free space exists for an increase in capacity.
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9. Specify the new ReiserFS file system size. At the host prompt, type this command, and press Enter:
resize_reiserfs -s + [size] [K|M|G] -f /dev/sdxx

In this command, -s + [size] [K|M|G] specifies the new ReiserFS file system size, in bytes, -f forces an increase in
file system size without performing any checks, and /dev/sdxx is the storage array being resized.
For example, an increase in the size of the storage array "SDF1" of 500 MB is required. After locating the storage array and
ensuring that enough free space is available for an increase to occur, enter this command at the host prompt:
resize_reiserfs -s + 500M -f /dev/sdf1

10. Locate the storage array, and make sure that the increase in capacity was successful. At the host prompt, type this command,
and press Enter:
df <mount-point>

11. Exit all applications, and reboot the host type.
12. Launch a terminal window. At the host prompt, type this command, and press Enter:
df

A list of all the mounted storage partitions recognized by the host appears. Make sure that the file system was successfully
resized.
Increase volume capacity: Additional instructions for Linux ext2 and ext3 file systems
About this task

Use this procedure to make sure that an increase in volume capacity for a standard volume is recognized by a host running the
Linux Red Hat Advanced Server 2.1 operating system, the Red Hat Professional 8.0 operating system, the SUSE SLE 8.0
operating system, or the SUSE Professional 8.1 operating system, using ext2 or ext3 file systems.
If an increase in capacity for a standard volume is performed, the host does not immediately recognize the increase in volume
capacity. Using the ext2resize tool to perform the actual increase, either you must reload the storage array driver or you must
remove or add a SCSI-level scan to make sure that the increase is recognized.
Steps

1. Start the storage management software.
2. Perform a volume expansion operation by using one of these three methods:
•

Method 1 – Launch the Array Management Window by double-clicking a storage array node in the Table view. In the
Logical pane, select a standard volume, and increase its capacity by selecting Storage > Volume > Increase Capacity .
Follow the prompts on the dialogs to complete the volume expansion.

•

Method 2 – From the Enterprise Management Window, select the storage array that contains the volume you want to
expand. Select Tools > Execute Script . Go to step 3 on page 132.

•

Method 3 – Go to the command line shell of your operating system. Go to step 6 on page 133.

3. In the Script View, type this command with the appropriate syntax, as follows:
start increaseVolumeCapacity volume =<"volumeLabel"> incrementalCapacity=<capacity>
drives=<(drive list)>;
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For more information about the syntax and required parameters for the start increaseVolumeCapacity command,
refer to the online help topics in the Enterprise Management Window.
4. Run the script by selecting either Tools > Verify and Execute or Tools > Execute Only in the Script Editor dialog.
5. Go to step 7 on page 133.
6. At the command prompt, type this command, and press Enter:
SMcli arrayname -c "start increaseVolumeCapacity volume =<"volumeLabel">
incrementalCapacity=<capacity> drives=<(drive list)>;",

For more information about the syntax and required parameters for SMcli, refer to the How to Use the Command Line
Interface online help topic in the Enterprise Management Window. For more information about the syntax and required
parameters for the start increaseVolumeCapacity command, refer to the online help topics in the Enterprise
Management Window.
7. Launch a terminal window. At the host prompt, type this command, and press Enter:
df

A list of all mounted storage partitions recognized by the host appears, including the available space, used space, and the
directory to which the volume is mounted.
8. Locate the storage array being resized in the list, and make sure that enough free space exists for an increase in capacity.
9. Determine the file system used on the expanded volume. At the host prompt, type this command, and press Enter:
[root@<directoryname> root] # mount

A list of each storage partition and its respective file system type appears.
10. Unmount the volume from its host. At the host prompt, type this command, and press Enter:
unmount /dev/sXY

In this command, X is the drive, and Y is the storage partition number of the volume that you are resizing.
Attention: Unmount all volumes that are recognized by the driver before you unload the driver.

11. Unload the driver from the host. At the host prompt, type this command, and press Enter:
modprobe -r qla2x00

If you are using a driver other than qla2x00, substitute its name instead.
Note: If this command does not work, reboot the host to unmount the driver.

12. Reload the driver on the host. At the host prompt, type this command, and press Enter:
modprobe qla2x00
Note: If you are using a driver other than qla2x00, substitute its name instead.

13. Resize the file system, by using the appropriate resizing tool supported by the file system:
•

Resize an ext2 file system – Go to step 14 on page 134.
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•

Resize an ext3 file system – Go to step 15 on page 134.

14. To resize an ext2 file system, perform these steps:
a. Start the ext2resize tool.
b. At the host prompt, type this command, and press Enter:
resize2fs /dev/sdxx

In this command, /dev/sdxx is the storage array being resized.
If the file system was successfully resized, a confirmation message appears.
c. Go to step 16 on page 134.
15. To resize an ext3 file system, perform these steps:
Note: You cannot resize an ext3 file system unless it is first converted to an ext2 file system, resized using the ext2resize
tool, and converted back to an ext3 file system.

a. Start the ext2resize tool.
b. At the host prompt, type this command, and press Enter:
#tune2fs -o^has_journal /dev/sdXY

In this command, X is the drive, and Y is the storage partition number.
c. Check the file system for errors. At the host prompt, type this command, and press Enter:
#e2fsck -f /dev/sdXY

In this command, X is the drive, and Y is the storage partition number.
d. Resize the file system. At the host prompt, type this command, and press Enter:
#resize2fs -p /dev/sdxx

In this command, /dev/sdxx is the storage array being resized.
e. Re-create the journal. At the host prompt, type this command, and press Enter:
#tune2fx -j /dev/sdXY

In this command, X is the drive, and Y is the storage partition number.
f. Go to step 16 on page 134.
16. Remount the storage array to the host. At the host prompt, type this command, and press Enter:
mount /dev/sdxx

In this command, /dev/sdxx is the storage array being remounted.
17. Exit all applications, and reboot the host type.
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18. Launch a terminal window. At the host prompt, type this command, and press Enter:
df

A list of all the mounted storage partitions recognized by the host appears. Make sure that the file system was successfully
resized.
Increase volume capacity: Additional instructions for Windows OS Dynamic Disks
About this task

Use this procedure to make sure that an increase in the volume capacity of a standard volume is recognized by a host running
the Windows operating system (OS).
If an increase in capacity for a standard volume is performed, the host does not immediately recognize the increase in volume
capacity.
Note: An increase in volume capacity is supported on the Windows OS only when the volume is recognized by the host
operating system as a dynamic disk. Refer to your operating system user documentation for more information about dynamic
disks.
Note: An increase in volume capacity is supported on the Windows OS only when you use the NTFS file system on the
volume. The storage management software does not support an increase in volume capacity when you use the FAT file system
or the FAT32 file system. An increase in volume capacity is supported on the Windows OS only when you use the Master
Boot Record (MBR) drive partition format.
Steps

1. To open Disk Management, select Start > Settings > Control Panel , double-click Administrative Tools, and double-click
Computer Management. In the console tree under Storage, select Disk Management.
2. Make sure that the drive representing the volume having its capacity increased is recognized by Disk Management as being a
dynamic disk.
3. Start the storage management software.
The Enterprise Management Window appears.
4. Use one of these methods to perform a volume expansion operation.
•

Use the Array Management Window (AMW) – Go to step 5 on page 135.

•

Use the Enterprise Management Window (EMW) – Go to step 6 on page 135.

•

Use the command-line shell of your operating system – Go to step 7 on page 136.

5. To perform a volume expansion operation by using the Array Management Window (AMW), perform these steps:
a. Launch the Array Management Window (AMW) by selecting the storage array in either the Tree view or the Table view
and selecting Tools > Manage Storage Array .
The AMW opens in a separate window.
b. In the Logical pane, select a standard volume, and increase its capacity by selecting Storage > Volume > Increase
Capacity .
c. Follow the prompts on the dialogs to complete the volume expansion.
d. Go to step 8 on page 136.
6. To perform a volume expansion operation by using the Enterprise Management Window (EMW), perform these steps:
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a. From the Enterprise Management Window (EMW), select the storage array that contains the volume you want to expand,
and select Tools > Execute Script .
b. In the Script View, type the start increaseVolumeCapacity command with the appropriate syntax:
start increaseVolumeCapacity volume=<"volumeLabel"> incrementalCapacity=<capacity>
drives=<(drive list)>;

For more information about the syntax and required parameters for the start increaseVolumeCapacity command,
refer to the online help topics in the Enterprise Management Window.
c. In the Script Editor dialog, select either Tools > Verify and Execute or Tools > Execute Only .
d. Go to step 8 on page 136.
7. To perform a volume expansion operation by using the command-line shell of your operating system, perform these steps:
a. Go to the command-line shell of your operating system.
b. At the command prompt, type this command, and press Enter:
SMcli arrayname -c "start increaseVolumeCapacity volume=<"volumeLabel">
incrementalCapacity=<capacity> drives=<(drive list)>;"

For more information about the syntax and required parameters for SMcli, and the syntax and required parameters for the
start increaseVolumeCapacity command, refer to the online help topics in the Enterprise Management Window.
c. Go to step 8 on page 136.
8. Return to Disk Management, and perform a manual storage array scan by selecting Action > Rescan Disks .
A scan of all of the attached drives is performed, and any drive configuration changes are recognized. Information about
removable media, CD-ROM drives, basic volumes, file systems, and drive letters is also updated.
9. Extend the volume representing the volume in Disk Management by selecting the volume to extend, and selecting Action >
All Tasks > Extend Volume . Follow the instructions that appear.
The volume is extended, with an increased capacity.

Disabling Data Assurance
About this task

When you select a Data Assurance (DA) -enabled volume in the Array Management Window, the Disable Data Assurance
(DA) item is enabled in the Volumes menu. Use this option to permanently disable DA on the selected volume.
Steps

1. From the Array Management Window, select Storage > Volume > Advanced > Disable Data Assurance (DA).
2. In the Volumes with Data Assurance (DA) enabled list box, select the volumes for which you will permanently disable the
DA feature.
The volume you selected in the Array Management Window is selected by default. You cannot select volume groups in this
list, only individual volumes.
3. Click Disable.
The Confirm Disable Data Assurance dialog appears.
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4. In the Type "yes" to confirm that you want to perform this operation text field, type yes.
5. Click OK.
Related concepts

Learn about Data Assurance on page 486

Deleting volumes
Deleting volumes
About this task
Attention: Risk of data loss – Deleting volumes causes loss of all data on those volumes. Before performing this operation,
back up data on the volumes, stop all input/output (I/O) to the volumes that you plan to delete, and unmount any file systems
on the volumes.

Use the Delete option to delete volumes that have these conditions:
•

The volumes were created with the wrong parameters or capacity.

•

The volumes no longer meet storage configuration needs.

•

The volumes are snapshot images that are no longer needed for backup or software application testing.

Using this option results in an increase of free capacity in the volume group or disk pool.
If you are working with Synchronous Mirroring, keep these guidelines in mind when you delete volumes:
•

Deleting a volume that is participating in a Synchronous Mirroring relationship removes the mirror relationship on both the
local storage array and the remote storage array.

•

Deleting a volume does not delete the remote volume that was participating in the remote mirror. The data on that remote
volume remains intact.

•

Sometimes the remote mirror definition is successfully removed from the local storage array, but a communication error
prevents the definition from being removed from the remote storage array. In this case, open the Array Management Window
for the remote storage array. Select the volume that was participating in the mirror relationship, and select Copy Services >
Mirroring > Synchronous Mirroring > Remove Mirror Relationship.

If you are working with volume copies, keep these guidelines in mind when you delete volumes:
•

Deleting a source volume or a target volume removes all volume copy-related information associated with the volume copy
but does not delete its associated volume. For example, if you delete the source volume, the data on the target volume
remains intact.

If you are working with thin volumes, keep these guidelines in mind when you delete volumes:
•

You can either keep or delete the repository of the thin volume for use in a different thin volume, snapshot group, or
snapshot volume at some other time. By reusing an existing repository instead of creating a new one, you save the time it
takes to initialize the repository.

•

Deleting a thin volume that has mappings causes those mappings to be deleted also.

You cannot delete a volume that has one of these conditions:
•

The volume is initializing.

•

The volume is reconstructing.
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•

The volume is part of a volume group that contains a drive that is undergoing a copyback operation.

•

The volume is undergoing a modification operation, such as a change of segment size, unless the volume is now in Failed
status.

•

The volume is a mirror repository volume. Select Copy Services > Mirroring > Deactivate to deactivate the Synchronous
Mirroring feature and automatically remove the two mirror repository volumes on the storage array.

•

The volume is holding any type of persistent reservation.

•

The volume is a source volume or a target volume in a volume copy that has a status of Pending, In Progress, or Failed.

Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the volume that you want to delete.
3. Select Storage > Volume > Delete.
The Delete Volumes dialog appears. If you selected a standard volume, all of the standard volumes on the storage array and
all repository volumes that are no longer associated with their parent element appear in the list. If you selected a thin
volume, only thin volumes on the storage array appear in the list.
Note: To see a list of all the repositories on the storage array and their associated element, select the Storage & Copy
Services tab, select the All Logical Objects node, and select Repositories from the Object Type list.

4. (Optional) To delete multiple volumes, select all of the volumes in the list that you want to delete. If a volume does not
appear in the list, it cannot be deleted.
5. Are you deleting a thin volume?
•

Yes – Go to step 6 on page 138.

•

No – Go to step 7 on page 138.

6. Choose one of these actions depending on whether you want to keep or delete the repository associated with the thin volume.
By keeping the repository to reuse later, you can save initialization time.
•

Keep the repository – Select the Retain thin volume repositories check box.

•

Delete the repository – Make sure that the Retain thin volume repositories check box is not selected.

7. Click Delete.
The Confirm Delete Volumes dialog appears.
8. Read the warning.
9. To confirm that you want to delete the volume, in the text box, type yes , and then click OK.
The Delete Volume - Progress dialog appears while all of the volumes are being deleted. If the volume that you are deleting
is in a volume group, the size of the Free Capacity node is increased if the deleted volume was adjacent to a Free Capacity
node in the volume group; otherwise, a new Free Capacity node is created. If the volume that you are deleting is in a disk
pool, the size of the Free Capacity node is increased.
10. Click OK.
11. If you see system error messages relating to any deleted volumes, reconfigure or reboot your host system. This action
permanently removes any system information about the volumes.
Related concepts

Learn about missing volumes on page 474
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Why can I not delete a volume? on page 140
Learn about volumes on page 107
Thin volumes on page 108

Recovering from a volume deletion failure
The Delete Volume dialog or the Delete Volume Group - Progress dialog shows a list of failures if selected volumes or volume
groups cannot be deleted. This table shows how to recover from various failures.
Cause of Failure

Recovery Procedure

Reserved

Release the volume on the host type.

Read-only enabled

Disable the read-only status on the volume by selecting Change > Target Volume
Permissions > Disable Read-Only from the Copy Manager.

Reconfiguring

Wait until any reconfigure operations are complete before you try to delete the volume group.

Reconstructing drives

Wait until any reconstruction is complete before you try to delete the volume group.

In active copy operation

Wait until any volume copies are complete before you try to delete the volume group.

Offline

Place the volume online by selecting Storage > Volume > Advanced > Place Volumes
Online .

Mirror repository

Deactivate the Synchronous Mirroring feature by selecting Copy Services > Mirroring >
Activate before you try to delete volume groups.

Related tasks

Deleting volumes on page 137

Deleting a missing volume
About this task

Use the Delete Volume option to delete a missing volume. Make sure that the missing volume is no longer required before you
attempt to delete it, because this action permanently removes it from the configuration.
Attention: Risk of data loss – Deleting a missing volume is a permanent action. Any associated snapshot volumes, snapshot

repository volumes, or mappings are also deleted.
Attention: Deleting a missing volume removes it permanently from the configuration. Make sure that you want to delete the

missing volume permanently before continuing.
Steps

1. Perform one of these steps, depending on the view that you want to use to delete the missing volumes:
•

Delete missing volumes in the Logical pane – Go to step 2 on page 139.

•

Delete missing volumes in the Host Mappings tab – Go to step 4 on page 140.

2. In the Logical pane, select a missing volume, and select Storage > Volume > Delete.
3. In the text box, type yes, and click OK.
The missing volume is deleted permanently from the configuration.
If this was the last missing volume under the Missing Volumes group, the Missing Volumes group is removed, too. To
complete this procedure, go to step 6 on page 140.
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4. In the Defined Mappings pane, highlight the defined mapping to the missing volume, and select Host Mappings > LUN
Mapping > Remove.
Attention: If the selected mapping is associated with a host group and one or more of its hosts has specific mappings, the

host group does not move back under the Default Group. However, unless specific mappings are defined for the host
group or its hosts, other hosts in the storage array do not have access to any volumes.
5. To remove the mapping, click Yes.
The defined mapping to the missing volume is removed and does not associate with its respective host group or host. If the
missing volume has no other associations, such as a snapshot volume or a snapshot repository volume, the missing volume is
removed from the storage array.
6. If you see system error messages relating to the deleted volume, reconfigure or reboot the host system to permanently
remove any system information about the volume.
Related concepts

Learn about missing volumes on page 474
Why can I not delete a volume? on page 140

Why can I not delete a volume?
You cannot delete a volume in these situations:
•

The volume is initializing.

•

The volume is undergoing reconstruction.

•

The volume is part of a volume group that contains a drive that is undergoing a copyback operation.

•

The volume is undergoing a modification operation, such as a change of segment size, unless the volume has a status of
Failed.

•

The volume is holding any type of persistent reservation.

•

The volume is a source volume or target volume in a volume copy that has a status of Pending, In Progress, or Failed.

Related tasks

Deleting volumes on page 137
Deleting volumes on page 137
Deleting a missing volume on page 139
Deleting a missing volume on page 139

Maximum capacity of a volume
You cannot create a volume with a capacity equal to the entire free capacity remaining in the volume group. When you create a
volume, some additional capacity is pre-allocated for Dynamic Segment Size (DSS) migration. DSS migration is a feature of the
software that allows you to change the segment size of a volume.
Related tasks

Creating a volume from a volume group on page 110
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Renaming a volume
About this task

Use the Rename option to change the name of a volume when the current name is no longer meaningful or applicable.
Keep these guidelines in mind when you name a volume:
•

A storage array name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If
you choose any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.
Note: If you try to rename a volume with a name that is already in use by another volume in the storage array, an error
message appears, and you are prompted to choose another name for the volume.

Steps

1. In the Logical pane, select the volume, and select Storage > Volume > Rename.
2. Enter the new name.
3. Click OK.

Viewing standard volume properties
About this task

You can view information about a standard volume including its name, status, capacity, security settings, cache settings,
associated volume group or disk pool, and associated drives.
This topic describes these items:
•

Viewing standard volume properties

•

Viewing the progress of a modification operation

•

Viewing mirror properties

•

Viewing synchronization progress

•

Viewing volume copy properties

•

Viewing a volume copy in progress

Steps

1. Perform one of these actions based on whether you want to view the properties of one volume or all volumes:
•

If you want to view the properties of one volume – Go to step 2 on page 141.

•

If you want to view the properties of all volumes – Go to step 3 on page 142.

2. To view the properties of one volume, perform these steps:
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a. Select the Storage & Copy Services tab.
b. Select a standard volume.
The standard volume properties appear in the Properties pane on the right. If a modification operation is in progress, a
progress bar appears at the bottom of the Properties pane. You are finished with this procedure.
3. To view the properties of all volumes, perform these steps:
a. Select Monitor > Reports > Storage Array Profile to open the storage array profile.
b. Select the Storage tab.
c. Select the Volumes tab.
Details about the volume appear in the text area. You are finished with this procedure.
Result

Viewing the progress of a modification operation
Note: The storage management software cannot obtain progress information from storage array controllers if the network
management connection to the controllers is Unresponsive or if the storage array is partially managed. For more information
about a partially managed storage array or an unresponsive controller or storage array condition, refer to the online help
topics in the Enterprise Management Window.

The progress bar at the bottom of the Properties pane shows the progress of these operations:
•

Copyback

•

Reconstruction

•

Initialization – This operation shows "Unknown (contacting storage array)" for the status

•

Change RAID level

•

Add capacity

•

Dynamic Volume Expansion (DVE)

•

Defragment

•

Change segment size

Viewing mirror properties
Note: Mirror properties are available only if you have enabled the Synchronous Mirroring feature and if you select either a

primary volume or a secondary volume on the Storage & Copy Services tab.
If you have selected a primary volume on the Storage & Copy Services tab, these properties appear:
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•

The role (primary)

•

The mirror status

•

Synchronous write mode or Asynchronous write mode

•

The actual capacity and the usable capacity

•

The synchronization priority (lowest, low, medium, high, or highest)

•

Resynchronization (manual or automatic)

•

(Secondary) volume – The user label of the remote secondary volume

•

(Secondary) World Wide Identifier (WWID) – The WWID of the remote secondary volume
Storage arrays

•

(Secondary) storage array – The WWID of the remote storage array that contains the secondary volume
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.

If you have selected a secondary volume on the Storage & Copy Services tab, these properties appear:
•

The role (secondary)

•

The actual capacity and the usable capacity

•

The synchronization priority (lowest, low, medium, high, highest)

•

Resynchronization (manual or automatic)

•

(Primary) volume – The user label of the remote primary volume

•

(Primary) World Wide Identifier (WWID) – The WWID of the remote primary volume

•

(Primary) storage array – The WWID of the remote storage array that contains the primary volume

If the remote volume in the mirrored pair is in Unresponsive status, these fields appear in place of the fields previously shown:
•

Unresponsive remote volume – The user label of the remote volume, from last known data in the cache

•

Unresponsive remote volume World Wide Identifier (WWID) – The WWID of the remote volume, from last known data in
the cache

•

Unresponsive remote storage array – The WWID of the remote storage array, from last known data in the cache

•

Communication status

Viewing synchronization progress
The progress bar at the bottom of the Properties pane shows the progress of a full synchronization.
Note: The Synchronization progress bar appears for all local volumes, but not for remote volumes, if the volume is currently

in the process of synchronizing.
Viewing volume copy properties
To view the properties for a volume copy, you must enable the Volume Copy feature.
On the Storage & Copy Services tab, select a volume copy. The properties appear in the Properties pane on the right.
Viewing a volume copy in progress
The progress bar at the bottom of the Properties pane shows the rate of completion for a volume copy. The progress bar appears
only when a volume copy has a status of In Progress.
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Controllers
Upgrading firmware for your controllers
Upgrading the controller firmware
About this task

Use this procedure to download the controller firmware and, optionally, the nonvolatile static random access memory
(NVSRAM) firmware.
A version number exists for each firmware file. For example, 06.60.08.00 is a version number for a firmware file. The first two
digits indicate the major revision of the firmware file. The remaining digits indicate the minor revision of the firmware file. You
can view the version number of a firmware file in the Upgrade Controller Firmware window and the Download Firmware
dialog. You can use this procedure to download and activate only the minor firmware versions. However, you can use the
Enterprise Management Window to download and activate both the major firmware versions and the minor firmware versions.
Steps

1. Select Upgrade > Controller Firmware > Upgrade.
Note: For storage arrays managed by the browser-based SANtricity System Manager (controller firmware version 8.40
and above), you are prompted to enter a user name and password for this task. You might also be prompted to verify that
the connection is trusted; in this case, you can either import a signed CA certificate or you can accept the self-signed
certificate.

A warning appears stating that a pre-upgrade check will occur.
2. Read the warning, and click OK.
3. The pre-upgrade health verification check begins. When the check is complete, the system reports either a pass, pass with
needs attention, or fail status. Do one of the following:
•

If the pre-upgrade check passes, the Download Controller Firmware dialog appears. Go to step 4 on page 144.

•

If the pre-upgrade check passes with a Needs Attention warning, the Needs Attention Warning dialog appears. Close the
warning dialog and then refer to the Recovery Guru to correct the problem. After the problem is corrected, select
Upgrade > Controller Firmware > Upgrade to re-initiate the firmware upgrade. Click OK at the pre-upgrade warning
dialog and then go to step 4 on page 144.

•

If the pre-upgrade check fails, the Event Log Verification Error dialog appears, which indicates that too many events
occurred for the storage array that you want to upgrade. Contact technical support to resolve the problem. You can
choose to select the Allow upgrade when the pre-upgrade check fails check box and then click Continue to proceed
with the upgrade. Do not select this option unless instructed to do so by technical support.

•

If the pre-upgrade check fails with an error condition that prevents the upgrade, the error condition must be corrected
before you can upgrade the firmware. Use the Recovery Guru to resolve the problem or contact technical support to
resolve the problem.

4. On the Download Controller Firmware dialog, locate the directory in which the file to download resides. In the Controller
Firmware area, click Select File.
Note: The Controller Firmware area and the NVSRAM area list the current firmware and the current NVSRAM versions,
respectively.

5. Select the file to download from the File Selection area by double-clicking the file.
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These actions occur:
•

By default, only the files that are compatible with the current storage array configuration appear.

•

When you select a file in the File Selection area of the dialog, applicable attributes (if any) of the file appear in the File
Information area. The attributes indicate the version of the file.

6. If you want to download an NVSRAM file with the firmware, select the Transfer NVSRAM file with controller firmware
check box, and click Select File next to the Selected NVSRAM file text box. Select the file to download from the File
Selection area by double-clicking the file.
7. To transfer the files to the controller without activating them, select the Transfer files but don't activate them (activate
later) check box.
8. Click Transfer.
Note: If the file selected was not valid or compatible with the current storage array configuration, the File Selection Error
dialog appears. Click OK to close it, and choose a compatible firmware file.

9. Click Yes on the Confirm Download dialog.
The download starts, and the Download Progress dialog appears.
Related concepts

Upgrading the controller firmware or NVSRAM packages on page 145
Monitoring the status of the download on page 352

Upgrading the controller firmware or NVSRAM packages
The storage management software lets you download firmware or nonvolatile static random access memory (NVSRAM)
packages from the storage management station to all of the controllers in the storage array. Depending on the version of storage
management software and model of controller that you are using, you might see different interfaces when you download the
package files:
•

Controller firmware download only with immediate activation

•

NVSRAM download only with immediate activation

•

Controller firmware download and, optionally, NVSRAM download with the option to activate both later
Attention: Risk of application errors – If you do not have a multi-path driver on your application host operating system,

stop I/O activity to the storage array before the download to prevent application errors.
Keep these important guidelines in mind before you begin downloading controller firmware or NVSRAM:
•

Use this option only under the guidance of technical support.

•

A version number exists for each firmware file. The version number indicates whether the firmware is a major version or a
minor version. You can use the Array Management Window to download and activate only the minor firmware versions.
However, you can use the Enterprise Management Window to download and activate both the major firmware versions and
the minor firmware versions. For more information, refer to the Upgrading the Controller Firmware online help topic in the
Enterprise Management Window.

•

If a network problem occurs while the storage management software is polling a controller during a download, an error
message might appear, which indicates that the download could not complete. Although the download might have
successfully completed, the storage management software was unable to verify the success of the operation, which results in
the error message. Perform these steps to verify that the download successfully completed.
1. Turn off the power to the controller tray, and then turn on the power again. Wait until the storage array has finished
initializing (this might take several minutes).
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2. Obtain the current firmware version by selecting Monitor > Reports > Storage Array Profile.
3. Select the Hardware tab and then select the Controllers tab. If the firmware listed does not match the version that you
tried to download, retry the download.
When you download new firmware or NVSRAM, the storage management software checks the operating status of the
controllers in the storage array. If any controllers are not in Optimal status, an error message dialog appears. You are given the
opportunity to stop or continue the download. Before continuing, correct any non-Optimal condition. If you choose to proceed
with the download, the code on the non-Optimal controller might not be synchronized after the non-Optimal condition has been
corrected. If the firmware is not synchronized, you might need to download the firmware again.
Related concepts

Understanding the possible firmware download errors on page 353
Related tasks

Upgrading the controller firmware on page 144
Downloading the NVSRAM on page 148
Upgrading the controller firmware and the NVSRAM (activate now or later) on page 146
Activating the controller firmware and the NVSRAM on page 149
Viewing the software and firmware inventory on page 361

Upgrading the controller firmware and the NVSRAM (activate now or later)
About this task

Use this procedure to download the controller firmware and, optionally, the nonvolatile static random access memory
(NVSRAM).
A version number exists for each firmware file. For example, 06.60.08.00 is a version number for a firmware file. The first two
digits indicate the major revision of the firmware file. The remaining digits indicate the minor revision of the firmware file. You
can view the version number of a firmware file in the Upgrade Controller Firmware window and the Download Firmware
dialog. You can use this procedure to download and activate only the minor firmware versions. However, you can use the
Enterprise Management Window to download and activate both the major firmware versions and the minor firmware versions.
For more information, refer to the Upgrading the Controller Firmware online help topic in the Enterprise Management Window.
You might choose to activate the files immediately or wait until a more convenient time. You might want to activate the
firmware or NVSRAM files at a later time because of these reasons:
•

Time of day – Activating the firmware and the NVSRAM can take a long time, so you might want to wait until I/O loads are
lighter. The controllers will go offline briefly to load the new firmware.

•

Type of package – You might want to test the new firmware on one storage array before loading the files onto other storage
arrays.
Note: The ability to download both files and activate them later depends on the version of storage management software and
the type of controller in the storage array.
Note: You can use the command line interface to download and activate the firmware to several storage arrays by using a

script. For more information, refer to the Using the Command Line Interface online help topic in the Enterprise Management
Window.
Steps

1. Select Upgrade > Controller Firmware > Upgrade.
A warning appears stating that a pre-upgrade check will occur.
2. Read the warning, and click OK.
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3. The pre-upgrade health verification check begins. When the check is complete, the system reports either a pass, pass with
needs attention, or fail status. Do one of the following:
•

If the pre-upgrade check passes, the Download Controller Firmware dialog appears. Go to step 4 on page 147.

•

If the pre-upgrade check passes with a Needs Attention warning, the Needs Attention Warning dialog appears. Close the
warning dialog and then refer to the Recovery Guru to correct the problem. After the problem is corrected, select
Upgrade > Controller Firmware > Upgrade to re-initiate the firmware upgrade. Click OK at the pre-upgrade warning
dialog and then go to step 4 on page 147.

•

If the pre-upgrade check fails, the Event Log Verification Error dialog appears, which indicates that too many events
occurred for the storage array that you want to upgrade. Contact technical support to resolve the problem. You can
choose to select the Allow upgrade when the pre-upgrade check fails check box and then click Continue to proceed
with the upgrade. Do not select this option unless instructed to do so by technical support.

•

If the pre-upgrade check fails with an error condition that prevents the upgrade, the error condition must be corrected
before you can upgrade the firmware. Use the Recovery Guru to resolve the problem or contact technical support to
resolve the problem.

4. On the Download Controller Firmware dialog, locate the directory in which the file to download resides. In the Controller
Firmware area, click Select File.
Note: The Controller Firmware area and the NVSRAM area list the current firmware and the current NVSRAM versions,

respectively.
5. Select the file to download from the File Selection area.
These actions occur:
•

By default, only the files that are compatible with the current storage array configuration appear.

•

When you select a file in the File Selection area of the dialog, applicable attributes (if any) of the file appear in the File
Information area. The attributes indicate the version of the file.

6. Click OK.
7. If you want to download a NVSRAM file with the firmware, select the Transfer NVSRAM file with controller firmware
check box, and click Select File next to the Selected NVSRAM file text box.
You can add the NVSRAM file as described in step 5 on page 147.
8. To transfer the files to the controller without activating them, select the Transfer files but don't activate them (activate
later) check box.
9. Click Transfer.
Note: If the file selected was not valid or compatible with the current storage array configuration, the File Selection Error
dialog appears. Click OK to close it, and choose a compatible firmware file.

10. Click Yes on the Confirm Download dialog.
The download starts, and the Download Progress dialog appears.
Related concepts

Upgrading the controller firmware or NVSRAM packages on page 145
Monitoring the status of the download on page 352
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Downloading the NVSRAM
About this task

Use this procedure to download only the nonvolatile static random access memory (NVSRAM). The NVSRAM is activated
immediately.
Steps

1. Select Upgrade > Controller NVSRAM.
A warning appears stating that a pre-upgrade check will occur.
2. Read the warning, and click OK.
3. The pre-upgrade health verification check begins. When the check is complete, the system reports either a pass, pass with
needs attention, or fail status. Do one of the following:
•

If the pre-upgrade check passes, the Download Controller NVSRAM dialog appears. Go to step 4 on page 148.

•

If the pre-upgrade check passes with a Needs Attention warning, the Needs Attention Warning dialog appears. Close the
warning dialog and then refer to the Recovery Guru to correct the problem. After the problem is corrected, select
Upgrade > Controller NVSRAM to re-initiate the firmware upgrade. Click OK at the pre-upgrade warning dialog and
then go to step 4 on page 148.

•

If the pre-upgrade check fails, the Event Log Verification Error dialog appears, which indicates that too many events
occurred for the storage array that you want to upgrade. Contact technical support to resolve the problem. You can
choose to select the Allow upgrade when the pre-upgrade check fails check box and then click Continue to proceed
with the upgrade. Do not select this option unless instructed to do so by technical support.

•

If the pre-upgrade check fails with an error condition that prevents the upgrade, the error condition must be corrected
before you can download the NVSRAM. Use the Recovery Guru to resolve the problem or contact technical support to
resolve the problem.

4. To locate the directory in which the file to download resides, in the NVSRAM area, click Select File.
5. Select the file to download from the File Selection area.
By default, only downloadable files that are compatible with the current storage array configuration appear.
When you select a file in the File Selection area of the dialog, applicable attributes (if any) of the file appear in the File
Information area. The attributes indicate the version of the file.
6. Click OK.
Note: If the file selected is not valid or is not compatible with the current the configuration, the File Selection Error dialog
appears. Click OK to close it, and choose a compatible NVSRAM file.

7. Click Transfer.
8. Click Yes in the Confirm Download dialog.
The download starts, and the Download Progress dialog appears.
Related concepts

Upgrading the controller firmware or NVSRAM packages on page 145
Monitoring the status of the download on page 352
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Activating the controller firmware and the NVSRAM
About this task

During the process of activation, the existing firmware file and the NVSRAM file in the memory of the controller are replaced
with the new firmware file and the NVSRAM file.
Attention: After you start the process of activating the controller firmware and the NVSRAM, the process cannot be stopped.

Ensure that the NVSRAM file is compatible with the controller firmware before you start the process of activation. Activating
the NVSRAM and the controller firmware that are not compatible will result in error. If you have questions or concerns about
the NVSRAM and the controller firmware compatibility, contact technical support.
Any custom settings that you have applied to the existing NVSRAM are lost during the process of activation. You need to apply
the custom settings to the NVSRAM again after the process of activation is complete.
The time it takes to activate the controller firmware and the NVSRAM in the storage array depends on the type of firmware
upgrade that you are performing. If you are performing a major upgrade (RAID Core 1 to RAID Core 2), the controllers will go
offline briefly to load the new controller firmware and the NVSRAM. The data in the storage array is not accessible when you
perform a major upgrade.
If you are performing a minor upgrade (RAID Core 1 to RAID Core 1, or RAID Core 2 to RAID Core 2), the controllers in the
storage array do not go offline at the same time. If a multi-path failover driver is installed on the hosts that are accessing the
storage array, the data in the storage array remains accessible during a minor upgrade.
Steps

1. Select Upgrade > Controller Firmware > Activation.
A warning appears stating that a pre-upgrade check will occur.
2. Read the warning, and click OK.
3. The pre-upgrade health verification check begins. When the check is complete, the system reports either a pass, pass with
needs attention, or fail status.
•

If the pre-upgrade check passes, the Activation dialog appears. Proceed with the activation.

•

If the pre-upgrade check passes with a Needs Attention warning, a warning dialog appears. Close the warning dialog and
then refer to the Recovery Guru to correct the problem. After the problem is corrected, select Upgrade > Controller
Firmware > Activation to re-initiate the firmware activation process. Click OK at the pre-upgrade warning dialog.

•

If the pre-upgrade check fails, the Event Log Verification Error dialog appears, which indicates that too many events
occurred for the storage array that you want to upgrade. Contact technical support to resolve the problem. You can
choose to select the Allow upgrade when the pre-upgrade check fails check box and then click Continue to proceed
with the upgrade. Do not select this option unless instructed to do so by technical support.

•

If the pre-upgrade check fails with an error condition that prevents the activation, the error condition must be corrected
before you can continue. Use the Recovery Guru to resolve the problem or contact technical support to resolve the
problem.

4. To start the process of activation, type yes in the text box.
5. Click OK.
Related concepts

Upgrading the controller firmware or NVSRAM packages on page 145
Monitoring the status of the download on page 352

Upgrading firmware for your controllers

149

Change options
Changing the preferred loop ID of a host port
About this task

Use the Change Preferred Loop ID option to change the preferred loop ID of the controller port that is used in a host interface
connection. Using this option is the only way to set the preferred loop ID for controllers that do not have a tray ID hardware
switch on the rear of the controller tray. In addition, this option lets you override or extend the hardware switch settings of
controllers that contain a tray ID switch.
Note: If your Fibre Channel (FC) or InfiniBand host adapter driver manages storage arrays based on a loop ID (or arbitrated

loop physical address [AL_PA]), do not change the value of the preferred loop ID.
Steps

1. Select the Hardware tab.
2. Select a controller.
3. Select Hardware > Controller > Change > Preferred Loop ID .
4. From the Fibre Channel (FC) host I/O interfaces table, select a controller port, and click Change Preferred ID.
5. Select one of these options:
•

Normal (0-125) – This option assigns a normal preferred loop ID value to the controller port. Select a value from the
spinner box. If the controller port currently has a preferred loop ID between 0 and 125, this radio button is selected by
default. The current ID is shown in the spinner box.

•

N-port only (126) – This option configures only the controller host interface as a point-to-point connection. This option
forces the controller to operate as an N_Port, which disables the loop mode. If the controller port currently has a
preferred loop ID of 126, this radio button is selected by default.

•

Set during loop initialization (127) – Use this option to assign the controller port to accept any available address during
loop initialization. If the controller port currently has a preferred loop ID of 127, this radio button is selected by default.

6. Click OK.
The preferred loop ID of the controller port is changed.

Changing the network configuration settings of a controller
About this task

Use the Configure Management Ports option to modify the controller's IP address, gateway address, or network subnet mask.
Steps

1. In the Physical pane, select a controller.
2. Select Hardware > Controller > Configure > Management Ports .
3. To show the corresponding controller Domain Name Service (DNS)/network name and media access control (MAC)
address, select a controller and port from the drop-down list.
4. Select the speed and duplex mode from the drop-down list.
The allowable speed settings are:
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•

Auto-negotiate (default)

•

1000BASE-T, duplex

•

1000BASE-T, half duplex

•

100BASE-T, duplex

•

100BASE-T, half duplex

•

10BASE-T, duplex

•

10BASE-T, half duplex

5. Are you providing IPv4 support only or IPv4 and IPv6 support only?
•

IPv4 support only – Go to step 6 on page 151.

•

IPv4 and IPv6 support only – Go to step 8 on page 151.

6. Select one of these configuration settings:
•

Obtain configuration from DHCP server – This option enables you to automatically obtain an IP address using a
DHCP server. If this option is selected, the values appear in the disabled text boxes for IP address and Subnet mask.

•

Specify configuration – This option enables you to specify the controller's IP address, including the network subnet
mask. If you want to change the gateway address, click the Change Controller Gateway button. This button is enabled
only when the Specify configuration option is selected.
Attention: If you change your IP address configuration, you lose the management path to the storage array. You must

remove the device from the Enterprise Management Window (EMW) and add it back to the EMW by selecting Edit >
Add device and typing in the new IP address. For more information, refer to the online help topics in the Enterprise
Management Window.
7. Go to step 11 on page 152.
8. Select one or both of these options:
•

Enable IPv4 – This option enables IPv4 support, and the IPv4 Settings tab shows the IPv4 configuration settings. If this
option is not selected, all of the configuration settings on the IPv4 Settings tab are disabled.

•

Enable IPv6 – This option enables IPv6 support, and the IPv6 Settings tab shows the IPv6 configuration settings. If this
option is not selected, all of the configuration settings on the IPv6 Settings tab are disabled.

9. If desired, select the IPv4 Settings tab to set these configuration settings:
•

Obtain configuration automatically – This option enables you to automatically obtain an IP address using a DHCP
server. If this option is selected, the values appear in the disabled text boxes for IP address, Subnet mask, and Gateway.

•

Specify configuration – This option enables you to specify the controller's IP address, including the gateway address and
the network subnet mask. If you want to change the gateway address, click the Change Controller Gateway button.
This button is enabled only when the Specify configuration option is selected.
Attention: If you change your IP address configuration, you lose the management path to the storage array. You must

remove the device from the Enterprise Management Window (EMW) and add it back to the EMW by selecting Edit >
Add device and typing in the new IP address. For more information, refer to the online help topics in the Enterprise
Management Window.
10. If desired, select the IPv6 Settings tab to set these configuration settings:
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•

Obtain configuration automatically – This configuration is obtained using Stateless Address Auto-configuration. If this
option is selected, the values appear in the disabled text boxes for IP address, Routable IP address, and Controller
router IP address. This option is disabled if the Enable IPv6 check box is not selected.

•

Specify configuration – This option enables you to specify the IP address, the Routable IP address, and the
Controller router IP address. This option is disabled if the Enable IPv6 check box is not selected.

•

IP address – This option enables you to specify the last half of an IP address manually. The first half is always
FE80:0000:0000:0000 . The last four text boxes accept between one and four hexadecimal characters.

•

Routable IP address – This option enables you to manually specify the routable IP address. Each text box accepts
between one and four hexadecimal characters.

•

Change Controller Router IP – This button opens a dialog that enables you to change the default router IP address that
is used when the selected controller's configuration is specified manually. Each text box accepts between one and four
hexadecimal characters. This button is only enabled when the Specify configuration option is selected.
Attention: If you change your IP address configuration, you lose the management path to the storage array. You must

remove the device from the Enterprise Management Window (EMW) and add it back to the EMW by selecting Edit >
Add device and typing in the new IP address. For more information, refer to the online help topics in the Enterprise
Management Window.
11. Click OK.
12. To save the changes made in the Change Network Configuration dialog, click Yes.
Related concepts

What are port speed and duplex mode? on page 431
What IPv6 address notations are acceptable? on page 429
What is auto-negotiate? on page 429
What is IPv6 stateless address auto-configuration? on page 431
What is the difference between IPv4 and IPv6? on page 429

Viewing the controller properties
About this task

You can view information about a controller, such as its location, status, firmware version, cache status, and host ports.
Steps

1. Choose one of these actions based on whether you want to view the properties of one controller or all controllers:
•

To view the properties of one controller – Go to step 2 on page 152.

•

To view the properties of all controllers – Go to step 3 on page 152.

2. To view the properties of one controller, perform these steps:
a. Select the Hardware tab.
b. Select a controller.
The properties of the controller appear in the Properties pane on the right.
c. To view additional properties, click View Complete Controller Properties in the Properties pane.
3. To view the properties of all controllers, perform these steps:
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a. Select Monitor > Reports > Storage Array Profile to open the storage array profile.
b. Select the Hardware tab and then select the Controllers tab.
Details about the controllers appear in the text area.

Viewing the status of the controller tray components
Use the View Tray Components option to perform these tasks:
•

View the status of all of the components in the controller tray.

•

Reset the battery age clock when you replace the battery.

Checking the battery status
The battery status appears with an icon and a status label, as shown in the table.
Note: When the Optional controller batteries parameter is enabled, the information in the table does not apply.

Status

Battery Icon

Battery Pack Icon

OK or Charging

Needs Attention

Failed or Removed

The battery area also shows the current age of the battery and the number of days until replacement.
Resetting the battery age clock
Note: When the Optional controller batteries parameter is enabled, this procedure does not work.
Note: Reset the battery age only when the Recovery Guru directs you to replace a battery that has neared or reached its
expiration date.

1. In the Physical pane, select the View Tray Components icon.
2. Select the Batteries icon, and click Reset.
3. Click Yes.
The battery age clock resets to 0.
Viewing the status of controller tray components
1. In the Physical pane, select the View Tray Components icon to see the status for every controller tray component.

Viewing the controller properties
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Note: If one or more components in the controller tray are not in Optimal status, the View Tray Components icon shows
a Failed status.

2. If you see a button that shows a Failed status in the Physical pane, use this dialog to obtain more information about the
potential problem. Then run the Recovery Guru, and perform the recommended action to correct the problem.
Button

Status
Optimal

Needs Attention

Failed

Viewing the status of the drive tray components
About this task

Use the Drive Tray Component Information dialog to view the status of all of the drive tray components.
Steps

1. Click the Hardware tab.
2. In the Physical pane, click View Tray Components.
Note: If one or more components do not show an Optimal status, the View Tray Components reflects a Failed status.

The Drive Tray Component Information dialog appears. The status for every drive tray component is shown.
3. In the left pane, select a component to view more information. If you see a Failed status, use the Drive Tray Component
Information dialog to obtain more information about the potential problem. Then, run the Recovery Guru, and take the
recommended action to correct the problem.
Note: To physically locate the drive tray, click Locate Tray on the Drive Tray Component Information dialog to turn on
the LED for the drive tray.
The following icons are examples of Normal status indicators and Needs Attention status indicators.
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Normal Component Status

Needs Attention Component Status

Fans: OK

Fans: Failed
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Normal Component Status

Needs Attention Component Status

Power supplies: OK

Power supplies: Failed

ESMs: OK

ESMs: Failed

Drawers: OK

Drawers: Failed

Drawers: OK

Drawers: Non-optimal

4. Click Close.

Controller ownership
I/O data path protection
When designing a storage area network (SAN), the duplication of host bus adapters (HBAs), cables, switches, controllers, and
other components provides redundancy and can prevent loss of data access in the event of a component failure. This redundancy
means that the host has one or more paths to each controller.
When creating volumes, a controller must be assigned to own the volume and is referred to as the preferred owner . The
preferred owner can be selected to achieve load balancing across controllers. Most host multi-path drivers attempt to access each
volume on a path to its preferred controller. However, if this preferred path becomes unavailable, the multi-path driver on the
host fails over to an alternate path. This failover might cause the volume ownership to change to the alternate controller.
After you have resolved the condition that caused the failover, some hosts might automatically move the volume ownership back
to the preferred controller, but in some cases, you might need to manually redistribute the volumes using the Storage > Volume
> Advanced > Redistribute Volumes option in the storage management software.
Related tasks

Changing the failover alert delay on page 45
Viewing a storage array profile on page 9
Changing the controller ownership of a volume group or a volume on page 95
Changing the default host type of a storage array on page 44
Changing the failover alert delay on page 45
Redistributing the volumes on page 398
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What is Automatic Load Balancing?
The Automatic Load Balancing feature provides automated I/O balancing and ensures that incoming I/O traffic from the hosts is
dynamically managed and balanced across both controllers.
The Automatic Load Balancing feature provides improved I/O resource management by reacting dynamically to load changes
over time and automatically adjusting volume controller ownership to correct any load imbalance issues when workloads shift
across the controllers.
The workload of each controller is continually monitored and, with cooperation from the multipath drivers installed on the hosts,
can be automatically brought into balance whenever necessary. When workload is automatically re-balanced across the
controllers, the storage administrator is relieved of the burden of manually adjusting volume controller ownership to
accommodate load changes on the storage array.
When Automatic Load Balancing is enabled, it performs the following functions:
•

Automatically monitors and balances controller resource utilization.

•

Automatically adjusts volume controller ownership when needed, thereby optimizing I/O bandwidth between the hosts and
the storage array.
Note: Any volume assigned to use a controller’s SSD Cache is not eligible for an automatic load balance transfer.

Related concepts

Learn about SSD cache on page 333

Drives
Upgrading firmware for your drives
Understanding drive firmware
Drive firmware controls the low-level operating characteristics of a disk drive. Periodically, the drive manufacturers release
updates to drive firmware to add new features, improve performance and fix defects.
Types of drive firmware downloads
Each firmware image file contains information about the drive type on which the firmware image runs. The specified firmware
image can be downloaded only to a compatible drive. Different firmware download methods are available depending on the type
and state of the volume group or disk pool to which that drive belongs as described in the following list.

156

•

Online: If the volume group or disk pool supports redundancy and is Optimal, you can use the Online method to download
the drive firmware. The Online method downloads firmware while the storage array is processing I/O to the associated
volumes using these drives. You do not have to stop I/O to the associated volumes using these drives. These drives are
upgraded one at a time to the volumes associated with the drives. If the drive is not assigned to a volume group or disk pool
(or is a standby Hot Spare), then its firmware may be updated by the Online or the Parallel method. System performance
may be impacted when you use the Online method to download drive firmware.

•

Parallel: If the volume group or disk pool does not support redundancy (RAID 0), or is degraded, you must use the Parallel
method to download the drive firmware. The Parallel method will download firmware only while all I/O activity is stopped
to the associated volumes using these drives. You must stop all I/O to any associated volumes using these drives. If the drive
is not assigned to a volume group or disk pool (or is a standby Hot Spare), then its firmware may be updated by the Online
or the Parallel method.
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•

All: You can choose All to download firmware to all the drives included in the selection list, regardless of the state of the
volume group or disk pool. The selection list can contain a mixture of redundant and non-redundant volume group or disk
pool drives or SSD cache drives, therefore the system downloads firmware to all these drives using the Parallel method. All
I/O to the volumes using these drives must be stopped before the firmware download begins.

Guidelines
Keep these important guidelines in mind when you update the drive firmware to avoid the risk of application errors:
•

Perform downloads only under the guidance of technical support.

•

If using the Parallel download method, stop all I/O to the volume groups containing the drives before starting the download.

•

Do not make any configuration changes to the storage array while downloading the firmware.

•

Firmware on RAID 0 volume group drives can be updated only using the Parallel method.

About online drive firmware updates
During the Online firmware update process, all selected drives are updated while the volumes stay online and the storage array
responds normally to read and write requests. With the Online firmware update method, you can select up to four different drive
firmware files and download them to the storage array’s drives at the same time.
The Online drive firmware update process works as follows:
1. The drives are updated sequentially and the target drive is temporarily taken offline while the firmware update commences.
As a result, I/O operations can continue to the volume group or disk pool while drives in the volume group or disk pool are
having drive firmware updates.
2. If any read and write request affects the offline drive, the read requests are satisfied by reconstructing data from other drives
in the RAID volume group or dynamic disk pool, while write requests are written to a log.
3. When the drive firmware update is complete, the drive is brought back online. Any write operations that took place while the
drive was offline are reconstructed.
Online drive firmware updates are supported for drives in Optimal volume groups with redundancy protection (RAID level 1,
RAID level 3, RAID level 5, and RAID level 6), and for optimal dynamic disk pools, as well as for unassigned or hot spare
drives.
About parallel drive firmware updates
During the Parallel firmware update process, all drives of the same drive type are updated together, in parallel. This method
requires stopping all host I/O to the volumes associated with the selected drives, but the overall downtime is significantly
reduced since multiple drives can be updated concurrently.
With the Parallel firmware update method, you can select up to four different drive firmware files and download them to the
storage array’s drives at the same time.
The following drives can be updated using only the Parallel firmware update process:
•

Drives in non-redundant volume groups

•

Drives in a disk pool or volume group that is degraded

•

Drives in SSD cache

•

Drives where all host I/O to the volumes associated with the drive has been stopped

The parallel firmware update method is supported for any optimal drives that do not have I/O running to them.
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Characteristics of online and parallel drive firmware downloads
Different firmware download methods are available depending on the type and state of the volume group or disk pool to which
that drive belongs. This topic describes the characteristics of each download method.
What user actions are blocked during a drive firmware download?
The following user actions are blocked during a parallel drive firmware download and during an online drive firmware
download.
•

Creating volumes

•

Creating snapshots

•

Creating mirrors

•

Downloading other firmware (controller, ESM, and so on)

Parallel drive firmware download
The characteristics of the parallel firmware download method include the following:
•

Requires I/O to be stopped to volume groups or disk pools containing the drives in the selection list.

•

The time to download is fast, since firmware on many drives is updated simultaneously. The parallel method limits the time
when selected user actions are blocked.

•

One difficulty with using this download method is finding a time when I/O to volumes can be stopped. The best way to
ensure that I/O is stopped is to unmount the volumes. Remounting may require a rescan. Overall complexity increases.

Online drive firmware download
The characteristics of the online firmware download method include the following:
•

The online method does not require you to stop I/O to volumes associated with drives in the selection list.

•

The following additional user actions are blocked while online drive firmware download is active:
◦

Placing a controller offline

◦

Placing a controller in service mode

◦

Resetting a controller

◦

Transferring volume ownership

•

The online drive firmware download method is a considerably longer-running operation, since firmware on drives is updated
one drive at a time. The online drive firmware download method extends the time period when selected user actions are
blocked. The download operation can take a considerable amount of time to complete if a large number of drives is being
updated.

•

The online drive firmware download method affects performance. The magnitude of the performance impact is dependent on
the overall load on the storage array.

•

During the download, each drive will be offline for a period of time. Writes to the drive are logged and host write data is
reconstructed when online firmware download to the drive completes. Reconstruction can take a considerable amount of
time to complete per drive.

•

The Online drive firmware download method is not supported and will not be displayed by the storage management software
for the following:
◦
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•

◦

Drives in SSD cache

◦

Any degraded volume group or disk pool

The online drive firmware download method provides the potential for data loss if a different drive fails in a RAID 1, RAID
3 or RAID 5 volume group while another drive in the volume group is offline due to drive firmware download.

Steps to upgrade the drive firmware
Use the Upgrade Drive Firmware option to upgrade compatible drives in the storage array with the latest firmware version.
Steps

1. From the Array Management window, select Upgrade > Drive Firmware.
The Download Drive Firmware - Add Packages dialog appears. This dialog shows a list of firmware files that are currently
in use by the drives on the storage array.
2. Select View Associated Drives to view the drives that are currently using the firmware files listed.
3. To select the latest firmware, click Add, and do the following:
a. Navigate to the directory that contains the firmware files that you want to download and select up to four firmware files.
b. Click OK.
The system updates the Packages to Be Transferred information area with the firmware files you selected.
Note: Selecting more than one firmware file to update the firmware of the same drive might result in a file conflict error. If

a file conflict error occurs, an error dialog appears. To resolve this error, click OK and remove all other firmware files
except the one that you want to use for updating the firmware of the drive. To remove a firmware file, select the firmware
file in the Packages to Be Transferred information area, and click Remove. In addition, you can only select up to four (4)
drive firmware packages at one time.
4. Click Next to view the Download Drive Firmware - Select Drives dialog.
The following actions occur:
•

All drives are scanned for configuration information and upgrade eligibility.

•

You are presented with a selection (depending on what variety of drives you have in the storage array) of compatible
drives that can be upgraded with the firmware you selected. The drives capable of being updated as an online operation
are displayed by default.

•

The selected firmware for the drive appears in the Proposed Firmware information area. If you must change the
firmware, click Back to return to the previous dialog.

5. From the Drive upgrade capability drop-down, filter the drives based on whether they can support an online or parallel
download operation or both (all):
•

Online (default) - Shows the drives that can support a firmware download while the storage array is processing I/O. You
do not have to stop I/O to the associated volumes using these drives when you select this download method. These drives
are upgraded one at a time while the storage array is processing I/O to those drives.

•

Parallel - Shows the drives that can support a firmware download only while all I/O activity is stopped on any volumes
that use the drives. You must stop all I/O activity on any volumes that use the drives you are upgrading when you select
this download method. Drives that do not have redundancy must be processed as a parallel operation. This requirement
includes any drive associated with SSD cache, a RAID 0 volume group, or any disk pool or volume group that is
degraded.

•

All - Shows a combination of drives that can support both an online firmware download operation and a parallel firmware
download operation. This option includes any drive associated with SSD cache, a RAID 0 volume group, or any disk
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pool or volume group that is degraded. If you select “All” as the download type, the firmware files are downloaded as a
parallel operation. All I/O to the volumes using these drives must be stopped before the firmware download begins.
6. In the Compatible Drives table, select the drives for which you want to download the selected firmware files. Choose one of
the following actions:
•

For one or more drives – In the Compatible Drives table, select each drive you want to update.

•

For all compatible drives listed in the table – Click Select all.

7. Click Finish.
The Confirm Download dialog appears.
8. To start the firmware download, type yes in the text box.
9. Click OK.
The drive firmware download begins, and the following actions occur:
•

Download Drive Firmware - Progress dialog opens, indicating the status of the firmware transfer for all drives.

•

The status of each drive participating in the download appears in the Transfer Progress column of the Devices updated
area.

10. During the firmware download process, select one of the following options:
•

Click Stop to stop the firmware download in progress. Any firmware downloads currently in progress are completed.
Any drives that have attempted firmware downloads show their individual status. Any remaining drives are listed with a
status of Not attempted.

•

Click Save As to save a text report of the progress summary. The report saves with a default .log file extension. If you
want to change the file extension or directory, change the parameters in the Save Drive Download Log dialog.

11. After the drive firmware download operation completes, perform one of these actions:
•

To close the Drive Firmware Download Wizard – Click Close.

•

To start the wizard again – Click Transfer More.

Viewing the progress of the drive firmware download
Use the Download Drive Firmware - Progress dialog to monitor the progress of the drive firmware download.
About this task

The Drives Updated area contains a list of drives that are scheduled for firmware downloads and the transfer status of each
drive’s download.
Timing of the drive firmware download operation
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•

The parallel drive firmware download operation can take as long as 90 seconds to complete if all drives are updated on a 24drive system. On a larger system, the execution time is slightly longer.

•

The online drive firmware download operation can range between two minutes per drive to complete to more than an hour
per drive to complete. Actual time depends on several factors, including the following:
◦

I/O load on the storage array and the amount of I/O activity occurring during an online firmware download operation
(write-heavy workloads will cause the online firmware download time to increase)

◦

Number of drives that are participating in the download

◦

Drive performance

Storage arrays

◦

Number of volumes and size of volumes that reside on the drives that are participating in the download

◦

RAID level of the associated disk pool or volume group

Status of the drive firmware download
The progress and status of each drive that is participating in the download appears in the Transfer Progress column of the Drives
Updated area. When monitoring the progress of the firmware download, keep in mind the following:
•

When an online drive firmware download operation is in-progress, a progress bar appears indicating both the status of the
firmware file transfer and the rapid reconstruction process.

•

During an online drive firmware download, if a volume transfer takes place during the rapid reconstruction process, the
system initiates a full reconstruction. The progress bar shows “Reconstruction in progress” as the download status. This
operation might take a considerable amount of time.
Transfer Progress Status

Definition

Pending

This status is shown for an online firmware download operation that has been scheduled but has
not yet started.

In progress

The firmware is being transferred to the drive.

Reconstruction in progress This status is shown if a volume transfer takes place during the rapid reconstruction of a drive.
This is typically due to a controller reset or failure and the controller owner transfers the volume.
The system will initiate a full reconstruction of the drive.
Failed - partial

The firmware was only partially transferred to the drive before a problem prevented the rest of
the file from being transferred.

Failed - invalid state

The firmware is not valid.

Failed - other

The firmware could not be downloaded, possibly because of a physical problem with the drive.

Not attempted

The firmware was not downloaded, which might be due to a number of different reasons such as
the download was stopped before it could occur, or the drive did not qualify for the update, or the
download could not occur due to an error.

Successful

The firmware was downloaded successfully.

Why is my firmware download progressing so slowly?
About this task

The download progress depends on the overall load of the system.
During an online drive firmware download, if a volume transfer takes place during the rapid reconstruction process, the system
initiates a full reconstruction on the volume that was transferred. This operation might take a considerable amount of time.
Actual full reconstruction time depends on several factors, including the amount of I/O activity occurring during the
reconstruction operation, the number of drives in the volume group, the rebuild priority setting, and the drive performance.

Where can I view the status of a drive undergoing reconstruction?
About this task

Go to the Operations in Progress dialog to view the status of a drive undergoing a full reconstruction.
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A full reconstruction might take place instead of the rapid reconstruction, and is likely due to a volume ownership change.
Depending on the drive, the full reconstruction may take considerable time.
Related tasks

Viewing operations in progress on page 15

What is tray loss protection?
Tray loss protection is an attribute of volume groups and disk pools. Tray loss protection guarantees accessibility to the data on
the volumes in a volume group or disk pool if a total loss of communication occurs with a single drive tray. An example of total
loss of communication might be loss of power to the drive tray or failure of both environmental services modules (ESMs).
Attention: Tray loss protection is not guaranteed if a drive has already failed in the volume group or disk pool. In this

situation, losing access to a drive tray and consequently another drive in the volume group or disk pool causes loss of data.
Criteria for tray loss protection
•

•

Disk pools
◦

Tray Loss Protection is achieved when you create a disk pool where there are no more than two drives that comprise the
disk pool in a single drive tray.

◦

You cannot create disk pools using the Automatic Configuration method if the system detects that the storage array can
be configured for tray loss protection. Use the Storage > Disk Pool > Create menu option to create disk pools that
contain drives eligible for tray loss protection.

Volume groups
◦

The criteria for tray loss protection is dependent on RAID level as described in the following table. If you choose to
create a volume group by using the Automatic method, the system attempts to choose drives that provide tray loss
protection. If you choose to create a volume group by using the Manual method, you must use the criteria that are
specified in the following table.

Level

Criteria for Tray Loss Protection

Minimum number of trays required

Disk Pool

The disk pool contains no more than two drives in a single tray.

6

RAID 6

The volume group contains no more than two drives in a single
tray.

3

RAID 3 or
RAID 5

Each drive in the volume group is located in a separate tray.

3

RAID 1

Each drive in a RAID 1 pair must be located in a separate tray.

2

RAID 0

Cannot achieve Tray Loss Protection.

Not applicable

What is drawer loss protection?
Drawer loss protection is an attribute of volume groups and disk pools. Drawer loss protection guarantees accessibility to the
data on the volumes in a volume group or disk pool if a total loss of communication occurs with a single drawer in a drive tray.
An example of total loss of communication might be failure of an internal component within the drawer.
Attention: Drawer loss protection is not guaranteed if a drive has already failed in the volume group or disk pool. In this

situation, losing access to a drawer and consequently another drive in the volume group or disk pool causes loss of data.
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Criteria for drawer loss protection
•

•

Disk pools
◦

Drawer Loss Protection is achieved when the disk pool includes drives from all five drawers and there are an equal
number of drives in each drawer. A 60-drive tray can achieve drawer loss protection when the disk pool contains 15, 20,
25, 30, 35, 40, 45, 50, 55, or 60 drives.

◦

If the storage array has five or more drawers and the maximum number of eligible drives is not evenly distributed, you
cannot create disk pools using the Automatic Configuration method. Instead, use the Storage > Disk Pool > Create
menu option to create disk pools that contain drives eligible for drawer loss protection.

Volume groups
◦

The criteria for drawer loss protection is dependent on RAID level as described in the following table. If you choose to
create a volume group by using the Automatic method, the system attempts to choose drives that provide drawer loss
protection. If you choose to create a volume group by using the Manual method, you must use the criteria that are
specified in the following table.

Level

Criteria for drawer loss protection

Minimum number of drawers
required

Disk Pool

The pool includes drives from all five drawers and there are an
equal number of drives in each drawer. A 60-drive tray can achieve
Drawer Loss Protection when the disk pool contains 15, 20, 25,
30, 35, 40, 45, 50, 55, or 60 drives.

5

RAID 6

The volume group contains no more than two drives in a single
drawer.

3

RAID 3 or
RAID 5

Each drive in the volume group is located in a separate drawer.

3

RAID 1

Each drive in a mirrored pair must be located in a separate drawer.

2

RAID 0

Cannot achieve Drawer Loss Protection.

Not applicable

Locate options
Locating a drive
About this task

Use the Locate Drive option to physically locate and identify one or more of the drives in a drive tray by activating drive LEDs.
Steps

1. Select the Hardware tab.
2. Select the drives that you want to locate.
3. Select Hardware > Locate > Drive .
The LEDs on the selected drives blink.
4. When you have located the drives, click OK.
The LEDs stop blinking. If any other locate operations (Locate Volume Group, Locate Storage Array, Locate Drive
Channels, or Locate Drive Tray) are currently being invoked from another storage management station, these LEDs also stop
blinking.
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5. In the rare case that the LEDs on the drives do not stop blinking, in the Array Management Window, select Hardware >
Locate > Stop All Indications .
If the LEDs successfully stop blinking, a confirmation message appears.
6. Click OK.

Locating a drive tray
About this task

Use the Locate option to physically locate and identify a drive tray in the storage array.
The LED activation varies according to the type of drive tray that you have.
•

If you have a drive tray with a white LED, the Locate Drive Tray operation causes the white LED on the drive tray to come
on. The LED does not blink.

•

If you have any other types of drive trays, this operation causes the appropriate LED on all of the drives in the drive tray to
blink.

Steps

1. Select the Hardware tab.
2. Select a drive in the drive tray that you want to locate.
3. Select Hardware > Locate > Drive Tray .
The LED or LEDs on the drive tray or drives come on.
4. When you have located the drive tray, click OK.
The LEDs stop blinking. (If you have a drive tray with a blue LED, the LED goes off). If any other locate operations (Locate
Storage Array, Locate Volume Group, Locate Drive Channels, Locate Drive Tray, or Locate Drive) are currently being
invoked from another storage management station, these LEDs also stop blinking.
5. In the rare case that the LEDs on the drive tray do not stop blinking, from the Array Management Window, select Hardware
> Locate > Stop All Indications .
If the LEDs successfully stop blinking, a confirmation message appears.
6. Click OK.

Locating drive trays on a drive channel
About this task

To locate drive trays on a drive channel, use the Locate option to physically locate and identify all drive trays that are attached
to a particular drive channel. An LED comes on for each drive tray in the storage array when it is located.
Steps

1. From the Array Management Window, select Hardware > Tray > View/Edit > Drive Channels .
The View Drive Channels (Expansion Ports) dialog appears. This dialog lists only expansion ports. If the message No
expansion trays are connected appears, then no drive trays are connected to the controllers.
2. In the Select an expansion port table, select an expansion port, and click Locate.
The LEDs blink on all the drive trays on the selected drive channel in the storage array.
3. When you have located the drive trays, click OK.
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The LEDs stop blinking. If any other locate operations (Locate Storage Array, Locate Volume Group, Locate Drive Tray, or
Locate Drive) are being invoked from another storage management station, these LEDs also stop blinking.
Note: If the LEDs from the Locate Drive Channel operation do not stop blinking, select Hardware > Locate > Stop All
Indications to stop the process manually.

Hot spare drives
Hot spare drives are used for protection against drive failures. A hot spare drive contains no data and acts as a standby in case
any drive fails. The hot spare drive adds another level of redundancy to the storage array.
If a hot spare drive is available when a drive fails, the controller uses redundancy data to reconstruct the data from the failed
drive to the hot spare drive. When you have physically replaced the failed drive, a copyback operation occurs from the hot spare
drive to the replaced drive. Your storage array volume remains online and accessible while you are replacing the failed drive,
because the hot spare drive is automatically substituted for the failed drive. If you designate the hot spare drive as a permanent
member of a volume group, the copyback operation is not needed.
Hot spare drives are used to protect only volume groups, not disk pools. Disk pools use spare capacity within each drive that
comprises the disk pool for protection against drive failure. Hot spare drives protect RAID Level 1, RAID Level 3, RAID Level
5, or RAID Level 6 volume groups in the storage array.
Drive type
Hot spare drives must be of the same media type and interface type as the drives that they are protecting. For example, if you
have a SAS drive tray and an FC drive tray in the same storage array, you must select hot spares to protect both types of drives.
If you pick only SAS drives to use as hot spares, none of the FC drives are protected. Similarly, hard drives can only be hot
spares for other hard drives, not Solid State Disks (SSDs).
Drive capacity
Select hot spare drives with capacities equal to or larger than the capacities of the drives that they are protecting. For example, if
you have an 18 GB drive with a used capacity of 8 GB, you could use a 9 GB or larger drive as a hot spare. Generally, do not
assign a drive as a hot spare unless its capacity is equal to or greater than the capacity of the largest drive in the storage array.
Note: If hot spares are not available that have the same physical capacity, a drive with lower capacity may be used as a hot

spare if the "used capacity" of the used drive is the same or smaller than the capacity of the hot spare drive.
Drive state
The drives that you select to use as hot spare drives must be unassigned and have an Optimal status.
Tray loss protection and drawer loss protection
The availability of tray loss protection and drawer loss protection for a volume group depends on the location of the drives that
comprise the volume group. The tray loss protection and drawer loss protection might be lost because of a failed drive and
location of the hot spare drive. To make sure that tray loss protection and drawer loss protection are not affected, you must
replace a failed drive to initiate the copyback process.
Drive Security
Secure-capable drives can be either Full Disk Encryption (FDE) drives or Federal Information Processing Standard (FIPS)
drives. If you are using secure-capable drives, the following rules apply:
•

A volume group that is not secure capable can use any type of drive as a hot spare drive.

•

A volume group that is FDE secure enabled can use either FDE drives or FIPS drives as hot spare drives.

•

A volume group that is FIPS secure enabled can use only FIPS drives as hot spare drives.
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•

The drives you select for hot spare drives must not be secure enabled. If a drive is secure enabled and is no longer in use,
you can use the Hardware > Drive > Erase Security option to erase it, and then use it as a hot spare drive.
Attention: Permanent loss of data access — The Erase Security option deletes all data from the drive and cannot be

undone.
Related concepts

What is tray loss protection? on page 162
What is drawer loss protection? on page 162
Drive Security on page 168
Learn about Data Assurance on page 486

Assigning hot spare drives automatically
About this task

The storage management software can automatically select the drives to use as hot spare drives for the storage array. The storage
management software creates one hot spare drive for every 30 drives for each drive type in the storage array.
Steps

1. Select Hardware > Hot Spare Coverage.
The Hot Spare Drive Options dialog appears.
2. Select Automatically assign drives, and click OK.
On the Hardware tab, the drives that are now hot spare drives are labeled with a plus sign.
Related concepts

Hot spare drives on page 165
Related tasks

Reviewing hot spare drive coverage on page 167
Assigning hot spare drives manually on page 166

Assigning hot spare drives manually
About this task

You can select specific drives to use as hot spare drives for the storage array. Select drives that can be hot spare drives for
multiple volume groups, if possible, and try to provide coverage for all the volume groups. If you do not select a particular type
of drive as a hot spare drive, volume groups made up of that type of drive will not be protected by a hot spare drive.
Steps

1. Select the Hardware tab.
2. Select one or more unassigned drives.
3. Select Hardware > Hot Spare Coverage.
4. Select Manually assign individual drives, and click OK.
The drives that are now hot spare drives are labeled with a plus sign.
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Related concepts

Hot spare drives on page 165
Related tasks

Assigning hot spare drives automatically on page 166
Reviewing hot spare drive coverage on page 167

Unassigning hot spare drives
About this task

You can unassign only hot spare drives with Optimal, Standby status. You cannot unassign a hot spare drive taking over for a
failed drive. If a hot spare drive is not in Optimal status, follow the Recovery Guru procedures for correcting any problem before
trying to unassign the drive.
Steps

1. Select the Hardware tab.
2. Select one or more hot spare drives.
Hot spare drives are labeled with a plus sign. To select multiple drives, Ctrl + click.
3. Select Hardware > Hot Spare Coverage.
4. Select Manually unassign individual drives, and click OK.
5. To confirm, type yes, and click OK.

Reviewing hot spare drive coverage
About this task

Use the Hot Spare Coverage dialog to review hot spare coverage and to assign or unassign hot spares, if necessary.
Steps

1. Select Hardware > Hot Spare Coverage.
2. Select View/change current hot spare coverage, and click OK.
3. Select a volume group in the Hot spare coverage area, or select a drive in the Hot spare drives area.
4. Review the information about the hot spare coverage in the Details area.
5. Are the correct volume groups and volumes protected?
•

Yes – You are finished with this procedure.

•

No – Either click Assign or click Unassign at the bottom of the Hot Spare Drive Coverage dialog to assign or unassign
hot spare drives, as necessary.

Related concepts

Hot spare drives on page 165
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Secure-capable drives
Drive Security
Drive Security is a feature that prevents unauthorized access to the data on a drive that is physically removed from the storage
array. A secure-capable drive encrypts data during writes and decrypts data during reads using a unique encryption key. Securecapable drives can be either Full Disk Encryption (FDE) drives or Federal Information Processing Standard (FIPS) drives. FIPS
drives have undergone certification testing. We recommend that you do not mix FDE drives and FIPS drives in a storage array.
To implement Drive Security, perform these steps:
1. Equip your storage array with secure-capable drives—either FDE drives or FIPS drives.
2. Enable the Drive Security premium feature via a premium feature key obtained from your storage vendor.
3. Create a security key that is used by the controller to provide read/write access to the drives.
4. Create a secure-enabled disk pool or volume group.
Controllers in the storage array have a security key. Secure-enabled drives provide access to data only through a controller that
has the correct security key. When you create a secure-enabled disk pool or volume group from secure-capable drives, the drives
in that disk pool or volume group become secure enabled. When a secure-capable drive has been secure enabled, the drive
requires the correct security key from a controller to read or write the data. All of the drives and controllers in a storage array
share the same security key. Furthermore, if you have both FDE drives and FIPS drives, they also share the same security key.
The shared security key provides read and write access to the drives, while the drive encryption key on each drive is used to
encrypt and decrypt the data. A secure-capable drive works like any other drive until it is secure enabled.
Whenever the power is turned off and turned on again, all of the secure-enabled drives change to a Security Locked state. In this
state, the data is inaccessible until the correct security key is provided by a controller.
You can erase secure-enabled drives so that you can reuse the drives in another disk pool, volume group, or in another storage
array. When you erase secure-enabled drives, you make sure that the data cannot be read. When all of the drives that you have
selected in the Physical pane are secure enabled, and none of the selected drives is part of a disk pool or volume group, the
Secure Erase option appears in the Drive menu.
The storage array password protects a storage array from potentially destructive operations by unauthorized users. The storage
array password is independent from the Drive Security feature, and should not be confused with the pass phrase that is used to
protect copies of a security key. However, it is good practice to set a storage array password before you create, change, or save a
security key or unlock secure drives.

Creating a security key
About this task

When you create a security key, it is generated by the controller firmware. The key is maintained on the storage array and is not
accessible. The same key is used for all controllers and drives in the storage array. Furthermore, if you have both Full Disk
Encryption (FDE) drives and Federal Information Processing Standard (FIPS) drives, they also share the same security key.
A copy of the security key must be kept on some other storage medium for backup in case of controller failure or for transfer to
another storage array. A pass phrase that you provide is used to encrypt and decrypt the security key for storage on other media.
When you create a security key, you also provide information to create a security key identifier. Unlike the security key, the
security key identifier is designed to be human-readable. The security key identifier is stored on the controller, on all drives
associated with that security key, and is backed up together with the security key. The security key identifier is used to identify
which key a controller is using when more than one security key is present in a storage array.
The storage array Administrator password protects a storage array from potentially destructive operations by unauthorized users.
The storage array Administrator password is independent from the Drive Security feature and should not be confused with the
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pass phrase that is used to protect copies of a security key. However, it is good practice to set a storage array Administrator
password before you create a security key.
Steps

1. To create a security key for the storage array, select Storage Array > Security > Drive Security > Create Key.
The Create Security Key dialog appears.
2. In the Security key identifier text box, enter a string that becomes part of the secure key identifier.
You can leave the text box blank or enter up to 189 alphanumeric characters without spaces, punctuation, or symbols.
Additional characters are generated automatically and are appended to the end of the string that you enter. The generated
characters help to ensure that the secure key identifier is unique.
3. Enter a path and file name to save the security key file by performing one of these actions:
•

Edit the default path by adding a file name to the end of the path.

•

Click the Browse button to choose a different file path.

If you choose a path other than the default, a file with the name that you select is saved in the directory specified by the
default path as well as in the directory that you entered.
Attention: If your management station has a SAN root/boot configuration, the default path might be to a drive that can

become locked. In this case, you must save a copy of the security key file to a location that is different from the default
path. Make sure that the path that you specify is on a drive that cannot become locked. If the only copy of the security key
file is saved to a drive that becomes locked with the key in that file, you will not be able to unlock the drive.
4. In the Pass phrase text box, enter a string for the pass phrase.
Keep these requirements for cryptographic strength in mind when you create the pass phrase:
•

The pass phrase must be between eight and 32 characters long.

•

The pass phrase must contain at least one uppercase letter.

•

The pass phrase must contain at least one lowercase letter.

•

The pass phrase must contain at least one number.

•

The pass phrase must contain at least one non-alphanumeric character, for example, < > @ +.

The characters that you enter will not be readable in the Pass phrase text box.
5. In the Confirm pass phrase text box, re-enter the exact string that you entered in the Pass phrase text box.
6. Make a record of the pass phrase that you entered and the security key identifier that is associated with the pass phrase. You
will need this information for later secure operations.
7. Click Create Key.
8. Did the Invalid Text Entry dialog appear?
•

Yes – There are errors in the strings that you entered. Read the error message in the Invalid Text Entry dialog, and click
OK.

•

No – There are no errors in the strings that you entered. Proceed to the step below.

9. Make a record of the security key identifier and the file name from the Create Security Key Complete dialog, and click
OK.
After you have created a security key, you can create secure-enabled disk pools or volume groups from secure-capable
drives. Creating a secure-enabled disk pool or volume group makes the drives secure-enabled. Secure-enabled drives enter
Security Locked status whenever power is re-applied. They can be unlocked only by a controller that supplies the correct key
Secure-capable drives
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during drive initialization. Otherwise, the drives remain locked, and the data is inaccessible. The Security Locked status
prevents any unauthorized person from accessing data on a secure-enabled drive by physically removing the drive and
installing the drive in another computer or storage array.

Changing a security key
The new security key is stored in the nonvolatile static random access memory (NVSRAM) of the controllers. The new key
replaces the previous key. You cannot see the security key directly. A copy of the security key must be kept on some other
storage medium for backup, in case of controller failure or for transfer to another storage array. A pass phrase that you provide
is used to encrypt and decrypt the security key for storage on other media.

Saving a security key
You save an externally storable copy of the security key when the security key is first created and each time it is changed. You
can create additional storable copies at any time. To save a new copy of the security key, you must provide a pass phrase. The
pass phrase that you choose does not need to match the pass phrase that was used when the security key was created or last
changed. The pass phrase is applied to the particular copy of the security key that you are saving.
Keep these guidelines in mind when you create a pass phrase:
•

The pass phrase must be between eight and 32 characters long.

•

The pass phrase must contain at least one uppercase letter.

•

The pass phrase must contain at least one lowercase letter.

•

The pass phrase must contain at least one number.

•

The pass phrase must contain at least one non-alphanumeric character, for example, <, >, @, or +.

The characters you enter are not readable in the Pass phrase text box.
The storage array Administrator password protects a storage array from potentially destructive operations by unauthorized users.
The storage array Administrator password is independent from the Drive Security feature and should not be confused with the
pass phrase that is used to protect copies of a security key. However, it is good practice to set a storage array Administrator
password before you save a security key.

Validating a security key
About this task

You validate a file in which a security key is stored through the Validate Security Key dialog. To transfer, archive, or back up the
security key, the controller firmware encrypts (or wraps) the security key and stores it in a file. You must provide a pass phrase
and identify the corresponding file to decrypt the file and recover the security key.
Data can be read from a security-enabled drive only if a controller in the storage array provides the correct security key. If you
move security-enabled drives from one storage array to another, you must also import the appropriate security key to the new
storage array. Otherwise, the data on the security-enabled drives that were moved is inaccessible.
Attention: After 20 consecutive unsuccessful attempts to validate a security key, you might be blocked from making further

attempts at validation. The Recovery Guru guides you to reset the limit and make additional attempts. Data on the drives is
temporarily inaccessible during the reset procedure.
Steps

1. From the Array Management Window, select Storage Array > Security > Drive Security > Validate Key .
2. In the Security key file text box, either enter a name for the security key file to validate (for example, C:\filename.slk ),
or click Browse to browse for a file.
3. In the Pass phrase text box, enter the pass phrase associated with the security key file.
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4. Click Validate to attempt to validate the file with the pass phrase.
5. Review the information in the Results text box.
•

If the Results text box shows the message, The security key validated successfully , click Close.

•

If the Results text box shows one of the following messages, re-enter information in the Security key file text box or the
Pass phrase text box to correct the problem, and click Validate.

You have reached the limit for unsuccessful validation attempts. Follow the instructions
in the Recovery Guru to reset the limit and attempt additional validations.

The controller is unable to decrypt the security key for validation. The failure might
be due to an incorrectly entered pass phrase. Re-enter the pass phrase, and try again.
If the failure happens again, the security key file might be corrupted. If this is the
case,
select a backup security key file, and try again.

The security key does not match the security key on the controller.
Locate the correct security key file, and try again.

Importing a security key to unlock secure drives
You can export a security enabled volume group to move the associated drives to a different storage array. After you install those
drives in the new storage array, you must unlock the drives before data can be read from or written to the drives. To unlock the
drives, you must import the security key from the original storage array. The security key on the new storage array is different
and cannot unlock the drives.
You must import the security key from a security key file that was saved on the original storage array. You must provide the pass
phrase that was used to encrypt the security key file to extract the security key from this file.
The storage array Administrator password protects a storage array from potentially destructive operations by unauthorized users.
The storage array Administrator password is independent from the Drive Security feature and should not be confused with the
pass phrase that is used to protect copies of a security key. However, it is good practice to set a storage array Administrator
password before you unlock secure drives.
Importing a security key
About this task

If you move security-enabled drives from one storage array to another, you must import the appropriate security key to the new
storage array. Otherwise, the data on the security-enabled drives that were moved is inaccessible.
You import a file in which a security key is stored through the Import Security Key dialog. To transfer, archive, or back up the
security key, the controller firmware encrypts (or wraps) the security key and stores it in a file. You must provide a pass phrase
and identify the corresponding file to decrypt the file and import the security key.
Steps

1. From the Array Management Window, select Storage Array > Security > Drive Security > Import Key .
2. In the Security key file text box, either enter a name for the security key file to import (for example, C:\filename.slk ),
or click Select File to browse for a file.
3. In the Pass phrase text box, enter the pass phrase associated with the security key file.
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4. Click Import to import the key file with the pass phrase.
5. Review the information in the Results text box.
•

If the Results text box shows RETCODE_OK , the security key imported successfully. Click Close.

•

If the Results text box shows a failure message, re-enter information in the Security key file text box or the Pass phrase
text box to correct the problem, and click Import.

Erasing secure-enabled drives
About this task

Use the Erase Security option only if you want to remove all of the data on one or more drives and reset the drive security
attributes.
Attention: Permanent loss of data access – The Erase Security option deletes all data from the selected drives. This action
cannot be undone.

Before you complete this option, make sure that the drives that you have selected are the correct drives. This action cannot be
undone. You will not be able to recover any of the data that is currently on the selected drives.
The storage array Administrator password protects a storage array from potentially destructive operations by unauthorized users.
The storage array Administrator password is independent from the Drive Security feature and should not be confused with the
pass phrase that is used to protect copies of a security key. However, it is good practice to set a storage array Administrator
password before you save a security key.
After you complete the Erase Security option procedure, the drives you had selected for this procedure are available for use in
another volume group, or disk pool, or in another storage array.
Steps

1. Select the Hardware tab.
2. Select an unassigned, secure-enabled drive.
To select multiple drives, Ctrl + click.
3. Select Hardware > Drive > Erase Security.
4. To confirm, type yes, and click OK.

Viewing drive properties
About this task

You can view information about a selected drive, such as its location, status, capacity, media type, interface type, security
settings, firmware version, and associated volume group.
Steps

1. Perform one of these actions based on whether you want to view the properties of selected drives or all drives:
•

To view the properties of selected drives – Go to step 2 on page 172.

•

To view the properties of all drives – Go to step 3 on page 173.

2. To view the properties of one or more selected drives, perform these steps:
a. Select the Hardware tab.
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b. Select the drives for which you want to view the properties.
The properties of the drives appear in the Properties pane on the right. If a modification operation is in progress, a
progress bar appears at the bottom of the Properties pane.
3. To view the properties of all drives, perform these steps:
a. Select Monitor > Reports > Storage Array Profile to open the storage array profile.
b. Select the Hardware tab and then select the Drives tab.
Details about the drives apear in the text area.
This table shows the properties of a drive.
Field

Description

Location

The physical drive tray, drawer, and the slot location.
Note: Drawer location is not supported with all drive trays.
Example – Drive at Tray 3, Drawer 1, Slot 4.

Status

The condition shown.
Example – Optimal.

Mode

The current mode for the drive.
Example – Hot Spare In Use.

Raw Capacity

The full capacity of the drive, including any capacity that is reserved for storage array management
and control.
Example – 8.479 GB.

Usable Capacity

The capacity of the drive after space reserved for storage array management and control is allocated
on the drive.
Example – 8.44 GB.

World Wide
Identifier

A unique hexadecimal identifier for the drive.

Associated
Volume Group

The number of the volume group that is associated with the selected drive.

Port, Channel and
ID

Information for each connection between the drive tray and the controller.

Media Type

The type of recording media that the drive uses, either hard disk or solid state disk.

Interface Type

The type of interface that the drive uses. This can be either Serial Attached SCSI (SAS), Serial
Advanced Technology Attachment (SATA), or Fibre Channel (FC).

Drive Path
Redundancy

Example – 313433363538373039333131.

Note – If there is no associated volume group, this field shows None.

This field specifies whether connections between the drive tray and the controller are redundant –
Yes or No.

Wear Life
Monitoring

This item appears only for Solid State Disks (SSDs). It specifies whether the drive supports wear life
monitoring, either Yes or No . Two mechanisms exist to alert you that an SSD is nearing the end of
its useful life: average erase count and spare blocks remaining.

Average Erase
Count

This item appears only for SSDs that support wear life monitoring. The average erase count is
reported as a percentage of the rated lifetime.

Spare Blocks
Remaining

This item appears only for SSDs that support wear life monitoring. The spare blocks remaining is
reported as a percentage of the total blocks.
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Field

Description

Security Capable

This field specifies whether the drive is secure capable – Yes or No. If your storage array contains
Federal Information Processing Standard (FIPS) drives, Yes - FDE or Yes - FIPS appear to
indicate whether the drive is Full Disk Encryption (FDE) or FIPS.

Secure

This field specifies whether the secure-capable drive is secure enabled – Yes or No.

Read/Write
Accessible

This field specifies whether there is a valid security key for the secure drive – Yes or No.

Security Key
Identifier

This field specifies whether there is a human-readable identifier for the Drive Security key – None or
Not Applicable.

Data Assurance
(DA) capable:

This field specifies whether the drive is Data Assurance capable – Yes or No.

Speed

The speed of the drive. The speed does not appear for SSDs.
Example – 15000 RPM.

Current Data Rate

The data transfer rate between the drive tray and the storage array.

Product ID

The name of the drive.
Example – The Big Drive.

Firmware Version

The revision level of the drive firmware.
Example – 7.0.4.

FPGA

This item appears only for SSDs that have a field-programmable gate array (FPGA). This field
specifies the version of the FPGA.

Serial Number

The serial number of the drive.
Example – 72363.

Vendor

The vendor of the drive.
Note – This value is always Not Available for SATA drives.
Example – DriveSRUS.

Date of
Manufacture

The date when the drive was built.
Note – This value is always Not Available for SATA drives.
Example – January 23, 2001.

ATA Translator
Status

The condition shown.

Location

The location of the ATA translator in the drawer.

Product ID

The name of the ATA translator.

Vendor

The vendor of the ATA translator.

Firmware Version

The revision level of the firmware.

Example – Optimal.

Related concepts

Solid State Disks on page 486
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Reviving a drive
About this task

Use the Revive option to revive (attempt to spin up) a selected drive.
Attention: Correct use of this option depends on the data configuration on all of the drives in the volume group. Never

attempt to revive a drive unless you are supervised by technical support.
Steps

1. In the Physical pane, select one or more failed drives, and select Hardwawre > Drive > Advanced > Revive .
2. Type yes , and click OK.
The selected drives are revived. The drives return to Optimal status in the Physical pane.

Failing a drive
About this task

Use the Fail Drive option to fail a selected drive.
You also can copy the data from the selected drive before it is failed, which allows for faster recovery than with drive
reconstruction. Data redundancy is not lost if you use the drive copy feature to copy the data from the selected drive before it is
failed.
Attention: Possible loss of data access – This operation could result in data loss or the loss of data redundancy. Do not use

this operation unless instructed to do so by the Recovery Guru. This operation is not allowed when a volume modification
operation is in progress.
Conditions in which data loss may occur:
•

Failure of a single drive in a RAID Level 0 volume

•

Failure of a single drive in a RAID Level 1 volume that has Degraded status if the drive failed is the mirror drive of another
failed drive

•

Failure of a single drive in a degraded RAID Level 3 or RAID Level 5 volume that has Degraded status

•

Failure of two or more drives in a RAID Level 3 or RAID Level 5 volume that has Optimal status

•

Failure of a single drive in a RAID Level 6 volume that has Degraded status with two failed drives

•

Failure of three or more drives in a RAID Level 6 volume that has Optimal status

•

Failure of a single drive in a disk pool that has Degraded status with two failed drives

•

Failure of three or more drives in a disk pool that has Optimal status

Conditions in which a loss of data redundancy may occur:
•

Failure of a single drive in a RAID Level 1 volume

•

Failure of a single drive in a RAID Level 3 or RAID Level 5 volume that has Optimal status

•

Failure of two drives in a RAID Level 6 volume or disk pool that has Optimal status
Attention: Use this option only under the guidance of technical support or if directed to do so by the Recovery Guru.
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Steps

1. Select the Hardware tab.
2. Select one the drive you want to fail.
3. Select Hardware > Drive > Advanced > Fail.
4. (Optional) Click the “Copy contents of drive before failing ” check box to copy the data from the selected drive to an
available hot spare drive or disk pool preservation capacity. The drives will appear in the Drive Copy in Progress state.
The drive copy feature allows for faster drive recovery than reconstructing with RAID and reduces the likelihood of
introducing an unreadable sector during the reconstruction because of a medium error on one of the remaining drives in the
volume group. The copy feature is available only for assigned drives.
5. Type yes, and click OK.
The dialog closes and the drive automatically fails. If you chose to copy the data from the drive, the drive appears as a “drive
copy source” in the mode section of the Properties panel. After the copy is finished, the drive automatically fails.
Note: After the drive has failed, wait at least 30 seconds before you remove it.

Replacing drives
Replacing drives
Before you begin

Verify that the replacement drives have the following attributes:
•

The drive has a capacity equal to or greater than the failed drives you removed.

•

The drive has a speed equal to the same speed as the failed drive or the missing drive.

•

The drive has the same media type and interface type as the failed drive or the missing drive.

•

If the original drive is part of a disk pool or volume group that contains all Full Disk Encryption (FDE) drives, the
replacement drive must be either an FDE drive or a Federal Information Processing Standard (FIPS) drive.

•

If the original drive is part of a disk pool or volume group that contains all FIPS drives, the replacement drive must be a FIPS
drive.

•

If the original drive is part of a volume that is Data Assurance (DA) enabled, the replacement drive must be DA capable.

About this task

The Replace Drives menu option allows you to do the following:
•

Replace a failed drive or missing drive with an optimal unassigned drive in the storage array.

•

Replace an assigned drive, which is neither failed nor missing, with an optimal unassigned drive in the storage array.

The drive must be a member of a disk pool or volume group. The Replace Drives menu option is disabled for disk pool drives
that are not failed or missing.
If you have Solid State Disks (SSDs), the storage management software notifies you when the drive is nearing the end of its life
and automatically schedules the drive for replacement.
Attention: Possible loss of data access – Use the Replace Drives option to logically change drives. Physically removing and

replacing a drive might force the volume group to a Partially Complete status or an Incomplete status.
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Steps

1. Select the Storage & Copy Services tab, and select the affected disk pool or volume group.
•

If you are replacing a drive in a disk pool, select Storage > Disk Pool > Replace Drives.

•

If you are replacing a drive in a volume group, select Storage > Volume Group > Replace Drives.

2. Select the Storage > Volume Group > Replace Drives menu option.
3. Do one of the following:
•

Select the failed drive or missing drive that corresponds to the slot location, and then select a drive from the Available
Replacement Drive table.

•

Select the assigned drive that you want to replace, and then select an unassigned drive from the Available Replacement
Drive table.

4. (Optional) Select the Fail drive after it is replaced check box to fail the original assigned drive after it is replaced. This
check box is enabled only if the original assigned drive is a drive that is neither failed nor missing.
5. Click the Replace Drive button.
•

If the original assigned drive is not a failed drive nor a missing drive, its data is copied to the available unassigned drive
you selected from the Available Replacement Drive table. This copy operation should begin automatically. After the copy
operation completes, the system transitions the original source drive to an unassigned status, and, if the check box was
selected, fail that drive and transition it to a Failed state.

•

If the original drive is a failed or missing drive, data is reconstructed on the new drive using information on the other
drives comprising the volume group. This reconstruction should begin automatically. The drive's fault indicator lights go
off, and the activity indicator lights of the drives in the volume group start flashing.

When should I replace a drive?
You can replace a failed drive or a missing drive. If you have Solid State Disks (SSDs), the storage management software
notifies you when the drive is nearing the end of its life at which time you should schedule to replace the drive.
You can replace a failed drive with a working drive from the list of eligible replacement drives that appears on the Replace
Drives dialog. Choose a drive from the list of eligible replacement drives that appears on the Replace Drives dialog. The
replacement drive must be equal to or greater in size, must have the same speed, and must have the same media type and
interface type as the failed drive or the missing drive.
Attention: Possible loss of data access – Use the Replace Drives option to logically change drives. Physically removing and

replacing a drive might force the volume group to a Partially Complete status or an Incomplete status.
When the Drive Security feature is enabled or a security capable drive is available, the Security Capable column appears in both
the Failed and missing drives list and the Available replacement drives list. Only security capable drives are listed as
available replacements for a failed drive if that drive belongs to a secure volume group. If the failed drive does not belong to a
secure volume group, either a security capable drive or a drive that is not security capable may be used as a replacement.
When the failed or missing drive is part of a Data Assurance (DA)-capable volume group, the DA Capable column appears in
both the Failed and missing drives list and the Available replacement drives list. Using drives that are not DA-capable to add
capacity to a DA-capable volume group is not recommended. The volume group will no longer have DA capabilities, and you
will no longer have the option to enable DA on newly created volumes within the volume group. Using drives that are DAcapable to add capacity to a volume group that is not DA-capable is not recommended. The volume group will not be able to
take advantage of the capabilities of the DA-capable drive. Consider using non-DA-capable drives in this situation.

Why do I have a missing drive?
A drive might show a Missing status for these reasons:
•

You removed the drive from the drive tray while the drive was assigned to a volume group.
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•

You imported a volume group by using the Force option, and not all of the drives were imported.

You might remove a drive from the drive tray for these reasons:
•

To move the drive to another slot or to another drive tray within the same storage array.

•

To export the volume group so that you can place the drives in storage.

•

To export the volume group so that you can move a volume group to another storage array.

Step 2: Configure the IP address and port combination for the IB HIC
About this task

Use the storage management software (either the GUI or CLI) to configure the IP address and port combination for the
InfiniBand HIC.
The iSER over InfiniBand controller ports are pre-configured with default IP addresses. Perform this step only if you want to
change the default port IP addresses
What You Need To Know
•

The target and the initiator must be on the same subnet.

•

The iSER over InfiniBand controller ports are pre-configured with the following default IP addresses.
◦

Port 1 Controller A : 192.168.130.101

◦

Port 2 Controller A : 192.168.131.101

◦

Port 1 Controller B : 192.168.130.102

◦

Port 2 Controller B : 192.168.131.102

Steps

1. On the Setup tab, under Storage Array Configuration, click Configure iSCSI Host Ports.
The Configure iSCSI Host Ports dialog appears.
2. Select the controller and port combination that you want to configure from the drop-down list. The default is Controller A ,
HIC 1, Port 1.
3. Accept the default IP address for the controller port you selected or enter a custom IP address.
4. Repeat step 2 on page 178 through step 3 on page 178 for each controller and port combination you want to configure.
5. Click OK to save your settings and exit.

Network settings
Network configuration settings
Related tasks

Viewing a storage array profile on page 9
Setting the speed of the Ethernet ports on page 183
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Which do I choose--DHCP or manual configuration?
The default method for network configuration is Dynamic Host Configuration Protocol (DHCP). Always use this option unless
your network does not have a DHCP server.
You can select a controller and an Internet Small Computer System Interface (iSCSI) host port from the iSCSI host port dropdown list to configure its network settings. The connection status between the storage array and the host appears in the Status
area when you select an iSCSI host port. The connection status is either connected or disconnected. Additionally, the media
access control (MAC) address of the selected iSCSI host port appears in the MAC address area.
For each iSCSI host port, you can use either IPv4 settings or IPv6 settings or both. To use the IPv4 settings for the iSCSI host
port, select the Enable IPv4 check box. To use the IPv6 settings for the iSCSI host port, select the Enable IPv6 check box. To
configure the IPv4 settings, you can select the IPv4 Settings tab. To configure the IPv6 settings, you can select the IPv6
Settings tab.
Network speed settings
The network speed is the rate of data transfer between the storage array and the host.
Note: Auto-negotiation of the network speed is not supported when the storage array is connected to the host using the iSCSI
host ports.

Auto-negotiation is the ability of a host port to automatically configure the network speed. For more information about autonegotiation, refer to the What is auto-negotiate? online help topic.
You must set the network speed for the iSCSI host port when auto-negotiation is not supported. To set the network speed for the
iSCSI host port, select a network speed in the Configured Ethernet port speed drop-down list. The network speed values in the
Configured Ethernet port speed drop-down list depends on the maximum speed that your network can support. Only the
network speeds that are supported appear. The possible network speeds are 10 Gb/s and 1 Gb/s.
You can view information about the iSCSI host ports in the Controllers tab and All tab of the Storage Array Profile dialog.
For more information about the storage array profile, refer to the Viewing a Storage Array Profile online help topic.
IPv4 settings
To configure the IPv4 settings using the DHCP, click the IPv4 Settings tab and select the Obtain configuration automatically
radio button. This option is selected by default. To manually configure the IPv4 settings, select the Specify configuration radio
button.
If the controllers in the storage array are not able to get an IPv4 configuration from a DHCP server, the controllers time out and
fall back to a default IP address. The default IP addresses for an IPv4 configuration are:
Controller 0: IP: 192.168.128.101 Subnet Mask: 255.255.255.0
Controller 1: IP: 192.168.128.102 Subnet Mask: 255.255.255.0
Note: The default IP address is not set for the gateway.

If you are using a DHCP server, make sure that the IP address does not change. The IP address might change if a MAC address
is assigned on the DHCP server.
If DHCP is not used, you must initially configure the host in the same subnet as the storage array.
IPv6 settings
To configure the IPv6 settings using the DHCP, click the IPv6 Settings tab and select the Obtain configuration automatically
radio button. This option is selected by default. The IPv6 configuration is generated based on the MAC address.
To manually configure the IPv6 settings, select the Specify configuration radio button.
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What is a DHCP server?
Dynamic Host Configuration Protocol (DHCP) is a protocol that automates the task of assigning an Internet Protocol (IP)
address.
Each device that is connected to a TCP/IP network must be assigned a unique IP address. These devices include the controllers
in your storage array.
Without DHCP, a network administrator enters these IP addresses manually. With DHCP, when a client needs to start TCP/IP
operations, the client broadcasts a request for address information. The DHCP server receives the request, assigns a new address
for a specified amount of time called a lease period, and sends the address to the client. With DHCP, a device can have a
different IP address each time it connects to the network. In some systems, the IP address for the device can change even while
the device is still connected.

How do I configure my DHCP server?
You must configure a Dynamic Host Configuration Protocol (DHCP) server to use static Internet Protocol (IP) addresses for the
controllers in your storage array.
The IP addresses that your DHCP server assigns are generally dynamic and can change because they have a lease period that
expires. Some devices, for example, servers and routers, need to use static addresses. The controllers in your storage array also
need static IP addresses.
For information about how to assign static addresses, see the documentation for your DHCP server.

Why do I need to change the controller network configuration?
You must set the network configuration for each controller—its Internet Protocol (IP) address, subnetwork mask (subnet mask),
and gateway—when you use out-of-band management.
You can set the network configuration by using a Dynamic Host Configuration Protocol (DHCP) server. If you are not using a
DHCP server, you must enter the network configuration manually.

Where do I get the network configuration?
You can get the Internet Protocol (IP) address, subnetwork mask (subnet mask), and gateway information from your network
administrator.
You need this information when you are configuring ports on the controllers.

Configuring a DNS server
Before you begin

Before beginning this procedure, make sure that:
•

A DNS server is configured.

•

You know the addresses of a primary DNS server and a backup DNS server, in case the primary DNS server fails. These
addresses can be IPv4 addresses or IPv6 addresses.

About this task

Domain Name System (DNS) is used to resolve fully qualified domain names for the controllers and a Network Time Protocol
(NTP) server. The management Ethernet ports on the array can support IPv4 or IPv6 protocols simultaneously.
In these steps, you configure a primary DNS server address. The backup DNS server can be optionally configured to use if a
primary DNS server fails.
Note: If you already configured the array’s management ports with DHCP (Dynamic Host Configuration Protocol), and you
have one or more DNS or NTP servers associated with the DHCP setup, then you do not need to manually configure DNS/
180

Storage arrays

NTP. In this case, the array should have already obtained the DNS/NTP server addresses automatically. However, you should
still follow the instructions below to open the dialog and make sure that the addresses are detected.
Steps

1. From the Array Management Window, select Hardware > Controller > Configure > DNS Server.
2. To show the corresponding controller's Domain Name Service (DNS) settings, select a controller from the drop-down list.
3. In the dialog, select one of the following:
•

Obtain DNS server addresses automatically.The DNS servers the DHCP service has provided to the controller are
shown.
Note: If the array is set to use a static DNS address, no DNS servers appear.

•

Use the following DNS server addresses. Enter a primary and backup DNS server address.

4. Repeat steps 2 and 3 for the other controller.
5. Click OK.

Configuring an NTP server
Before you begin

Before beginning this procedure, make sure that:
•

An NTP server is configured.

•

You know the addresses of a primary NTP server and a backup NTP server, in case the primary NTP server fails. These
addresses can be IPv4 addresses or IPv6 addresses.

About this task

NTP (Network Time Protocol) is configured so the array can automatically synchronize the controller's clocks with an external
host using SNTP (Simple Network Time Protocol). When this feature is enabled, the controller periodically queries the
configured NTP server, then uses the results to update its internal time-of-day clock. If only one controller has NTP enabled, the
alternate controller periodically synchronizes its clock with the controller that has NTP enabled. If neither controller has NTP
enabled, the controllers periodically synchronize their clocks with each other.
In this procedure, you set unicast SNTP (Simple Network Time Protocol) capability for the array's controllers. You can use a
static IP address or obtain an IP address from a DHCP server, or you can use a domain name as long as a DNS server is also
configured. The NTP service supports either IPv4 or IPv6 addresses.
Important: It is not necessary to configure NTP on both controllers; however, doing so improves the array's ability to stay

synchronized during hardware or communication failures.
Note: If you enter one or more domain names for the NTP servers, you must also configure a DNS server to resolve the NTP
server address. You only have to configure the DNS server on those controllers where you configured NTP and provided a
domain name. See Configuring a DNS server on page 180.
Note: Enabling NTP on one or more of the array's controllers disables the ability to manually synchronize the array's clocks
with a management station.
Steps

1. From the Array Management Window, select Hardware > Controller > Configure > NTP Server.
2. To show the corresponding controller's NTP settings, select a controller from the drop-down list.
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3. If the Configure Network Time Protocol (NTP) server checkbox is unchecked, click the checkbox.
4. In the dialog, select one of the following:
•

Obtain NTP server addresses automatically. The NTP servers the DHCP service has provided to the controller are
shown.
Note: If the array is set to use a static NTP address, no NTP servers appear.

•

Use the following NTP server addresses. Enter a primary and backup NTP server address.

5. Click OK.

What are ICMP PING responses?
Internet Control Message Protocol (ICMP) is one of the protocols of the TCP/IP suite.
The ICMP echo request and the ICMP echo reply messages are commonly known as ping messages. Ping is a
troubleshooting tool used by system administrators to manually test for connectivity between network devices, and also to test
for network delay and packet loss. The ping command sends an ICMP echo request to a device on the network, and the
device immediately responds with an ICMP echo reply. Sometimes, a company's network security policy requires ping
(ICMP echo reply) to be disabled on all devices to make them more difficult to be discovered by unauthorized persons.

When should I refresh the port configuration or the iSNS server from the
DHCP server?
Refresh the DHCP server any time the server is modified or upgraded, and the DHCP information relevant to the current storage
array and the storage array that you want to use has changed.
Specifically, refresh the port configuration or the iSNS server from the DHCP server when you know that the DHCP server will
be assigning different addresses.
Note: Refreshing a port configuration is destructive to all of the iSCSI connections on that port.

What do I do after I configure the Ethernet management ports?
If you changed the IP address for the storage array, you must complete these steps:
1. Remove this storage array from the list of storage arrays that are managed by the storage management software.
2. Using the new IP address for this storage array, add this storage array to the list of storage arrays that are managed by the
storage management software.

Setting advanced network configuration
About this task

Use the Advanced Network Configuration option to allow or disallow remote administration for this controller. This option lets
administrators from outside of the local area network change settings on the controller.
Steps

1. Select the Hardware tab, and select a controller.
2. Select Hardware > Controller > Change > Remote Login .
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3. To allow outside parties to administer the controller you chose, select the Enable TELNET access to Controller x check
box.
To disallow remote administration of the controller, deselect the check box.
4. Click OK.
5. In the confirmation dialog, click Yes.
The remote network configuration information has been changed.

Setting the speed of the Ethernet ports
Steps

1. Select the Hardware tab.
2. Right-click the controller.
3. Select Hardware > Controller > Configure > Management Ports .
4. In the Ethernet port list, select the port that you want to configure.
5. In the Speed and duplex mode list, select a mode. The specific GbE controller on the controller board determines the speed
and duplex combinations that you can set manually. Only the combinations that are supported appear. These combinations
are possible:
Speed

Duplex Mode

1000BASE-T

Duplex

1000BASE-T

Half duplex

100BASE-T

Duplex

100BASE-T

Half duplex

Auto-negotiate
Auto-negotiation is link speed negotiation that is performed on each host port. Auto-negotiation is enabled as the default for
GbE management ports. If auto-negotiation fails, a Needs Attention status appears, and the system tries to establish a
connection at 10BASE-T, half duplex.
6. You can enable IPv4, IPv6, or both. You can enable IPv6 only if your controller has IPv6.
•

To enable IPv4, select the Enable IPv4 check box. Go to step 7 on page 183.

•

To enable IPv6, select the Enable IPv6 check box. Go to step 8 on page 183.

7. If you enabled IPv4, select the IPv4 tab, and perform one of these actions based on whether you want to use dynamic IP
addressing.
•

You want to assign IP addresses dynamically – Select the Obtain configuration automatically from DHCP server
radio button.

•

You want to assign an IP address manually – Select the Specify configuration radio button, type an IP address, type a
subnet mask, and change the controller gateway, if desired.

8. If you enabled IPv6, select the IPv6 tab, and perform one of these actions based on whether you want to use dynamic IP
addressing.
•

You want to assign IP addresses dynamically – Select the Obtain configuration automatically radio button.

Setting the speed of the Ethernet ports
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•

You want to assign IP addresses manually – Select the Specify configuration radio button. Type the last half of the IP
address. The first half is always FE80:0000:0000:0000 and already appears. Type the routable IP address, and change the
controller router IP, if desired.

Related concepts

What are port speed and duplex mode? on page 431
What is auto-negotiate? on page 429

iSCSI settings
iSCSI sessions
What information can I view for this iSCSI session?
You can view the information shown in this table for each current iSCSI session.
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Item

Description

Session Identifier (SSID)

A session between an iSCSI initiator and an iSCSI target that is defined by a session ID
that is a data object composed of an initiator part (ISID) and a target part (Target Portal
Group Tag). The ISID is specified by the initiator at session establishment.

Initiator Session ID (ISID)

The initiator part of the session identifier. The ISID is explicitly specified by the initiator
during login.

Target Portal Group

The iSCSI target.

Target Portal Group Tag (TPGT)

A 16-bit numerical identifier for an iSCSI target portal group.

Initiator iSCSI name

The worldwide unique name of the initiator.

Initiator iSCSI label

The user label set in the storage management software.

Initiator iSCSI alias

A name that also can be associated with an iSCSI node. The alias allows an organization
to associate a user-friendly string with the iSCSI name. However, the alias is not a
substitute for the iSCSI name. The initiator iSCSI alias only can be set at the host, not in
the storage management software.

Host

The server that runs the storage management software and is connected to the storage
arrays. It controls input and output to the storage arrays.

Connection ID (CID)

A unique ID for a connection within the session between the initiator and the target. This
ID is generated by the initiator and presented to the target during login requests. The
connection ID is also presented during logouts that close connections.

Ethernet port identifier

The controller and the port that are associated with the connection.

Initiator IP address

The IP address of the initiator.

Negotiated login parameters

The parameters that are transacted during the login of the iSCSI session.

Authentication method

The technique to authenticate users who want access to the iSCSI network. Valid values
are CHAP and None.

Header digest method

The technique to show possible header values for this iSCSI session. HeaderDigest and
DataDigest can be either None or CRC32C. The default value for both is None.

Data digest method

The technique to show possible data values for this iSCSI session. HeaderDigest and
DataDigest can be either None or CRC32C. The default value for both is None.
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Item

Description

Maximum connections

The greatest number of connections allowed for this iSCSI session. The maximum
number of connections can be 1 through 4. The default value is 1.

Target alias

The label that is associated with the target.

Initiator alias

The label that is associated with the initiator.

Target IP address

The IP address of the target for this iSCSI session. For the initial release of the iSCSI
interface, the target address is shown only as a dotted decimal IP address. DNS names
are not supported.

Initial R2T

The initial ready to transfer status. The status can be either Yes or No.

Maximum burst length

The maximum SCSI payload in bytes for this iSCSI session. The maximum burst length
can be from 512 to 262,144 (256 KB). The default value is 262,144 (256 KB).

First burst length

The SCSI payload in bytes for unsolicited data for this iSCSI session. The first burst
length can be from 512 to 131,072 (128 KB). The default value is 65,536 (64 KB).

Default time to wait

The minimum number of seconds to wait before you attempt to make a connection after
a connection termination or a connection reset. The default time to wait value can be
from 0 to 3600. The default is 2.

Default time to retain

The maximum number of seconds that connection is still possible following a
connection termination or a connection reset. The default time to retain can be from 0 to
3600. The default value is 20.

Maximum outstanding R2T

The maximum number of ready to transfers outstanding for this iSCSI session. The
maximum outstanding ready to transfer value can be from 1 to 16. The default is 1.

Error recovery level

The level of error recovery for this iSCSI session. The error recovery level value is
always set to 0.

Maximum receive data segment
length

The maximum amount of data that either the initiator or the target can receive in any
iSCSI payload data unit (PDU).

Target name

The official name of the target (not the alias). The target name with the iqn format.

Initiator name

The official name of the initiator (not the alias). The initiator name that uses either the
iqn or eui format.

Why would I want to end an iSCSI session?
You might want to end an iSCSI session for these reasons:
•

Unauthorized access – If an initiator is logged on whom you deem should not have access, you can end the iSCSI session.
Ending the iSCSI session forces the initiator off the storage array. The initiator might have been able to log on because of the
None authentication method being available.

•

System downtime – If you need to take down a storage array and you see that initiators are still logged on, you can end the
iSCSI session to get the initiators off the storage array.

iSCSI login parameters
Parameter

Description

AuthMethod

AuthMethod permits the target and the initiator to agree on the authentication
method to be used. Valid values are CHAP and None.

CHAP Parameters

For the CHAP authentication algorithm, one encryption algorithm is supported –
CHAP with MD5 (5).

iSCSI sessions
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Parameter

Description

HeaderDigest and DataDigest

HeaderDigest and DataDigest can be either None or CRC32C. The default value
for both is None. Public and private digest extensions are not supported.

MaxConnections

The maximum number of connections can be 1 through 4. The default value is 1.

SendTargets

SendTargets is supported.

TargetName

The target name with the iqn format.

InitiatorName

The initiator name with either iqn or eui format.

TargetAlias

The target alias if configured for the target.

InitiatorAlias

The initiator alias for display, if the initiator has communicated the InitiatorAlias
to the target.

TargetAddress

For the initial release of the iSCSI interface, the target address is shown only as a
dotted decimal IP address. DNS names are not supported.

TargetPortalGroupTag

A 16-bit numerical identifier for an iSCSI target portal group.

InitialR2T

The initial ready to transfer value can be either Yes or No. The default value is Yes.

ImmediateData

The ImmediateData value can be either Yes or No. The default value is Yes.

MaxRecDataSegmentLength

The maximum received data segment length can be from 512 to 65,536 (64 KB).
For SSD-enabled volumes, the maximum received data segment length can be from
4 KB to 65,536 (64 KB). The default is 8192 (8 KB).

MaxBurstLength

The maximum burst length can be from 512 to 262,144 (256 KB). The default
value is 262,144 (256 KB).

FirstBurstLength

The first burst length can be from 512 to 131,072 (128 KB). The default value is
65,536 (64 KB).

DefaultTime2Wait

The default time to wait value can be from 0 to 3600. The default is 2.

DefaultTime2Retain

The default time to retain value can be from 0 to 3600 seconds. The default value is
20.

MaxOutstandingR2T

The maximum outstanding ready to transfer value can be from 1 to 16. The default
value is 1.

DataPDUInOrder

The data PDU in order value can be either Yes or No. This key is ignored by the
target, because data that is received out of order is automatically put into the correct
order.

DataSequenceInOrder

The data sequence in order value is always set to Yes.

ErrorRecoveryLevel

The error recovery level value is always set to 0.

SessionType

The session type can be Discovery or Normal. This key is strictly declarative. The
default value is Normal.

OFMarker and IFMarker

OFMarker turns on or turns off the initiator to target markers on the connection. It
is always set to No. IFMarker turns on or turns off the target to initiator markers
on the connection. It is always set to No.

OFMarkInt and IFMarkInt

OFMarkInt and IFMarkInt set the interval for the initiator to target markers on
the connection and are irrelevant. The target always responds with Reject.
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Renaming a remote initiator user label
About this task

Use the Rename option to change the user label for an iSCSI remote initiator. You can define a user label to give a more userfriendly name to an iSCSI host.
Keep these guidelines in mind when you choose a new name:
•

The name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you choose
any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.

•

If you choose a name that duplicates that of another node of the same type, an error message appears. You are prompted to
choose another name.

Steps

1. Select Storage Array > iSCSI > Manage Settings .
2. Click the Remote Initiator Configuration tab.
3. Click the Rename button.
4. Type the new name, and click OK.
Note: If you delete the text from the text box and click OK, the original name of the node is retained.

ISCSI target authentication
Changing the initiator authentication settings
Change the initiator authentication settings in the Change Target Authentication window. Use these options to change these
settings:
•

None – Select None if you permit no initiator authentication. If you select None, any initiator can access this target. Use this
option only if you do not require secure data. However, you can select both None and CHAP at the same time. For example,
one initiator might not have CHAP and the other initiator has only CHAP selected.

•

CHAP – Select CHAP if you want to enable an initiator that tries to access the target to authenticate using CHAP. Define
the CHAP secret only if you want to use mutual CHAP authentication. If you select CHAP, but no CHAP target secret is
defined, an error message appears. Click CHAP secret to view the Enter CHAP Secret dialog. Use this dialog to define the
CHAP secrets.

iSCSI authentication methods
Currently, the storage management software has only one iSCSI authentication method. This method is called Challenge
Handshake Authentication Protocol (CHAP).
CHAP is an authentication scheme used by several types of servers. CHAP validates the identity of remote clients. This
authentication occurs when you establish the initial link. The authentication is based on a shared secret and is bi-directional.

ISCSI target authentication
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When should I use multiple authentication types simultaneously?
If you select multiple authentication types, the storage array accepts any of the selected types that the initiator supports and with
which you can successfully log in. However, if the authentication type of None is in that list, any initiator can log in
successfully.

iSCSI mutual authentication
Where can I find the initiator permissions?
The initiator permissions are not initially set in the storage management software but are set on the host. You are only providing
the permissions in the Remote Initiator Configuration tab that are already set at the host. You are not defining them in this
dialog, as you would define target authentication permissions in the Target Configuration tab.
You can find the initiator permissions by accessing the following menu option and performing these steps:
1. If you have already provided the CHAP secret in this interface, select the Remote Initiator Configuration tab.
2. Click CHAP Secret to enter the permissions.

iSCSI authentication methods
Currently, the storage management software has only one iSCSI authentication method. This method is called Challenge
Handshake Authentication Protocol (CHAP).
CHAP is an authentication scheme used by several types of servers. CHAP validates the identity of remote clients. This
authentication occurs when you establish the initial link. The authentication is based on a shared secret and is bi-directional.

Mutual authentication
Two-way authentication that enables a client to validate itself to a server and for the server to validate itself to the client. If an
initiator and a target negotiate during login to use authentication, by default, the initiator authenticates to the target that it is who
it says it is given that the initiator knows the target Challenge Handshake Authentication Protocol (CHAP) secret. If the initiator
optionally requests mutual authentication, then the target authenticates to the initiator that the target is who it says it is given that
the target knows the initiator's CHAP secret.

Relationship between iSCSI alias and CHAP user names
When setting up CHAP authentication on the host, use the target's (storage array's) iSCSI alias as the target's CHAP user name.
You can find target's iSCSI alias on the Target Configuration tab of the Manage iSCSI Settings dialog box.
If you are using mutual CHAP authentication, the initiator’s (host’s) CHAP user name is assumed to match the target’s CHAP
user name/iSCSI alias. Therefore, the target’s iSCSI alias, the target's CHAP user name, and the initiator's CHAP user name all
contain the same value.

iSCSI target identification
Why can I not change the iSCSI target name?
Both targets and initiators require names for identification. In addition, names enable iSCSI storage resources to be managed
regardless of location or address.
iSCSI names must have a global scope, be independent of address or location, and be persistent and globally unique. Names
must be extensible and scalable with the use of naming authorities. Changing this name might cause conflicts within the system.
iSCSI names have the following properties:

188

Storage arrays

•

Globally unique – No two initiators or targets can have the same name.

•

Permanent – An iSCSI initiator node or target node can have the same name for its lifetime.

•

No location or address implication – An iSCSI initiator or an iSCSI target can move or have multiple addresses. A change
of address does not imply a change of name.

•

No central name broker – The naming authority is distributed.

•

Integration with existing naming authorities – iSCSI names support integration with existing unique naming schemes.
iSCSI does not create any new naming authorities.

Why should I define an alias?
You cannot change the iSCSI target name, but you can associate an alias with the target for simpler identification. Aliases are
useful because the iSCSI target names are not intuitive. Also, when setting up CHAP authentication on the initiator (host), you
enter the target alias as the CHAP user name. You should provide an iSCSI target alias that is meaningful and easy to remember.
The alias for the initiator is set on the host side. The storage management software provides an area to define a unique user label
for the initiator.

Hints for defining a meaningful alias
You can use the iSCSI alias in a text string as an additional descriptive name for a target.
An alias is a descriptive name that you can assign to a target that is independent of the name and that does not have to be unique.
Do not use an alias to specify a target when logging on or during authentication.
Use these methods to create a meaningful target alias or initiator user label:
•

Limit an alias to 30 characters.

•

Use common language and simple terms when you create an alias.

•

Use items, such as location, server name, department name, and company name, to identify the target alias or the initiator
alias.

•

Create a matrix for alias permissions to be shared between the target and the initiator, for ease of use when you look up a
specified target alias or initiator alias.

iSCSI target discovery
Which discovery methods are automatically supported?
Your iSCSI implementation can be configured to use three different target discovery methods: Send Targets, Static, and iSNS
Server. The storage management software automatically supports the Send Targets discovery method and the Static discovery
method. If you are using either of these two discovery methods, you do not have to enter anything on the Target Discovery tab.
If you want to use the iSNS Server discovery method, you must select the Use iSNS Server check box, and enter the iSNS
server information.

Internet Storage Name Service (iSNS)
CONTEXT [iSCSI] A protocol and mechanism for intelligent discovery of storage devices in an Internet Protocol (IP) network.
(The Dictionary of Storage Networking Terminology )

What happens when I use an iSNS server?
When you select the Use iSNS server check box, the controller tries to register with the specified iSNS server. Registration can
take as long as five minutes. During registration, a progress bar is shown. If registration is successful, the progress bar dialog
closes with no further messages. If registration fails, an error message appears.
iSCSI target discovery
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Un-named discovery session
A security feature for iSCSI discovery. The storage array will not respond to global requests; rather, it will only respond to
requests addressed specifically to this target. If un-named discovery sessions are disabled, an iSCSI initiator can only ask the
target about a specific target or targets by iSCSI name. If the iSCSI initiator tries to ask for all targets, the target (storage array)
drops the request without answering, which makes it appear that the storage array is not there.

Configuring advanced IP settings
Virtual Local Area Network (Virtual LAN or VLAN)
CONTEXT [Network] A logical network that behaves as if it is physically separate from other physical and virtual local area
networks (LANs) supported by the same switches, the same routers, or both. (The Dictionary of Storage Networking
Terminology ). Several VLANs can exist within a network.

Ethernet priority
A parameter that is set to determine the priority of accessing a network. In a shared local area network (LAN) environment, such
as Ethernet, many stations might contend for access to the network. Access is on a first-come, first-serve basis. Two stations
might try to access the network at the same time, which causes both stations to back off and wait before trying again. This
process is minimized for switched Ethernet, where only one station is connected to a switch port. Ethernet priority schemes have
been developed by a number of vendors.

Configuring advanced iSCSI host port settings
How is the iSCSI network listening port different from the iSNS listening port?
The iSCSI listening port is the TCP port number that the controller uses to listen for iSCSI logins from host iSCSI initiators.
The default value for this listening port is 3260.
The iSNS server listening port is the TCP port number that the controller tries to connect to an Internet Storage Name Service
(iSNS) server. This process lets the iSNS server register the storage array with the iSCSI target and the iSCSI portals so that the
host initiators can find the storage array. The default value for this listening port is 3205.

Jumbo frames
The default maximum Ethernet frame size, or MTU (Maximum Transmission Unit) is 1500 bytes. Using a larger MTU, known
as a jumbo frame can improve the performance of iSCSI data transfers. The MTU setting is configurable for each data port up to
a maximum of 9000 bytes. For this to work correctly, all of the other devices in the iSCSI network also must be configured to
pass the larger jumbo frames, including the server NICs, Ethernet switches, and routers.

TCP listening port
The TCP listening port for the iSCSI host ports is the port number that the controller uses to listen for iSCSI logins from host
iSCSI initiators .
The TCP listening port for the iSNS server is the port number that the controller uses to connect to an iSNS server . This process
lets the iSNS server register the iSCSI target and the iSCSI portals of the storage array so that the host initiators can find the
storage array.
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iSCSI statistics
What are the iSCSI statistics packages?
The storage management software shows these types of iSCSI statistics. All statistics are read-only, and cannot be set.
•

Ethernet MAC statistics – Provides statistics for the media access control (MAC). MAC also provides an addressing
mechanism called the physical address or the MAC address. The MAC address is a unique address that is assigned to each
network adapter. The MAC address helps deliver data packets to a destination within the subnetwork.

•

Ethernet TCP/IP statistics – Provides statistics for the TCP/IP, which is the Transmission Control Protocol (TCP) and
Internet Protocol (IP) for the iSCSI device. With TCP, applications on networked hosts can create connections to one
another, over which they can exchange data in packets. The IP is a data-oriented protocol that communicates data across a
packet-switched internetwork. The IPv4 statistics and the IPv6 statistics are shown separately.

•

Target (protocol) statistics – Provides statistics for the iSCSI target, which provides block level access to its storage media.

•

Local initiator (protocol) statistics – Provides iSCSI statistics for the storage array when used as an initiator in
asynchronous mirroring operations.

•

DCBX operational state statistics – Displays the operational states of the various Data Center Bridging Exchange (DCBX)
features.

•

LLDP TLV statistics – Displays the Link Layer Discovery Protocol (LLDP) Type Length Value (TLV) statistics.

•

DCBX TLV statistics – Displays the information that identifies the storage array host ports in a Data Center Bridging
(DCB) environment. This information is shared with network peers for identification and capability purposes.

MAC transmit and MAC receive statistics
When you select Ethernet MAC statistics, these MAC transmit statistics appear. You can view each of these statistics as raw
statistics or as baseline statistics.
Statistic

Definition

F

Frame count

B

Byte count

MF

Multicast frame count

BF

Broadcast frame count

PF

Pause frame count

CF

Control frame count

FDF

Frame deferral count

FED

Frame excess deferral count

FLC

Frame late collisions count

FA

Frame abort count

FSC

Frame single collision count

FMC

Frame multiple collisions count

FC

Frame collision count

FDR

Frame dropped count

iSCSI statistics
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Statistic

Definition

JF

Jumbo frame count

When you select Ethernet MAC statistics, these MAC receive statistics appear.
Statistic

Definition

F

Frame count

B

Byte count

MF

Multicast frame count

BF

Broadcast frame count

PF

Pause frame count

CF

Control frame count

FLE

Frame length error count

FD

Frame dropped count

FCRCE

Frame CRC error count

FEE

Frame encoding error count

LFE

Large frame error count

SFE

Small frame error count

J

Jabber count

UCC

Unknown control frame count

CSE

Carrier sense error count

Ethernet TCP/IP statistics
When you select Ethernet TCP/IP statistics, the TCP statistics in this table appear. You can view each of these statistics as raw
statistics or as baseline statistics.
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Statistic

Definition

TxS

Transmitted segment count

TxB

Transmitted byte count

RTxTE

Retransmit timer expired count

TxDACK

Transmit delayed ACK count

TxACK

Transmit ACK count

RxS

Received segment count

RxB

Received byte count

RxDACK

Received duplicate ACK count

RxACK

Received ACK count

RxSEC

Received segment error count

RxSOOC

Received segment out-of-order count

RxWP

Received window probe count

Storage arrays

Statistic

Definition

RxWU

Received window update count

When you select Ethernet TCP/IP statistics, the IP statistics in this table appear.
Statistic

Definition

TxP

Transmitted packet count

TxB

Transmitted byte count

TxF

Transmitted fragment count

RxP

Packets received count. Select Show IPv4 to show the IPv4 packets received count. Select Show IPv6
to show the IPv6 packets received count.

RxB

Received byte count

RxF

Received fragment count

RxPE

Received packet error count

DR

Datagram reassembly count

DRE-OLFC

Datagram reassembly error, overlapped fragment count

DRE-OOFC

Datagram reassembly error, out-of-order fragment count

DRE-TOC

Datagram reassembly error, time-out count

iSCSI target statistics and local initiator statistics
When you select Target (protocol) statistics or Local initiator (protocol) statistics, the following statistics are shown. You can
view each of these statistics as raw statistics or as baseline statistics.
Statistic

Definition

SL

Successful iSCSI login count

UL

Unsuccessful iSCSI login count

SA

Successful iSCSI authentication count (when authentication is enabled)

UA

Unsuccessful iSCSI authentication count (when authentication is enabled)

PDU

Correct iSCSI PDUs processed count

HDE

iSCSI PDUs with header digest errors count

DDE

iSCSI PDUs with data digest errors count

PE

PDUs with iSCSI protocol errors count

UST

Unexpected iSCSI session terminations count

UCT

Unexpected iSCSI connection termination count

DCBX operational state statistics
When you select Data Center Bridging Exchange (DCBX) Operational State Statistics, these statistics appear.
Statistic

Definition

iSCSI Host Port

Indicates the location of the detected host port in Controller #, Port # format.

iSCSI statistics
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Statistic

Definition

Priority Group

Indicates the operational state of the Priority Group (PG) application. The state is either
Enabled or Disabled.

Priority-based Flow Control

Indicates the operational state of the Priority-based Flow Control (PFC) feature. The
state is either Enabled or Disabled.

iSCSI Feature

Indicates the operational state of the Internet Small Computer System Interface (iSCSI)
application. The state is either Enabled or Disabled.

FCoE Bandwidth

Indicates the state of the Fibre Channel over Ethernet (FCoE) Bandwidth. The state is
either True or False.

No FCoE/FIP Map Mismatch

Indicates whether a map mismatch exists between FCoE and FCoE Initialization
Protocol (FIP). The value is either True or False.

You can find additional DCBX operational state statistics in the state capture file.
Related tasks

Capturing the state information on page 377

LLDP TLV statistics
When you select Link Layer Discovery Protocol (LLDP) Type Length Value (TLV) Statistics, these statistics appear. Two sets of
statistics appear: one for the local device and one for the remote device. The local device refers to the controller. The remote
device refers to the peer device that the controller is attached to, typically a switch.
Statistic

Definition

iSCSI Host Port

Indicates the location of the detected host port in Controller #, Port # format.

Chassis ID

Indicates the chassis ID.

Chassis ID Subtype

Indicates the chassis ID subtype.

Port ID

Indicates the port ID.

Port ID Subtype

Indicates the port ID subtype.

Time to Live

Indicates the number of seconds that the recipient LLDP agent considers the information to
be valid.

You can find additional LLDP TLV statistics in the state capture file.
Related tasks

Capturing the state information on page 377

DCBX TLV statistics
When you select Data Center Bridging Exchange (DCBX) Type Length Value (TLV) Statistics, these statistics appear:
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•

Local statistics – The DCBX parameters configured on the controller at the factory.

•

Operational statistics – The DCBX parameters that result from DCBX negotiations.

•

Remote statistics – The DCBX parameters from the peer device that the controller is connected to, typically a switch.
Statistic

Definition

iSCSI Host Port

Indicates the location of the detected host port in Controller #, Port # format.
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Definition

Flow Control Mode

The Flow Control Mode of the entire port. Valid values are Disabled, Standard, Per
Priority, or Indeterminate.

Protocol

The communication protocol. Valid values are FCoE, FIP, iSCSI, or UNKNOWN.

Priority

Integer value indicating the priority number of the communication.

Priority Group

Integer value representing the priority group to which the protocol has been assigned.

Priority Group % Bandwidth

Percentage value indicating the amount of bandwidth allocated to the priority group.

DCBX PFC Status

Priority-based Flow Control (PFC) status of the specific port. The value is either enabled
or disabled.

You can find additional DCBX TLV statistics in the state capture file.
Related tasks

Capturing the state information on page 377

What is the difference between raw statistics and baseline statistics?
Raw statistics are all of the statistics that have been gathered since the controllers were started. Baseline statistics are point-intime statistics that have been gathered since you set the baseline time.

Setting up the iSER network protocol over InfiniBand
The iSCSI Extensions for RDMA (iSER) is a computer network protocol that extends the iSCSI protocol to use Remote Direct
Memory Access (RDMA).
If the storage array has an InfiniBand (IB) Host Interface Card (HIC) and connectivity exists between the initiator and the target,
the iSCSI connection uses iSER for enhanced data throughput. When used with an IB HIC, iSER provides high bandwidth, low
CPU utilization, and a single network connection that multiple protocols can share.
Use of iSER over InfiniBand is automatic whenever both the initiator and the target are configured to use IP addresses that
correspond to IB-capable devices.
Note: In this topic set, “target” refers to the storage array and “initiator” refers to the I/O host.

Setting Up the iSER Network Protocol Over InfiniBand includes the following steps.
•

Step 1: Configure the iSER Target Identification and Authentication Settings on page 195

•

Step 2: Configure the IP Address and Port Combination for the IB HIC on page 178

•

Step 3: Run iSCSI target discovery on the host on page 197

•

Step 4: Connect to Storage Array from Host on page 198

•

Step 5: Map iSER Hosts to Volumes on page 198
Note:

The iSER network protocol is supported only on the Linux operating system.

Step 1: Configure the iSER target identification and authentication settings
An InfiniBand (IB) Host Interface Card (HIC) is required to use the iSER network protocol capabilities. To use iSER over
InfiniBand, you must configure the HIC on the target and the HCA on the initiator.
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Use the storage management software (either the GUI or CLI) to configure the iSER over InfiniBand target identification and
authentication. Please note that the initiator permissions are not set up using the storage management software, but are set up on
the host.
What You Need To Know
•

The iSER over InfiniBand name will be set to the target name with the iqn format. The name cannot be changed.

•

The authentication method permits the target and the initiator to agree on the authentication method to be used. Valid values
are CHAP and None.
◦

CHAP – Currently, the only iSER over InfiniBand authentication method used by the storage management software is
Challenge Handshake Authentication Protocol (CHAP). CHAP validates the identity of remote clients. This
authentication occurs when you establish the initial link. The authentication is based on a shared secret and is bidirectional.

To Configure the iSER Target Identification and Authentication
1. On the Setup tab, under Optional Tasks, click Manage iSER over InfiniBand Settings.
The Manage iSER over InfiniBand Settings dialog appears.
2. Type a name for the iSER over InfiniBand target alias.
You cannot change the iSER over InfiniBand target name, but you can associate an alias with the target for simpler
identification. An alias is a descriptive name that you can assign to a target that is independent of the name and that does not
have to be unique. When setting up CHAP authentication on the initiator (host), you enter the target alias as the CHAP user
name.
3. Select the authentication method that will be supported by the target:
•

None – Select None if you permit no initiator authentication. If you select None, any initiator can access this target. Use
this option only if you do not require secure data. However, you can select both None and CHAP at the same time. For
example, one initiator might not have CHAP and the other initiator has only CHAP selected.

•

CHAP – Select CHAP if you want to enable an initiator that tries to access the target to authenticate using CHAP.
Define the CHAP secret only if you want to use mutual CHAP authentication. Click CHAP secret to view the Enter
CHAP Secret dialog. Use this dialog to define the CHAP secrets.

4. Click OK.
When should I use multiple authentication types simultaneously?
If you select multiple authentication types, the storage array accepts any of the selected types that the initiator supports and with
which you can successfully log in. However, if the authentication type of None is in that list, any initiator can log in
successfully.

Step 2: Configure the IP address and port combination for the IB HIC
About this task

Use the storage management software (either the GUI or CLI) to configure the IP address and port combination for the
InfiniBand HIC.
The iSER over InfiniBand controller ports are pre-configured with default IP addresses. Perform this step only if you want to
change the default port IP addresses
What You Need To Know
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•

The target and the initiator must be on the same subnet.

•

The iSER over InfiniBand controller ports are pre-configured with the following default IP addresses.

Storage arrays

◦

Port 1 Controller A : 192.168.130.101

◦

Port 2 Controller A : 192.168.131.101

◦

Port 1 Controller B : 192.168.130.102

◦

Port 2 Controller B : 192.168.131.102

Steps

1. On the Setup tab, under Storage Array Configuration, click Configure iSCSI Host Ports.
The Configure iSCSI Host Ports dialog appears.
2. Select the controller and port combination that you want to configure from the drop-down list. The default is Controller A ,
HIC 1, Port 1.
3. Accept the default IP address for the controller port you selected or enter a custom IP address.
4. Repeat step 2 on page 197 through step 3 on page 197 for each controller and port combination you want to configure.
5. Click OK to save your settings and exit.
TCP listening port
The TCP listening port for the iSCSI host ports is the port number that the controller uses to listen for iSCSI logins from host
iSCSI initiators .
The TCP listening port for the iSNS server is the port number that the controller uses to connect to an iSNS server . This process
lets the iSNS server register the iSCSI target and the iSCSI portals of the storage array so that the host initiators can find the
storage array.

Step 3: Run iSCSI target discovery on the host
About this task

Use the initiator host to run the target discovery command described in this topic.
You set up iSCSI target IP addresses so that the initiator can determine which storage resource on the network is available for
access. iSCSI targets can be discovered in one of two ways:
•

Send Targets (Dynamic Discovery) – When using the send targets method, the iSCSI initiator is given one IP address or a list
of IP addresses. The initiator then queries each address for available iSCSI targets.

•

Static Discovery – When using the static discovery method, each iSCSI target's IP address must be added manually to the
initiator's target list.

Steps

1. Find the target’s IQN name and IP address while logged in to the storage management software.
•

Select Monitor > Reports > Storage Array to open the storage array profile.

•

Select the Hardware tab and then select the Controllers tab. Details about the controllers appear in the text area.You can
view the target’s (storage array) IQN name and IP address in this area.

2. On the Initiator Host: Enter one of the following commands (depending on your version of the Linux OS) to discover the
target.
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Redhat 7 or SLES 12
# iscsiadm -m discovery -t st -p <IP_Address_of_target
> -I iser

where the IP_Address_of_target is equal to the IP address of the controller and port combination on the storage array.
Redhat 6.xx or SLES 11.xx
# iscsiadm -m node --target <iqn_of_target>
-I iface-ib0 -p <Ctrl_A_Port_1_IP_Address_of_target>
-l -o new

# iscsiadm -m node --target <iqn_of_target
> -I iface-ib1 -p <Ctrl_A_Port_2_IP_Address_of_target
> -l -o new

# iscsiadm -m node --target <iqn_of_target>
-I iface-ib0 -p <Ctrl_B_Port_1_IP_Address_of_target
> -l -o new

# iscsiadm -m node --target <iqn_of_target
> -I iface-ib1 -p <Ctrl_B_Port_2_IP_Address_of_target
> -l -o new

Step 4: Connect to storage array from host
About this task

Use the initiator host to establish the iSCSI session with the target. You must establish an iSCSI session to communicate with
the targets on the storage array.
From the host, log into the storage array to start an iSCSI session using the IP address and IQN(s) of the storage array.
Example Syntax (Linux OS)
# iscsiadm -m node --target <iqn_of_target> -I iface-ib0 -p <IP_Address_of_target> -l

Step 5: Map iSER over InfiniBand hosts to volumes
Use the storage management software (either the GUI or CLI) to map the iSER over InfiniBand hosts to the volumes or logical
unit numbers (LUNs) using the Host Mappings tab.
The host is a server, or data host, with one or more initiators that can store data on a storage array. You can define volume-toLUN mappings to an individual host or assign a host to a host group.
Mapping a Data Assurance (DA)-enabled Volume to an iSER over InfiniBand Host
You can create a volume group that includes DA-capable drives, and then create a volume within that volume group that is DAenabled. To map a DA-enabled volume to an iSER over InfiniBand host, you may need to place the host outside of the default
host group, as either an individual host or part of a host group that contains only iSER over InfiniBand hosts.
Host groups enable you to designate a collection of hosts that will share access to a volume. If your DA-enabled volume is not
listed as an available volume to which you can map your iSER over InfiniBand host, you can assign the iSER over InfiniBand
host to a host group and enable the iSER over InfiniBand host in the group to share access to the DA-enabled volume.
For information on how to map hosts to volumes, see the OLH topic, Learn About Using the Host Mappings tab.
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iSER statistics
What are the iSER over InfiniBand statistics packages?
Select Monitor > Health > iSER over InfiniBand Statistics to display the View iSER over InfiniBand Statistics dialog. This
dialog displays the following types of iSER over InfiniBand statistics. All statistics are read-only, and cannot be set.
•

Target (protocol) statistics – Provides statistics for the iSCSI target, which provides block level access to its storage media.

•

IB interface statistics – Provides statistics for all IB ports on the IB interface, which includes performance statistics and link
error information associated with each switch port.

You can view each of these statistics as raw statistics or as baseline statistics.
ISCSI target statistics
When you select Target (protocol) statistics for the iSCSI target, the following statistics are shown. You can view each of these
statistics as raw or baseline statistics.
Statistic

Definition

SL

Successful iSCSI login count

UL

Unsuccessful iSCSI login count

SA

Successful iSCSI authentication count (when authentication is enabled)

UA

Unsuccessful iSCSI authentication count (when authentication is enabled)

PDU

Correct iSCSI PDUs processed count

HDE

iSCSI PDUs with header digest errors count

DDE

iSCSI PDUs with data digest errors count

PE

PDUs with iSCSI protocol errors count

UST

Unexpected iSCSI session terminations count

UCT

Unexpected iSCSI connection termination count

IB interface statistics
When you select IB Interface statistics, the IB statistics appear. You can view each of these statistics as raw statistics or as
baseline statistics.
IB Statistics
Statistic

Definition

SE

Symbol Error

RLE

Recovered Link Errors

RXPE

Received Packet Errors

RXEDP

Received Ebp Delimited Packets

PDPD

Transmitted Port Down Packet Discard

RXCEPD

Received Port Down Packet Discard

TXCEPD

Transmitted Port Down Packet Discard
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Statistic

Definition

TXSMDP

Received Subnet Management Dropped Packet

TXTB

Transmitted Total Bytes

RXTB

Received Total Bytes

TXTP

Transmitted Total Packets

RXTP

Received Total Packets

TXWT

Transmitted Wait time

URLE

UnRecovered Link Errors

PUXP

Port Unicast Transmitted Packets

PURP

Port Unicast Received Packets

PMXP

Port Multicast Transmitted Packets

PMRP

Port Multicast Received Packets

Viewing and saving iSER over InfiniBand statistics
About this task

Select Monitor > Health > iSER over InfiniBand Statistics to display the View iSER Statistics dialog where you can view the
Target (protocol) statistics for the iSCSI target, and the IB interface statistics for all IB ports on the IB interface.
You can view each of these statistics as raw statistics or as baseline statistics.
Refreshing the Statistics Displayed as Invalid
The displayed statistics for an IB port can be invalid for the following reasons:
•

If the raw statistic being reported for a given port is less than the baseline value, the displayed statistics for the port are
invalid and an asterisk (*) appears in the IB Host Port column for the affected port. This issue may be the result of a
controller reboot or changes to your host's Infiniband subnet management utility. Click the Set Baseline option to refresh the
statistics displayed on the View iSER over InfiniBand Statistics dialog.

•

If the raw statistic being reported for a given port is fixed at its maximum value, the displayed statistics for the port are
invalid and two asterisks (**) appear in the IB Host Port column for the affected port. This issue may result when the
counters for one or more of the statistics have reached a maximum value and need to be reset. Use your host's Infiniband
subnet management utility to reset the statistics counters, and then click the Set Baseline option to refresh the statistics
displayed View iSER over InfiniBand Statistics dialog.

Saving an iSER over InfiniBand Statistics Report
On the View iSER over InfiniBand Statistics dialog, click Save As to save a text report of the iSER over InfiniBand performance
statistics. The report saves with a default .txt file extension. If you want to change the file extension or directory, change the
parameters in the Save As dialog.

What is the difference between raw statistics and baseline statistics?
Raw statistics are all of the statistics that have been gathered since the controllers were started. Baseline statistics are point-intime statistics that have been gathered since you set the baseline time.
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Copy services
Snapshot images
Note: The availability of the snapshot images feature varies depending on your controller, your specific model of controller,
and the features that you have enabled.

About snapshot operations
A snapshot image is a logical image of the content of an associated base volume created at a specific moment. A snapshot image
can be thought of as a restore point. It is not directly read or write accessible to hosts as the snapshot image is used to save only
the data captured from the base volume.
You must create a snapshot volume to allow the host access to a copy of the data contained in the snapshot image. The snapshot
volume contains its own repository, which is used to save any subsequent modifications made by the host application to the base
volume without affecting the referenced snapshot image.
Why use snapshot images?
Snapshot images are useful any time you need to be able to roll back to a known good data set at a specific point in time. For
example, before performing a risky operation on a volume, you can create a snapshot image to enable “undo” capability for the
entire volume. A snapshot image is created almost instantaneously, and initially uses no disk space, because it stores only the
incremental changes needed to roll the volume back to the point-in-time when the snapshot image was created.
You can roll back data by either:
•

Creating a snapshot volume of a snapshot image, which allows you to retrieve deleted files from that snapshot volume (the
base volume remains undisturbed).

•

Restoring a snapshot image to the base volume, which allows you to roll back the base volume to a previous state.

Snapshot image operations
You can create snapshot images manually or automate the process with a schedule. A snapshot image is generated automatically,
based on the date and time when the snapshot image was created, and is displayed with its associated snapshot group. You can
create snapshot images for these storage objects:
•

Standard volumes

•

Thin volumes

•

Consistency groups

To create a snapshot image, you must first create a snapshot group and reserve snapshot repository space for the volume. The
repository space is based on a percentage of the current volume reserve.
You can delete the oldest snapshot image in a snapshot group either manually or you can automate the process by enabling the
Auto-Delete setting for the snapshot group. When a snapshot image is deleted, its definition is removed from the system, and the
space occupied by the snapshot image in the repository is released and made available for reuse within the snapshot group.
Characteristics of snapshot images
•

Snapshot images are always created inside snapshot groups.

•

Each snapshot image is associated with exactly one snapshot group.

•

There is a maximum limit of snapshot groups for a single associated base volume (depending on your configuration).
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•

There is a maximum limit of snapshot images per snapshot group (depending on your configuration).

What is a snapshot image?
A snapshot image lets you create local point-in-time snapshots for testing, backup, and recovery operations. Snapshot images
are useful any time you need to be able to roll back to a known good data set at a specific point in time. The ability to roll back
provides protection against accidental deletion of data, viruses, and data corruption.
A snapshot image can be thought of as a restore point. Although not directly read or write accessible to hosts, the snapshot
image is used to save only the data captured from the base volume. You must create a snapshot volume to allow the host access
to a copy of the data contained in the snapshot image. A snapshot volume that is created as read-write accessible, contains its
own repository, which is used to save any subsequent modifications made by the host application to the base volume without
affecting the referenced snapshot image.
Characteristics of snapshot groups
Snapshot images have these characteristics:
•

Snapshot images are always created inside snapshot groups.

•

Each snapshot image is associated with exactly one snapshot group.

•

Depending on your configuration, a single associated base volume has a maximum limit of snapshot groups.

•

Depending on your configuration, each snapshot group has a maximum limit of snapshot images.

What is a snapshot group and why do I need it?
A snapshot group is a collection of point-in-time images of a single associated base volume.
Purpose of a snapshot group
The purpose of a snapshot group is to create a sequence of snapshot images on a given base volume without impacting
performance. You can set up a schedule for a snapshot group to automatically create a snapshot image at a specific time in the
future or on a regular basis.
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1. Base Volume
2. Snapshot Group
3. Snapshot Image
4. Schedule and repository are associated with the snapshot group
Why does a snapshot group need a repository?
A snapshot group uses a repository to save all data for the snapshot images contained in the group. A snapshot image operation
uses less disk space than a full physical copy because the data stored in the repository is only the data that has changed since the
latest snapshot image.
A snapshot group is created initially with one repository volume. The repository initially contains a small amount of data, which
increases with subsequent data updates. You can increase the size of the repository by increasing the capacity of the repository.
If needed, additional volumes can be added to the repository.
Characteristics of snapshot groups
•

Snapshot groups can be initially created with or without snapshot images.

•

Depending on your configuration, a single associated base volume has a maximum limit of snapshot groups.

•

Depending on your configuration, a snapshot group has a maximum limit of snapshot images.

•

Each snapshot image is associated with exactly one snapshot group.
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203

What kind of volumes can be used?
Standard volumes and thin volumes are the only type of volumes that can contain a snapshot group. Non-standard volumes, such
as snapshot volumes, cannot be used for snapshot groups. The base volume can reside on either a volume group or a disk pool.
Note: Snapshot volumes and snapshot groups cannot coexist on the same base volume.

What is a consistency group?
A consistency group is a container that can house multiple volumes so that they can be managed as one entity. A consistency
group is simultaneous snapshots of multiple volumes, thus ensuring consistent copies of a group of volumes.
Each volume that belongs to a consistency group is referred to as a member volume. When you add a volume to a consistency
group, the system automatically creates a new snapshot group that corresponds to this member volume. You can set up a
schedule for a consistency group to automatically create a snapshot image of each member volume in the group at a specific
time in the future or on a regular basis.

1. Consistency Group
2. Schedule is associated with the Consistency Group
3. Repositories are created for each member volume
4. Consistency group snapshot image also creates individual snapshot images for each member volume
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A consistency group pools multiple volumes together so that you can take a snapshot of all the volumes at the same point in
time. This action creates a synchronized snapshot of all the volumes and is ideal for applications that span multiple volumes, for
example, a database application that has the logs on one volume and the database on another volume.
You can use either of the following two methods to create a consistency group:
•

Create the consistency group, and add the member volumes in one step.

•

Create the consistency group, and then add the member volumes in a subsequent step.

Characteristics of consistency groups
A consistency group has the following characteristics:
•

You can initially create consistency groups with or without member volumes.

•

Depending on your configuration, a consistency group has a maximum allowable number of volumes.

•

Depending on your configuration, a consistency group has a maximum allowable number of snapshot images.

•

You can schedule a snapshot image to be created for a consistency group, which causes consistent snapshot images to be
created for all member volumes.

•

You can perform a Rollback operation for a consistency group.

What kind of volumes can be used?
Standard volumes and thin volumes are the only type of volumes that can be used for a consistency group. Non-standard
volumes, such as snapshot volumes, cannot be used for consistency groups. The base volume can reside on either a volume
group or a disk pool.
Synchronous Mirroring and snapshot consistency groups
•

A volume may belong to multiple consistency groups. You can use consistency groups for snapshots and Synchronous
Mirroring, so make sure to define separate and specific consistency groups for snapshots and Synchronous Mirroring.

•

When you add a base volume that contains a consistency group to an asynchronous mirror group, the system automatically
changes the repository full policy to automatically purge the oldest snapshot image and sets the auto-delete limit to the
maximum allowable snapshot limit for a consistency group.

•

All member volumes in a consistency group that also belong to an asynchronous mirror group, must belong to the same
asynchronous mirror group.

What is a snapshot volume and when does it need a repository?
A snapshot volume allows the host access to a copy of the data contained in a snapshot image. A snapshot image is not directly
read or write accessible to hosts as the snapshot image is used to save only the data captured from the base volume.
The snapshot volume can be designated as either read-only or read-write.
•

A Read-Only snapshot volume provides a host application with READ access to a copy of the data contained in the snapshot
image, but without the ability to modify the snapshot image. A Read-Only snapshot volume does not have an associated
repository.

•

A Read-Write snapshot volume requires an associated repository to provide the host application with WRITE access to a
copy of the data contained in the snapshot image.

When does a snapshot volume need its own repository?
A snapshot volume that is designated as read-write must have its own repository to save any subsequent modifications made
by the host application to the base volume without affecting the referenced snapshot image.
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The snapshot is allocated from the storage pool from which the original snapshot image is allocated. All I/O writes to the
snapshot image are redirected to the snapshot volume repository that was allocated for saving data modifications. The data of
the original snapshot image remains unchanged.
During the deletion of a snapshot volume, you can delete the snapshot repository volume or retain the snapshot repository
volume as an unmapped volume.
Why do I need a repository for every member of the consistency group?
A consistency group snapshot image is not directly read or write accessible to hosts as the snapshot image is used to save only
the data captured from the base volume. Every member volume in a consistency group must have its own repository to save any
subsequent modifications made by the host application to the base volume without affecting the referenced consistency group
snapshot image.
You can create a consistency group repository automatically using the default settings or you can manually create a consistency
group repository by defining the capacity settings for the repository.
Why do I need a repository for every member of the consistency group snapshot volume?
A consistency group snapshot volume allows the host access to a copy of the data contained in a consistency group snapshot
image. A consistency group snapshot volume that is created as read-write requires its own repository, because the system
uses the repository to save any subsequent modifications made by the host application to the base volume without affecting the
referenced snapshot image.
During the creation of a consistency group snapshot volume that is designated as read-write, the system requires a snapshot
volume repository for each member of the consistency group to provide the host application with WRITE access to a copy of the
data contained in a snapshot image.
How are repository candidates ranked?
You choose how you want to filter the repository candidates for each member volume by selecting either a percentage of the
base volume capacity or by specifying a preferred capacity. The system displays the best candidates in the repository candidates
table based on your selection. The list of repository candidates can contain both new and existing repository volumes that reside
on a volume group or disk pool.
Ranking for a base volume residing on a volume group
For a base volume residing on a volume group, the system ranks repository candidates with capacity greater than or equal to the
desired capacity in the following order:
1. Existing repository volumes with matching Quality of Service (QoS) appear at the top of the list.
If there is more than one candidate, the system sorts them in ascending order from the smallest difference to the largest
difference.
2. A new repository volume (using free space from a volume group) with matching QoS is ranked second and appears next in
the list.
If there is more than one candidate, the system sorts them in ascending order from the smallest difference to the largest
difference.
3. A new repository volume (using free space from a disk pool) with matching QoS is ranked third and appears next in the list.
If there is more than one candidate, the system sorts them in descending order from the largest difference to the smallest
difference.
4. Existing repository volumes with unmatched QoS are ranked fourth and appear next in the list.
If there is more than one candidate, the system sorts them in ascending order from the smallest difference to the largest
difference.
5. A new repository volume (using free space from a volume group) with unmatched QoS is ranked fifth and appears next in
the list.
If there is more than one candidate, the system sorts them in ascending order from the smallest difference to the largest
difference.
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6. A new repository volume (using free space from a disk pool) with unmatched QoS is ranked sixth and appears next in the
list.
If there is more than one candidate, the system sorts them in descending order from the largest difference to the smallest
difference.
For a base volume residing on a volume group, the system ranks the following repository candidates with less than the desired
capacity in descending order from largest capacity to smallest capacity:
1. Existing repository volumes with matching or unmatching QoS.
2. Any new volume group with matching or unmatching QoS.
3. Any new disk pool with matching or unmatching QoS.
Ranking for a base volume residing on a disk pool
For a base volume residing on a disk pool, the system ranks repository candidates with capacity greater than or equal to the
desired capacity in the following order:
1. Existing repository volumes on the same disk pool where the base volume resides appear at the top of the list.
If there is more than one candidate, the system sorts them in ascending order from the smallest difference to the largest
difference.
2. A new repository volume using free space on the same disk pool where the base volume resides appears next in the list.
If there is more than one candidate, the system sorts them in descending order from the largest difference to the smallest
difference.
For a base volume residing on a disk pool, the system ranks the following repository candidates with less than the desired
capacity in descending order from largest capacity to smallest capacity:
1. Existing repository volumes on the same disk pool where the base volume resides.
2. A new repository volume using free space on the same disk pool where the base volume resides.
How do I use the auto-choose utility?
Use the Auto-Choose utility to provide automatic repository candidate recommendations for each member volume based on
either a percentage of the base volume capacity or by preferred capacity.
You must choose how you want to filter the repository candidates for each member volume by selecting either a percentage of
the base volume capacity or by selecting preferred capacity. The system displays the best repository candidate for each member
volume based on your selection. The selection options are described as follows:
Filter Option

Description

Percentage of base volume capacity

Use the Percent spinner box to set the desired capacity percentage of each base
volume.
The default setting for each member repository capacity is 40% of each member
volume, and usually this capacity is sufficient. The capacity needed varies,
depending on the frequency and size of I/O writes to the base volume and how long
you need to keep the repository.
In general, choose a larger capacity for the repository if one or both of these
conditions exist:

Snapshot images

•

You intend to keep the repository for a long period of time.

•

A large percentage of data blocks will change on the base volume during the
life of the repository due to heavy I/O activity. Use historical performance
monitor data or other operating system utilities to help you determine typical
I/O activity to the base volume.
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Filter Option

Description

Preferred capacity

Use the Capacity spinner box to indicate the capacity of each member repository
and the Units spinner box to indicate the specific capacity units to use (MB, GB, or
TB).
The capacity will be applied to repository candidates for each member volume. If
the member volumes have a large variance in capacity, then indicating a preferred
capacity for each member volume is not recommended.

Understanding the Repository Candidates table
The list of repository candidates can contain both new and existing repository volumes. Existing repository volumes are placed
at the top of the list. Member volumes matched with repositories are indicated with a green icon whereas member volumes
unmatched with repositories are indicated with a red icon.
•

You can update the repository candidates table by changing your values for percentage of the base volume capacity or
preferred capacity and then clicking Run Auto-Choose. This action re-populates every row for the Proposed Repository
Candidates in the repository candidates table.

•

Click Only run Auto-Choose for members without repositories to re-run the automatic repository candidate
recommendations for only the unmatched rows (red icon) in the repository candidates table. You can use this checkbox to
lock in repository candidates, then you can lower the value for any member that does not have a match. You can repeat this
process until all member volumes are matched with repository candidates.

•

You can click Edit Individual Repository Candidates check box to enable the Edit, Clear, and Clear All buttons. If a
repository is already matched with another volume, it will not appear in the list. You must select that volume and then click
Clear All to use that repository.

•

The Edit button allows you to edit an individual repository candidate by selecting the candidate from the repository
candidates table and then clicking Edit to modify the capacity settings for the repository.

•

The Clear button dis-associates a repository candidate from a member volume, but does not affect any other rows in the
repository candidates table.

•

The Clear All button clears all entries from the repository candidates table.

Choose a repository candidate based on its capacity. Make sure that you have enough capacity to meet your data storage needs,
but you do not over allocate because you can quickly use up all the storage in your system. Existing repository volumes are left
on the storage array by default when you delete a snapshot group. The benefit to reusing an existing repository volume is that
you can avoid the initialization process that occurs when you create a new one.
About creating snapshot image schedules
The storage management software allows you to schedule regular snapshot image creation to enable file recovery, and scheduled
backups. You can create a schedule when you initially create a snapshot group or consistency group, or you can add one later to
an existing snapshot group or consistency group.
•

You can set up a schedule for a snapshot group to automatically create a snapshot image at a specific time in the future or on
a regular basis.

•

You can set up a schedule for a consistency group to automatically create a snapshot image of each member volume in the
group at a specific time in the future or on a regular basis.

You can create a schedule that runs daily or weekly in which you select specific days of the week (Sunday through Saturday).
You can also create a schedule that runs monthly in which you select specific days of the month.
To make scheduling easier, you can import an existing schedule for a snapshot group or consistency group. In addition, you can
temporarily suspend scheduled snapshot image creation by disabling the schedule. When a schedule is disabled, the scheduled
snapshot image creations do not occur.
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About snapshot image rollbacks
You can roll back data by either:
•

Creating a snapshot volume of a snapshot image, which allows you to retrieve deleted files from that snapshot volume (the
base volume remains undisturbed).

•

Restoring a snapshot image to the base volume, which allows you to roll back the base volume to a previous point-in-time.
Note: The host will have immediate access to the new-rolled-back base volume, but the existing base volume will not allow
the host read-write access once the rollback is initiated. You can create a snapshot of the base volume just prior to

initiating the rollback to preserve the pre-rollback base volume for recovery purposes.
Snapshot images are useful any time you need to be able to roll back to a known good data set at a specific point in time. For
example, before performing a risky operation on a volume, you can create a snapshot image to enable “undo” capability for the
entire volume. You can start a rollback from the following types of snapshot images:
•

Snapshot image of a base volume, which allows you to roll back the base volume associated with a snapshot group to a
previous state.

•

Consistency group snapshot image, which allows you to roll back all or select member volumes of the consistency group to a
previous state.

Managing snapshot image operations
Creating a snapshot image
About this task

A snapshot image is a logical point-in-time image of the content of an associated base volume. With snapshot images, you can
create multiple copies of production data on your storage array quickly and easily. Snapshot images track source changes from
the time each snapshot image is created. You can create snapshot images for these storage objects:
•

Standard volumes

•

Thin volumes

•

Consistency groups
Note: If the snapshot group is enabled for Auto-Delete, the system deletes the oldest snapshot image when it reaches the

maximum limit of snapshot images for the group.
Keep these guidelines in mind when creating a snapshot image:
•

•

•

If you attempt to create a snapshot image on a snapshot group, and that snapshot group has reached its maximum number of
snapshot images, you can perform one of the following actions and then retry the Create snapshot Image operation:
◦

Enable auto-delete for the snapshot group

◦

Manually delete one or more snapshot images from the snapshot group

If you attempt to create a snapshot image, that snapshot image creation operation might remain in a Pending state because of
the following conditions:
◦

The base volume that contains this snapshot image is a member of an asynchronous mirror group.

◦

The base volume is currently in a synchronizing operation. The snapshot image creation completes as soon as the
synchronization operation is complete.

You cannot create a snapshot image on a failed volume or on a snapshot group designated as “reserved.”
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You can choose to perform the create snapshot image option by selecting a base volume or by selecting an existing snapshot
group. This procedure describes how to create the snapshot image by selecting an existing base volume.
Steps

1. From the Array Management Window, select the base volume whose data you want to copy, and then select Copy Services
> Snapshot Image > Create
The Select or Create a Snapshot Group dialog appears.
2. Choose to create a snapshot image on an existing snapshot group or on a new snapshot group depending on the following
conditions:
•

If snapshot groups already exist on the base volume or if the base volume already has the maximum number of snapshot
groups, the “An Existing Snapshot Group ” radio button is selected by default. Go to step 3 on page 210.

•

If the base volume does not contain any snapshot groups, the system displays the message, “There are no existing
snapshot groups on this base volume. Use the option below to create a new snapshot group. ” You must create a snapshot
group on the base volume before you can proceed. Go to step 4 on page 210.

3. If you chose to create a snapshot image on an existing snapshot group, select a snapshot group from the existing snapshot
group table (make sure you select a snapshot group that has not reached its maximum limit of snapshot images). Click
Finish to automatically complete the snapshot image creation process and then go to step 5 on page 210.
4. If you chose to create a new snapshot group for the snapshot image, you must choose how you wish to create the snapshot
group repository. Do one of the following:
•

Select Automatic and click Finish to create the snapshot group repository with the default capacity settings. This option
is the recommended one. Go to step 5 on page 210.

•

Select Manual and click Next to define the properties for the snapshot group repository; then click Finish to continue
with the snapshot image creation process. Go to step 5 on page 210.
Use this option if you want to specify all of the customizable settings for the snapshot group repository. The Manual
method is considered advanced and only those who understand drive redundancy and optimal drive configurations should
use this method.
Note: Make sure you have either existing repositories, enough free capacity nodes, or available unconfigured capacity for
the storage array on which you are creating the snapshot group repository, otherwise you cannot create the repository and
an error message appears.

5. Click Finish. The system performs the following actions:
•

The system takes a copy of the associated base volume and then displays the Snapshot Image Successfully Created
dialog. Click OK to the return to the Array Management Window.

•

The snapshot image and its properties appear in the navigation tree for the associated base volume.

Related tasks

Creating the snapshot group repository (manually) on page 220
Canceling a pending snapshot image
About this task

Use the Cancel Pending Snapshot Image option to cancel a snapshot image that was put in a Pending state when you
attempted to create the snapshot image for either a snapshot group or a consistency group. The snapshot image is in a Pending
state due to the following concurrent conditions:
•
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The base volume for a snapshot group or one or more member volumes of a consistency group that contains this snapshot
image is a member of an asynchronous mirror group.
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•

The volume or volumes are currently in a synchronizing operation.

The snapshot image creation operation completes as soon as the synchronization operation is complete. To cancel the pending
snapshot image creation before the synchronization operation completes, do the following:
From the Array Management Window, select either the snapshot group or consistency group that contains the pending snapshot
image and then select one of the following menu paths to cancel the pending snapshot image:
•

Copy Services > Snapshot Group > Advanced > Cancel Pending Snapshot Image

•

Copy Services > Consistency Group > Advanced > Cancel Pending Consistency Group Snapshot Image

Deleting a snapshot image
About this task

Use the Delete Snapshot Image option to delete the oldest snapshot image from a snapshot group or consistency group.
Once a snapshot image is deleted from a snapshot group, the system performs the following actions:
•

Deletes the snapshot image from the storage array.

•

Releases the repository’s reserve space for reuse within the snapshot group.

•

Disables all the associated snapshot volumes that exist for the deleted snapshot image.

For a consistency group you can delete:
•

A single snapshot image.

•

Multiple snapshot images that have the same sequence number and creation timestamp.

When a snapshot image(s) is deleted from a consistency group, the system performs the following actions:
•

Deletes the snapshot image from the storage array.

•

Releases the repository’s reserve space for reuse within the consistency group.

•

Moves any member volume, associated with the deleted snapshot image(s), to a Stopped state.

•

Disables the member snapshot volumes associated with the deleted snapshot image(s).

To delete the snapshot image, do the following:
Steps

1. From the Array Management Window select the Storage & Copy Services tab.
2. Select the snapshot image that you want to delete from the snapshot group or consistency group and then select one of the
following menu paths to delete the snapshot image:
•

Copy Services > Snapshot Image > Delete

•

Copy Services > Consistency Group > Consistency Group Snapshot Image > Delete

The Confirm Delete dialog appears.
3. Type “yes” in the text box and then click Delete to delete the snapshot image.
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Managing snapshot image schedules
Creating a schedule
About this task

The storage management software allows you to schedule regular snapshot image creation to enable file recovery, and scheduled
backups.
Snapshots can be created on a daily, weekly, or monthly schedule, at any time of day. In addition, you can create a schedule
when you initially create a snapshot group or consistency group, or you can add one later to an existing snapshot group or
consistency group.
After you create a snapshot image schedule, you can modify these and other schedule settings. For more information, see the
Editing a schedule on page 214 online help topic.
Guidelines
Keep the following guidelines in mind when creating schedules for snapshot groups and consistency groups:
•

Using a schedule can result in a large number of snapshot images, so be sure that you have sufficient repository capacity.

•

Each snapshot group or consistency group can have only one schedule.

•

Scheduled snapshot image creations do not occur when the storage array is offline or powered off.

•

If you delete a snapshot group or consistency group that has a schedule, the schedule is also deleted.

To schedule snapshot image creation, do the following:
Note: You can choose to perform the Create Snapshot Schedule option by selecting a base volume or by selecting an
existing snapshot group or consistency group. This procedure describes how to create the snapshot image schedule by
selecting an existing snapshot group or consistency group.
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot group or consistency group to which you want to add a schedule and then select one of the following
menu paths:
•

Copy Services > Snapshot Group > Create Snapshot Image Schedule

•

Copy Services > Consistency Group Snapshot Image > Create/Edit Schedule

The Schedule Settings dialog appears.
3. To create a new schedule, do one of the following:
•
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Click the Daily/Weekly check box and then define the following settings for the daily/weekly schedule you want to
create:
Setting

Description

Days of the week
(Sunday through Saturday)

You can select the specific days of the week that you want to create a snapshot image
of the associated volume or you can click the Select all days check box if you want to
create a schedule for every day of the week.

Number of snapshots per day

Define how many snapshot images you want to create per day. The default is 1.
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Setting

Description

Time between snapshots

If more than one snapshot image capture is scheduled per day then you must define
the time between snapshot image captures. The time between snapshot images
defaults to 1 hour.

Start date/End date

Specify the start date and end date for the snapshot image capture.
Note: The end date must be at least one week after the start date and cannot occur

in the past.
The End-By date defaults to one week from the current date.
Start time/Time zone

•

The start time defaults to one half-hour ahead of the current time.
The time zone defaults to the management station’s time zone.

Click the Monthly check box and then define the following settings for the monthly schedule you want to create:
Setting

Description

Months of the year
(January through December)

You can select the specific months of the year that you want to create a snapshot
image of the associated volume or you can click the Select all months check box if
you want to create a schedule for every month of the year.

On day

Specify which day of the selected month you want to schedule the snapshot image.
Valid entries include the following:
◦

1-31

◦

Last (this can be multiple days separated by commas or semi-colons. A dash
indicates inclusive dates)

For example, the following is a valid entry: 1, 3, 5, 7-10, 25-27, LastStart date/End date

Specify the start date and end date for the snapshot image capture. The system
enforces a minimum one-year range between the Start Date and End Date.
Note: The end date must be at least one year after the start date and cannot occur in
the past.

The End-By date defaults to one year from the current date.
Start time/Time zone

The start time defaults to one half-hour ahead of the current time.
The time zone defaults to the management station’s time zone.

Note: If you want to use an existing schedule, click Import settings from existing schedule to display the Import

Schedule Settings dialog. Select the schedule you want to import from the Existing schedules table and then click Import.
4. If you are creating the schedule for a snapshot group, click the Create the First Snapshot Image Now check box to create a
copy of the associated base volume at the same time the schedule is created.
5. If you are creating the schedule for a consistency group, click the Enable snapshot image scheduling check box to enable
the scheduled snapshot image creation for the group.
6. Click Finish or OK to create the schedule for the snapshot group or consistency group you selected. Review the following
actions that the system performs:
•

Creates the schedule for the snapshot group or consistency group and updates the Properties pane for the snapshot group
or consistency group.

•

If you selected the Create the First Snapshot Image Now check box, the system takes a copy of the associated base
volume. Each subsequent snapshot Image capture relies on the schedule you created.
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Editing a schedule
About this task

Use the Edit Snapshot Image Schedule option to modify the schedule settings defined for a snapshot group or consistency
group. You can also use the Edit Snapshot Image Schedule option to temporarily suspend scheduled snapshot image creation
by disabling the schedule. When a schedule is disabled, the scheduled snapshot image creations do not occur.
Snapshots can be created on a daily, weekly, or monthly schedule, at any time of day.
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot group or consistency group for which you want to edit a schedule and then select one of the following
menu paths:
•

Copy Services > Snapshot Group > Edit Snapshot Image Schedule

•

Copy Services > Consistency Group Snapshot Image > Create/Edit Schedule

The Edit Snapshot Image Schedule dialog appears.
3. Do one of the following:
•

If you want to disable the schedule, de-select the Enable Snapshot Image Scheduling check box.

•

If you want to use a different existing schedule, click Import settings from existing schedule to display the Import
Schedule Settings dialog. Select the new schedule you want to import from the Existing schedules table and then click
Import.

•

If you want to edit the schedule, modify the following schedule settings either Daily/Weekly or Monthly as appropriate:
Setting

Description

Days of the week
(Sunday through Saturday)

You can select the specific days of the week that you want to create a snapshot image
of the associated volume or you can click the Select all days check box if you want to
create a schedule for every day of the week.

Number of snapshots per day

Define how many snapshot images you want to create per day. The default is 1.

Time between snapshots

If more than one snapshot image capture is scheduled per day then you must define
the time between snapshot image captures. The time between snapshot images
defaults to 1 hour.

Start date/End date

Specify the start date and end date for the snapshot image capture.
Note: The end date must be at least one week after the start date and cannot occur
in the past.

The End-By date defaults to one week from the current date.
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Start time/Time zone

The start time defaults to one half-hour ahead of the current time.
The time zone defaults to the management station’s time zone.

Setting

Description

Months of the year
(January through December)

You can select the specific months of the year that you want to create a snapshot
image of the associated volume or you can click the Select all months check box if
you want to create a schedule for every month of the year.
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Setting

Description

On day

Specify which day of the selected month you want to schedule the snapshot image.
Valid entries include the following:
◦

1-31

◦

Last (this can be multiple days separated by commas or semi-colons. A dash
indicates inclusive dates)

For example, the following is a valid entry: 1, 3, 5, 7-10, 25-27, LastStart date/End date

Specify the start date and end date for the snapshot image capture. The system
enforces a minimum one-year range between the Start Date and End Date.
Note: The end date must be at least one year after the start date and cannot occur in
the past.

The End-By date defaults to one year from the current date.
Start time/Time zone

The start time defaults to one half-hour ahead of the current time.
The time zone defaults to the management station’s time zone.

4. Click OK to apply your changes to the schedule for the snapshot group or consistency group you selected.

Performing rollback operations
Starting a rollback for a snapshot image
Before you begin

•

Make sure there is enough capacity in the repository to start a rollback operation.

•

Make sure the selected snapshot image is in an Optimal state. If the snapshot image is in a Purged state or has been
automatically deleted due to the Auto-Delete Limit, the system displays an error message.

•

Make sure the selected volume is in an Optimal state. You cannot start a rollback operation on a failed volume.

•

Make sure the selected volume does not have a rollback operation already in progress. You cannot start more than one
rollback operation for a base volume at a time.

About this task

Use the Start Rollback option to start a rollback operation. The rollback operation changes the content of a base volume to
match the content that is saved in a snapshot image.
Note: The host will have immediate access to the new-rolled-back base volume, but the existing base volume will not allow
the host read-write access once the rollback is initiated. You can create a snapshot of the base volume just prior to

initiating the rollback to preserve the pre-rollback base volume for recovery purposes.
Keep these guidelines in mind before you start a rollback operation:
•

The rollback operation does not change the content of the snapshot images that are associated with the base volume.

•

You cannot perform the following actions when a rollback operation is in progress:

•

◦

Delete the snapshot image that is being used for the rollback.

◦

Create a new snapshot image for a base volume that is participating in a rollback operation.

◦

Change the associated snapshot group’s Repository-Full Policy.

You cannot start a rollback operation when any of these operations are in progress in the storage array:
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◦

Dynamic Capacity Expansion (DCE) to increase the capacity of a volume group.

◦

Dynamic Volume Expansion (DVE) to increase the capacity of a volume.

◦

Dynamic RAID Migration (DRM) to change the RAID level of a volume group.

◦

Dynamic Segment Size (DSS) to change the segment size of a volume.

•

You cannot start a rollback operation if the base volume is participating in a volume copy.

•

You cannot start a rollback operation if the base volume is a secondary volume in a remote mirror. However, if the base
volume is the primary volume in a remote mirror, you can start a rollback operation. Additionally, you cannot perform a role
reversal in a remote mirror if the primary volume is participating in a rollback operation.

•

A rollback operation fails if any of the used capacity in the associated snapshot repository volume has unreadable sectors.
Note: You also can use the command line interface (CLI) to start a rollback operation from multiple snapshot images
concurrently, cancel a rollback operation, resume a rollback operation, modify the priority of a rollback operation, and view
the progress of a rollback operation.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Perform one of these actions to start the rollback for the snapshot image:
•

Select a snapshot image of a base volume and then select Copy Services > Snapshot Image > Rollback > Start.

•

Select a consistency group snapshot image and then select Copy Services > Consistency Group Snapshot Image >
Rollback > Start.

Depending on your selection, the system displays either the Confirm Rollback Snapshot Image dialog or the Confirm
Rollback Consistency Group Snapshot Image dialog.
3. If you are starting the rollback operation from a consistency group snapshot image, select the member volumes from the
member volumes table that you want to rollback; otherwise skip to step 4.
4. In the rollback priority area, use the slider bar to set a priority for the rollback operation.
•

There are five priority rates available: lowest, low, medium, high, and highest.

•

If the priority is set at the lowest rate, I/O activity is prioritized and the rollback operation takes longer time to complete.

•

If the priority is set at the highest priority rate, the rollback operation is prioritized, but I/O activity for the storage array
might be affected.

5. To confirm and start the rollback operation, type yes in the text box, and click Rollback.
You can view the progress of the rollback operation in the Properties pane when you select the base volume or the
consistency group member volume in the Logical pane.
Resuming a snapshot image rollback
About this task

Use the Resume Rollback option to to resume a rollback operation that is in a Paused state. The rollback operation is paused if
an error occurs during the rollback operation.
Note: You also can use the command line interface (CLI) to resume a rollback operation.
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Steps

1. Select a snapshot image of either a base volume or of a consistency group’s member volume and then select Copy Services
> Snapshot Image > Rollback > Resume.
The Confirm Resume Rollback dialog appears.
2. Click Resume.
These results might occur depending on the error condition:
•

If the resume rollback operation is successful – You can view the progress of the rollback operation in the Properties
pane when you select the base volume or the consistency group member volume in the Logical pane.

•

If the resume rollback operation is not successful – The rollback operation is paused again. The base volume or
member volume displays Needs Attention icons, and the controller logs the event to the Major Event Log (MEL). You
can follow the Recovery Guru procedure to correct the problem or contact technical support.

Canceling a snapshot image rollback
About this task

Use the Cancel Rollback option to cancel a rollback operation after it has been started. You can cancel an active rollback that is
in progress (actively copying data), a pending rollback (in a pending queue awaiting resources to start), or a rollback that has
been paused due to an error.
When you cancel a rollback operation as it is in progress, the base volume reverts to an unusable state and appears as failed in
the storage management software. Therefore, consider canceling a rollback operation only when recovery options exist for
restoring the content of the base volume.
After you cancel a rollback operation, you must take one of the following actions:
•

Reinitialize the content of the base volume.

•

Perform a new rollback operation to restore the base volume (using either the same snapshot image that was used in the
Cancel Rollback operation or a different snapshot image to perform the new rollback operation).
Note: If the snapshot group on which the snapshot image resides has one or more snapshot images that have been
automatically purged, the snapshot image used for the rollback operation might not be available for future rollbacks.

Steps

1. Select a snapshot image of either a base volume or of a consistency group’s member volume and then select Copy Services
> Snapshot Image > Rollback > Advanced > Cancel .
The Confirm Cancel Rollback dialog appears.
2. Click Yes to cancel the rollback operation.
3. Type yes in the text box, and click OK.
Note: You also can use the command line interface (CLI) to cancel a rollback operation.

Viewing the progress of a rollback operation
About this task

You can view the progress of the rollback operation in the Properties pane when you select the base volume or consistency
group member volume in the Logical pane. When a rollback operation is in progress, the system displays the following
information:
•

The Operation in Progress bar at the bottom of the Properties pane
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•

The time remaining

The Rollback operation is a long-running operation. The Operations in Progress dialog displays all of the long-running
operations that are currently running on the storage array. From this dialog, you can view the progress of the rollback operation
for a snapshot image and its associated base volume or consistency group member volume.
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the storage array for which you want to display the operations in progress.
The Operations in Progress dialog appears.
3. To view the progress for operations that affect a base volume or a consistency group snapshot image, click the triangle next
to a base volume or a consistency group snapshot image to expand it or collapse it.
4. To change the interval for refreshing the display, use the spinner box in the lower-right corner of the dialog, and click
Update.
5. To refresh the display immediately, click Refresh Now.
Changing the snapshot rollback priority
About this task

You can set the priority for a rollback operation. Higher priority allocates more system resources for the rollback operation and
might affect the overall system performance. You can change the rollback priority at any of these times:
•

Before the rollback begins

•

While the rollback operation has a status of In Progress

There are five priority rates available: lowest, low, medium, high, and highest.
•

If the priority is set at the lowest rate, I/O activity is prioritized and the rollback operation takes longer time to complete.

•

If the priority is set at the highest priority rate, the rollback operation is prioritized, but I/O activity for the storage array
might be affected.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Perform one of these actions to change the rollback priority for the snapshot image:
•

Select a snapshot image of a base volume and then select Copy Services > Snapshot Image > Rollback > Change
Priority .

•

Select a consistency group snapshot image and then select Copy Services > Consistency Group Snapshot Image >
Rollback > Change Priority.

The Change Rollback Priority dialog appears.
3. In the rollback priority area, use the slider bar to set a priority for the rollback operation.
If you are changing the priority for a consistency group snapshot image, the priority setting is applied to all member volumes
in the selected consistency group.
4. Click Change to apply your changes to the rollback priority.
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Managing snapshot group operations
Creating a snapshot group
About this task

A snapshot group is a sequence of point-in-time images of a single associated base volume. A snapshot group uses a repository
to save data for all snapshot images contained in the group. The repository is created at the same time the snapshot group is
created.
Keep these guidelines in mind when creating a snapshot group:
•

When a base volume that contains a snapshot group is added to an asynchronous mirror group, the system automatically
changes the repository full policy to automatically purge the oldest snapshot image and sets the auto-delete limit to the
maximum allowable snapshot limit for a snapshot group.

•

If the base volume resides on a standard volume group, the repository members for any associated snapshot group, can reside
on either a standard volume group or a disk pool. If a base volume resides on a disk pool, all repository members for any
associated snapshot group must reside on the same disk pool as the base volume.

•

You cannot create a snapshot group on a failed volume.

•

If you attempt to create a snapshot image, that snapshot image creation operation might remain in a Pending state because of
the following conditions:

•

•

•

◦

The base volume that contains this snapshot image is a member of an asynchronous mirror group.

◦

The base volume is currently in a synchronizing operation. The snapshot image creation completes as soon as the
synchronization operation is complete.

If you are using secure-capable drives, the base volume and the associated repositories must have compatible security
settings.
◦

If the base volume is secure capable, the associated repositories can be either secure capable or secure enabled.

◦

If the base volume is secure enabled, the associated repositories must be secure enabled.

If you are using secure-capable drives, the base volume and the associated repositories must have compatible drive types.
◦

If the base volume uses Full Disk Encryption (FDE) drives, the associated repositories can use FDE drives or Federal
Information Processing Standards (FIPS) drives.

◦

If the base volume uses FIPS drives, the associated repositories must use FIPS drives.

If you are using Data Assurance (DA), the base volume and the associated repositories must have the same DA settings.
◦

If the base volume is DA enabled, the associated repositories must be DA enabled.

◦

If the base volume is not DA enabled, the associated repositories must not be DA enabled.

Steps

1. From the Array Management Window, select the base volume whose data you want to copy, and then select Copy Services
> Snapshot Group > Create.
The Snapshot Group Settings dialog appears.
2. In the Snapshot group name field, enter a unique name (30 character maximum) that best describes the volume selected for
this group, for example, AccountingData.

Snapshot images

219

By default, the snapshot group name is shown in the name text box as:
[base-volume-name] - SG + sequence-number

In this example, SG (snapshot group) is the appended suffix and sequence-number is the chronological number of the
snapshot group relative to the base volume.
For example, if you create the first snapshot group for a base volume called “Accounting”, the default name of the snapshot
group is “Accounting_SG_01”. The default name of the next snapshot group you create based on “Accounting” is
“Accounting_SG_02”.
There is a 30-character limit. After you reach this limit, you can no longer type in the text box. If the base volume is 30
characters, the default name for the group uses the base volume name truncated enough to add the suffix “SG” and the
sequence string.
3. Click the Create the first Snapshot Image Now check box to take the first copy of the associated base volume at the same
time the snapshot group is created.
4. Choose how you want to create the snapshot group repository. Do one of the following:
•

Select Automatic and click Finish to create the snapshot group repository with the default capacity settings. This option
is the recommended one.

•

Select Manual and click Next to define the properties for the snapshot group repository; then click Finish to continue
with the snapshot group creation process.
Use this option if you want to specify all of the customizable settings for the snapshot group repository. The Manual
method is considered advanced and only those who understand drive redundancy and optimal drive configurations should
use this method. See the Creating the snapshot group repository (manually) on page 220 help topic for instructions on
how to set the repository parameters.

5. Click Finish. The system performs the following actions:
•

Displays, in the navigation tree, the snapshot group and its properties under the individual volume node for the associated
base volume.

•

If the Create the first Snapshot Image Now check box was selected, the system takes a copy of the associated base
volume and then displays the Snapshot Image Successfully Created dialog. Click OK to the return to the Array
Management Window.

Creating the snapshot group repository (manually)
About this task

During the creation of a snapshot group, a snapshot group repository is created to store the data for all the snapshot images
contained in the group. A snapshot group's overall repository is created initially with one individual repository volume. You can
create the overall repository automatically using the default settings or you can manually create the overall repository by
defining the capacity settings for the repository as described in this help topic.
Use the Snapshot Group Repository Settings - Manual dialog to manually define the capacity requirements for the repository.
The Manual method is considered advanced and only those who understand drive redundancy, provisioning, and optimal drive
configurations should use this method.
Note: You can navigate to the Snapshot Group Repository Settings - Manual dialog when you choose the menu option to

create a snapshot group. See the Creating a snapshot group on page 219 help topic for more information.
Keep these guidelines in mind:
•
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There is a minimum required capacity for a snapshot group repository (depending on your configuration).
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•

When you define the capacity requirements for a repository, keep in mind any future requirements that you might have for
other volumes in this volume group or disk pool. Make sure that you have enough capacity to meet your data storage needs,
but you do not over allocate because you can quickly use up all the storage in your storage array.

•

The list of repository candidates can contain both new and existing repository volumes. Existing repository volumes are left
on the storage array by default when you delete a snapshot group. Existing repository volumes are placed at the top of the
list. The benefit to reusing an existing repository volume is that you can avoid the initialization process that occurs when you
create a new one.

•

If you are using secure-capable drives, the base volume and the associated repositories must have compatible security
settings.

•

•

◦

If the base volume is secure capable, the associated repositories can be either secure capable or secure enabled.

◦

If the base volume is secure enabled, the associated repositories must be secure enabled.

If you are using secure-capable drives, the base volume and the associated repositories must have compatible drive types.
◦

If the base volume uses Full Disk Encryption (FDE) drives, the associated repositories can use FDE drives or Federal
Information Processing Standards (FIPS) drives.

◦

If the base volume uses FIPS drives, the associated repositories must use FIPS drives.

If you are using Data Assurance (DA), the base volume and the associated repositories must have the same DA settings.
◦

If the base volume is DA enabled, the associated repositories must be DA enabled.

◦

If the base volume is not DA enabled, the associated repositories must not be DA enabled.

Steps

1. From the Snapshot Group Settings dialog, select Manual and click Next to define the properties for the snapshot group
repository.
The system displays the Snapshot Group Repository Settings - Manual dialog.
2. Choose how you want to filter the repository candidates in the repository candidates table, based on either a percentage of
the base volume capacity or by preferred capacity. Select one of the following options:
Filter Options

Description

Percentage of base volume capacity

Use the Percent spinner box to set the desired capacity percentage of the base
volume.
The default setting for the snapshot group repository capacity is 40% of the
capacity of the base, and usually this capacity is sufficient. The capacity needed
varies, depending on the frequency and size of I/O writes to the base volume
and how long you need to keep the repository.
In general, choose a larger capacity for the repository volume if one or both of
these conditions exist:
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•

You intend to keep the repository for a long period of time.

•

A large percentage of data blocks will change on the base volume during the
life of the repository due to heavy I/O activity. Use historical performance
monitor data or other operating system utilities to help you determine
typical I/O activity to the base volume.
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Filter Options

Description

Preferred capacity

Use the Capacity spinner box to indicate the capacity of the repository and the
Units spinner box to indicate the specific capacity units to use (MB, GB, or
TB).
The capacity value, shown by default, is the equivalent percentage of the base
volume capacity. For example, if the default entry for percentage is 40%, the
default entry for the preferred capacity is 40% * base volume capacity.

The system displays the repository candidates based on your selections above.
3. Select the repository, from the repository candidates table, that you want to use for the snapshot group. Select a repository
candidate that is closest to the capacity you specified.
•

The repository candidates table shows both new and existing repositories that are capable of being used for the snapshot
group based on the value you specified for percentage or the value you specified for preferred capacity.

•

The Difference column shows the mathematical difference between your selected capacity and the actual capacity of the
repository candidate. If the repository candidate is new, then the system uses the exact capacity size that you specified
and displays zero (0) in the difference column.

4. Select View advanced options and then accept or change the following default settings as appropriate:
Advanced Setting

Description

Enable automatic deletion of snapshot
images when limit is reached

Enables automatic deletion of the oldest snapshot image for the snapshot group
when the snapshot image limit is reached.

Snapshot image limit

The snapshot image limit is a configurable value that specifies the maximum
number of snapshot images allowed for a snapshot group.

Send alert when repository reaches

A configurable value that determines when a warning is triggered when the
capacity of a snapshot group repository reaches the defined percentage.

Policy for full repositories

Select which policy to use when the capacity of the snapshot group repository
reaches its maximum defined percentage.

5. Click Finish to create the repository with the capacity settings and advanced settings you specified.
Changing the settings of a snapshot group
About this task

Use the Snapshot Group Change Settings option to modify the auto-delete settings and the snapshot group repository settings
that were configured when you created the snapshot group.
•

Auto-Delete Settings
You can configure each snapshot group to keep the total number of snapshot images in the group at or below a user-defined
maximum. When this option is enabled, the system automatically deletes the oldest snapshot image in the group, any time a
new snapshot is created, to comply with the maximum number of snapshot images allowed for the group.

•

Snapshot Group Repository Settings
You can define a maximum percentage for the snapshot group repository that determines when a warning is triggered when
the capacity of a snapshot group repository reaches the defined percentage. In addition, you can specify which policy to use
when the capacity of the snapshot group repository reaches its maximum defined percentage:
◦
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Automatically purge oldest snapshot image: The system automatically purges the oldest snapshot image in the
snapshot group, which releases the repository’s reserve space for reuse within the snapshot group.
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◦

Reject writes to base volume: When the repository reaches its maximum defined percentage, the system rejects any I/O
write request to the base volume that triggered the repository access.

Steps

1. From the Array Management Window select the Storage & Copy Services tab.
2. From the snapshot groups category node, select the snapshot group that you want to change and then select Copy Services >
Snapshot Group > Change Settings
The Change Snapshot Group Settings dialog appears.
3. Change the following snapshot group settings as required:
Setting

Description

Enable automatic deletion of snapshot
images when limit is reached

Enables automatic deletion of the oldest snapshot image for the snapshot
group when the snapshot image limit is reached.

Snapshot image limit

A configurable value that specifies the maximum number of snapshot images
allowed for a snapshot group.

Repository alert

A configurable value that determines when a warning is triggered when the
capacity of a snapshot group repository reaches the defined percentage.

Repository full policy

Select which policy to use when the capacity of the snapshot group
repository reaches its maximum defined percentage.

4. Click OK to apply your changes to the snapshot group settings.
Renaming a snapshot group
About this task

Use the Rename Snapshot Group option to change the name of the snapshot group when the current name is no longer
meaningful or applicable.
Keep these guidelines in mind when you name an snapshot group:
•

A name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you choose
any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.
Note: If you try to rename a snapshot group with a name that is already in use by another snapshot group, an error message
appears, and you are prompted to choose another name for the group.

To rename the snapshot group, perform the following steps:
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot group that you want to rename and then select Copy Services > Snapshot Group > Rename.
The Rename Snapshot Group dialog appears.
3. Type a new name for the snapshot group and then click Rename.
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Deleting a snapshot group
About this task

Use the Delete Snapshot Group option to delete a snapshot group. The system performs the following actions when a snapshot
group is deleted:
•

Deletes all existing snapshot images from the snapshot group.

•

Deletes the associated repository that exists for the snapshot group (if selected).

•

Disables all the associated snapshot volumes that exist for the deleted snapshot images.

To delete the snapshot group, perform the following steps:
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot group that you want to delete and then select Copy Services > Snapshot Group > Delete.
The Confirm Delete dialog appears.
3. Select the Delete all repositories associated with this object? if you want to delete the associated repository that exists for
the snapshot group.
4. Type “yes ” in the text box and then click Delete to delete the snapshot group.
Viewing associated physical components of an individual repository volume
About this task

You can use the View Associated Physical Components option to view the physical components (controllers, controller trays,
drives, and drive trays) that are associated with an individual repository volume for the following storage objects:
•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Consistency group member snapshot volume

•

Asynchronous mirrored pair

Steps

1. Select the Storage & Copy Services tab.
2. Select the storage object for which you want to view the associated physical components and then select Individual
Repository Volume > View Associated Physical Components.

Managing snapshot volume operations
Creating a snapshot volume of a snapshot image
About this task

You create a snapshot volume to provide host access to a snapshot image within a snapshot group. A read-write snapshot
volume has its own repository that is used to save any subsequent modifications made by the host application to the base volume
without affecting the referenced snapshot image.
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The snapshot volume can be designated as either read-only or read-write.
•

A read-only snapshot volume provides a host application with READ access to a copy of the data contained in the snapshot
image, but without the ability to modify the snapshot image. A read-only snapshot volume does not have an associated
repository.

•

A read-write snapshot volume requires an associated repository to provide the host application with WRITE access to a
copy of the data contained in the snapshot image.

Keep these guidelines in mind when creating a snapshot volume:
•

You cannot create a snapshot volume of a Failed base volume.

•

Snapshot repositories are fully resizeable. If you have the storage capacity you can increase the size of the snapshot
repository to avoid a repository full message. Conversely, if you find that the snapshot repository is larger than you need, you
can reduce its size to free up space that is needed by other logical volumes.

•

If you create a snapshot volume for a snapshot image and that snapshot image creation operation remains in a Pending state
it is due to the following conditions:

•

•

•

◦

The base volume that contains this snapshot image is a member of an asynchronous mirror group AND

◦

The base volume is currently in a synchronizing operation. The snapshot image creation will complete as soon as the
synchronization operation is complete.

If you are using secure-capable drives, the snapshot volume and the associated repositories must have compatible security
settings.
◦

If the snapshot volume is secure capable, the associated repositories can be either secure capable or secure enabled.

◦

If the snapshot volume is secure enabled, the associated repositories must be secure enabled.

If you are using secure-capable drives, the snapshot volume and the associated repositories must have compatible drive
types.
◦

If the snapshot volume uses Full Disk Encryption (FDE) drives, the associated repositories can use FDE drives or Federal
Information Processing Standards (FIPS) drives.

◦

If the snapshot volume uses FIPS drives, the associated repositories must use FIPS drives.

If you are using Data Assurance (DA), the snapshot volume and the associated repositories must have the same DA settings.
◦

If the snapshot volume is DA enabled, the associated repositories must be DA enabled.

◦

If the snapshot volume is not DA enabled, the associated repositories must not be DA enabled.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab, and then perform one of the following
steps:
•

Select a base volume, and then select Copy Services > Snapshot Volume > Create. The system displays the Select
Existing Snapshot Image or New Snapshot Image dialog. Go to step 2 on page 225.

•

Select a snapshot image from the Snapshot Images table, and then select Copy Services > Snapshot Image > Create
Snapshot Volume. The system displays the Snapshot Volume Settings dialog. Go to step 3 on page 226.

2. If you selected a base volume in step 1 on page 225, choose the snapshot image for which you want to create a snapshot
volume. Perform one of the following steps:
•

Click the An existing snapshot image radio button and then select a snapshot image from the snapshot image table and
click Next.
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•

Click the A new snapshot image (on an existing snapshot group) radio button and then a snapshot group from the
existing snapshot group table, and then click Next.

The system displays the Snapshot Volume Settings dialog.
3. In the Snapshot volume name field, enter a unique name (30 character maximum) that best describes the volume selected
for this snapshot image, for example, AccountingData.
By default, the snapshot volume name is shown in the name text box as follows:
[base-volume-name] - SV + sequence-number

In this example, SV (snapshot volume) is the appended suffix and sequence-number is the chronological number of the
snapshot volume relative to the base volume.
For example, if you create the first snapshot volume for a base volume called “Accounting”, the default name of the snapshot
volume is “Accounting_SV_01”. The default name of the next snapshot volume you create based on “Accounting” is
“Accounting_SV_02”.
There is a 30-character limit. After you reach this limit, you can no longer type in the text box. If the base volume is 30
characters, the default name for the group uses the base volume name truncated enough to add the suffix “SV” and the
sequence string.
4. In the Map to host drop-down, specify how you want to map the host to the snapshot volume.
•

Map Now to Default Group – The volume is automatically assigned a logical unit number (LUN) and is accessible by
any hosts that are connected to the storage array.

•

Map Later – The volume is not assigned a LUN and is not accessible by any hosts until you go to the Host Mappings
tab and assign a specific host and LUN to this volume.

•

Select a specific host – You can select a specific host or host group from the list. This option is available only if Storage
Partitioning is enabled.
Note: Make sure there are enough free LUNs on the host or host group that you selected to map to a snapshot volume.

Keep these guidelines in mind when you grant host access to a snapshot volume:
•

Each host has its own logical unit number (LUN) address space and lets the same LUN be used by different host groups
or hosts to access snapshot volumes in a storage array.

•

You can define one mapping for each snapshot volume in the storage array.

•

Mappings are shared between controllers in the storage array.

•

The same LUN cannot be used twice by a host group or a host to access a snapshot volume. You must use a unique LUN.

•

An access volume mapping is not required for out-of-band storage arrays.

5. Choose how to grant host access to the snapshot volume. Perform one of the following steps:
•

Select Read Write, and go to step 6 on page 226.

•

Select Read Only and click Finish to create the snapshot volume. (Repositories are not required for Read Only
snapshot volumes.) Go to step 7 on page 227.

6. Choose how you want to create the repository for the Read-Write snapshot volume. Perform one of the following steps:
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•

Select Automatic and click Finish to create the snapshot volume repository with the default capacity settings. This
option is the recommended one.

•

Select Manual and click Next to define the properties for the snapshot volume repository; then click Finish to continue
with the snapshot volume creation process.
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Use this option if you want to specify all of the customizable settings for the snapshot volume repository. The Manual
method is considered advanced and only those who understand drive redundancy and optimal drive configurations should
use this method. See the Creating a snapshot volume repository (manually) on page 227 help topic for instructions on
how to set the repository parameters.
7. Click Finish. The system displays, in the navigation tree, the snapshot volume and its properties under the individual volume
node for the associated base volume. The snapshot volume shows up as a new volume that contains the snapshot image
information, which is the data of the volume at the particular time of snapshot image creation.
Creating a snapshot volume repository (manually)
About this task

During the creation of a snapshot volume that is designated as read-write, a snapshot volume repository is created to provide
the host application with WRITE access to a copy of the data contained in the snapshot image. You can create the repository
automatically using the default settings or you can manually create the repository by defining the capacity settings for the
repository as described in this help topic.
Note: A read-write snapshot volume requires an overall repsoitory. The overall repository is created initially with one
individual repository volume. However, the overall repository can contain multiple repository volumes in the future for
expansion purposes.

Use the Snapshot Volume Repository Settings - Manual dialog to manually define the capacity requirements for the overall
repository. The Manual method is considered advanced and only those who understand drive redundancy, provisioning, and
optimal drive configurations should use this method.
Note: You can navigate to the Snapshot Volume Repository Settings - Manual dialog when you choose the menu option to
create a snapshot volume.

Keep these guidelines in mind:
•

There is a minimum required capacity for a snapshot group repository (depending on your configuration).

•

When you define the capacity requirements for a repository, keep in mind any future requirements that you might have for
other volumes in this volume group or disk pool. Make sure that you have enough capacity to meet your data storage needs
without allocating too much capacity that you use up the storage in your system.

•

The list of repository candidates can contain both new and existing repository volumes. Existing repository volumes are
placed at the top of the list. The benefit to reusing an existing repository volume is that you can avoid the initialization
process that occurs when you create a new one.

•

If you are using secure-capable drives, the snapshot volume and the associated repositories must have compatible security
settings.

•

•

◦

If the snapshot volume is secure capable, the associated repositories can be either secure capable or secure enabled.

◦

If the snapshot volume is secure enabled, the associated repositories must be secure enabled.

If you are using secure-capable drives, the snapshot volume and the associated repositories must have compatible drive
types.
◦

If the snapshot volume uses Full Disk Encryption (FDE) drives, the associated repositories can use FDE drives or Federal
Information Processing Standards (FIPS) drives.

◦

If the snapshot volume uses FIPS drives, the associated repositories must use FIPS drives.

If you are using Data Assurance (DA), the snapshot volume and the associated repositories must have the same DA settings.
◦

If the snapshot volume is DA enabled, the associated repositories must be DA enabled.

◦

If the snapshot volume is not DA enabled, the associated repositories must not be DA enabled.
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Steps

1. From the Snapshot Volume Settings dialog, select Manual and click Next to define the properties for the snapshot volume
repository.
The system displays the Snapshot Volume Repository Settings - Manual dialog.
2. Choose how you want filter the repository candidates in the repository candidates table, based on either a percentage of the
base volume capacity or by preferred capacity. Select one of the following options:
Specify repository capacity by:
Percentage of base volume capacity

Preferred capacity

Use the Percent spinner box to set the desired capacity percentage of the base
volume.
The default setting for the snapshot volume repository capacity is 40 percent of
the capacity of the base, and usually this capacity is sufficient. The capacity
needed varies, depending on the frequency and size of I/O writes to the base
volume and how long you need to keep the repository.
In general, choose a larger capacity for the repository volume if one or both of
these conditions exist:
•

You intend to keep the repository for a long period of time.

•

A large percentage of data blocks will change on the base volume during the
life of the repository due to heavy I/O activity. Use historical performance
monitor data or other operating system utilities to help you determine
typical I/O activity to the base volume.

Use the Capacity spinner box to indicate the capacity of the repository and the
Units spinner box to indicate the specific capacity units to use (MB, GB, or
TB).
The capacity value, shown by default, is the equivalent percentage of the base
volume capacity. For example, if the default entry for percentage is 40%, then
the default entry for the preferred capacity is 40% * base volume capacity.

The system displays the repository candidates based on your selections above.
3. Select the repository, from the repository candidates table, that you want to use for the snapshot volume. Select a repository
candidate that is closest to the capacity you specified.
•

The repository candidates table shows both new and existing repositories that are capable of being used for the snapshot
volume based on the value you specified for percentage or the value you specified for preferred capacity.

•

The Difference column shows the mathematical difference between your selected capacity and the actual capacity of the
repository candidate. If the repository candidate is new, then the system uses the exact capacity size that you specified
and displays zero (0) in the difference column.

4. Use the % full spinner box to define the value that determines when a warning is triggered when the capacity of a snapshot
volume repository reaches the defined percentage.
5. Click Finish to create the repository with the capacity settings and advanced settings you specified.
Changing the settings of a snapshot volume
About this task

Use the Change Snapshot Volume Settings option to modify the repository settings that were configured when you created the
snapshot volume.
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You can modify the maximum percentage for the snapshot volume repository that determines when a warning is triggered when
the capacity of a snapshot volume repository reaches the defined percentage.
Note: You can only change the settings for a snapshot volume that is designated as read-write.

To change the settings for a snapshot volume, do the following:
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot volume that you want to change and then select Copy Services > Snapshot Volume > Change Settings.
The Change Snapshot Volume Settings dialog appears.
3. Modify the repository full settings as required.
4. Click OK to apply your changes.
Converting a snapshot volume to read-write
About this task

Use the Convert Snapshot Volume to Read-Write option a to convert a read-only snapshot volume to a read-write
snapshot volume. The conversion operation requires that a repository be provisioned to support write operations on the
snapshot volume.
You can use the Convert Snapshot Volume to Read-Write option for these storage objects:
•

Snapshot volume

•

Consistency group member’s snapshot volume

Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select either a snapshot volume or a consistency group member’s snapshot volume and then select Copy Services >
Snapshot Volume > Convert to Read-Write.
3. Choose how you wish to create the repository for the Read-Write snapshot volume. Do one of the following:
•

Select Automatic to create the snapshot volume repository with the default capacity settings. This option is the
recommended one.

•

Select Manual to define the properties for the snapshot volume repository.
Use this option if you want to specify all of the customizable settings for the snapshot volume repository. The Manual
method is considered advanced and only those who understand drive redundancy and optimal drive configurations should
use this method. See the Creating a snapshot volume repository (manually) on page 227 help topic for instructions on
how to set the repository parameters.

4. Click Convert to convert the read-only snapshot volume to read-write.
Displays the snapshot volume or consistency group member’s snapshot volume table as read-write under the Mode
column, and the Repository columns are now populated.

Snapshot images

229

Disabling a snapshot volume or consistency group snapshot volume
About this task

Use the Disable option when you want to invalidate a snapshot volume or a consistency group snapshot volume. If the snapshot
volume or consistency group snapshot volume is designated as read-write, this option also lets you stop any further write
activity to its associated snapshot repository volume.
If you decide to re-create the snapshot volume or consistency group snapshot volume, you must choose a snapshot image from
the same base volume.
Note: If the snapshot volume or consistency group snapshot volume is part of an online copy relationship, you cannot
perform the Disable option on the volume.

Use this option if one of these conditions applies:
•

You are finished with the snapshot volume or consistency group snapshot volume for the time being.

•

You intend to re-create the snapshot volume or consistency group snapshot volume (that is designated as read-write) at a
later time and want to retain the associated snapshot repository volume so that it does not need to be created again.

•

You want to maximize the storage array performance by stopping write activity to the snapshot repository volume.

If you disable the snapshot volume or consistency group snapshot volume, the system performs the following actions:
•

Retains the World-Wide Name (WWN) for the snapshot volume or consistency group snapshot volume.

•

Retains the snapshot volume or consistency group snapshot volume’s association with the same base volume.

•

Retains the snapshot volume or consistency group snapshot volume’s associated repository (if the volume is designated as
read-write).

•

Retains any host mapping and access (any read-write requests will fail).

•

Removes the snapshot volume or consistency group snapshot volume’s association with the current snapshot image

•

For a consistency group snapshot volume, disables each member’s snapshot volume.
Note: If you are finished with the snapshot volume or consistency group snapshot volume and do not intend to re-create it at

a later time, you should delete the volume, instead of disabling it.
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot volume or consistency group snapshot volume that you want to disable and then select one of the
following menu paths:
•

Copy Services > Snapshot Volume > Disable.

•

Copy Services > Consistency Group Snapshot Volume > Disable.

The Confirm Disable Snapshot Volume dialog or the Confirm Disable Consistency Group Snapshot Volume dialog appears.
3. Type “yes” in the text box and then click Disable to disable the snapshot volume.
The snapshot volume or consistency group snapshot volume appears in the Logical pane with the Disabled Snapshot status
icon. If you disabled a read-write snapshot volume or consistency group snapshot volume, its associated snapshot
repository volume does not change status. The write activity to the snapshot repository volume stops until the snapshot
volume or consistency group snapshot volume is re-created.

230

Storage arrays

Re-creating a snapshot volume or consistency group snapshot volume
About this task

Use the Re-Create option when you want to re-create a snapshot volume or consistency group snapshot volume that you
previously disabled. Re-creating a snapshot volume or consistency group snapshot volume takes less time than creating a new
one.
If you have a snapshot volume or consistency group snapshot volume that you no longer need, you can reuse it (and any
associated snapshot repository volume), instead of deleting it, to create a different snapshot volume or consistency group
snapshot volume of the same base volume.
You can re-associate the snapshot volume or consistency group snapshot volume with the same snapshot image or a different
snapshot image as long as the snapshot image is in the same base volume.
Note: If the snapshot volume or consistency group snapshot volume is part of an online copy relationship, you cannot
perform the Re-create option on the volume.

Keep these important guidelines in mind when you re-create a snapshot volume or consistency group volume:
•

The snapshot volume or consistency group snapshot volume must be in either an Optimal status or Disabled status.

•

For consistency group snapshot volume, all member snapshot volumes must be in a Disabled state before you can re-create
the consistency group snapshot volume.

•

You cannot re-create an individual member snapshot volume, you can re-create only the overall consistency group snapshot
volume.

•

All write data on any associated snapshot repository volume is deleted. Snapshot volume or consistency group snapshot
volume parameters remain the same as the previously disabled volume parameters.The original names for the snapshot
volume or consistency group snapshot volume are retained. You can change these names after the re-create option completes.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot volume or consistency group snapshot volume that you want to re-create and then select one of the
following menu paths:
•

Copy Services > Snapshot Volume > Re-Create.

•

Copy Services > Consistency Group Snapshot Volume > Re-Create.

The Confirm Re-Create Snapshot Volume dialog or the Confirm Re-Create Consistency Group Snapshot Volume dialog
appears.
3. Select whether to re-create the snapshot volume or consistency group snapshot volume using an existing snapshot image, or
a new snapshot image and then click Re-create.
The system changes the status of the snapshot volume or consistency group snapshot volume from Disabled to Optimal.
Renaming a snapshot volume or consistency group snapshot volume
About this task

Use the Rename Snapshot Volume option to change the name of a snapshot volume or consistency group snapshot volume
when the current name is no longer meaningful or applicable.
Keep these guidelines in mind when you name an consistency group:
•

An name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you choose
any other characters, an error message appears. You are prompted to choose another name.
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•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.
Note: If you try to rename a snapshot volume or consistency group snapshot volume with a name that is already in use by
another volume, an error message appears, and you are prompted to choose another name.

To rename the snapshot volume or consistency group snapshot volume, do the following:
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot volume that you want to rename and then select one of the following menu paths:
•

Copy Services > Snapshot Volume > Rename.

•

Copy Services > Consistency Group Snapshot Volume > Rename.

The Rename Consistency Group dialog appears.
3. Type a new name for the snapshot volume or consistency group snapshot volume and then click Rename.
Deleting a snapshot volume or consistency group snapshot volume
About this task

Use the Delete Snapshot Volume option to delete a snapshot volume or consistency group snapshot volume that is no longer
needed for backup or software application testing purposes. You also can specify whether you want to delete the snapshot
repository volume associated with a read-write snapshot volume or a read-write consistency group snapshot volume or
retain the snapshot repository volume as an unmapped volume.
In addition, you can individually delete the snapshot volumes that were created for each member volume of a given consistency
group by selecting Storage > Volume > Delete.
When a snapshot volume or consistency group snapshot volume is deleted, the system performs the following actions:
•

Deletes all member snapshot volumes (for a consistency group snapshot volume).

•

Removes all associated host mappings.
Note: Deleting a base volume automatically deletes any associated snapshot volume or consistency group snapshot volume.
You cannot delete a snapshot volume that is in a volume copy with a status of In Progress.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot volume or consistency group snapshot volume that you want to delete and then select one of the
following menu paths:
•

Copy Services > Snapshot Volume > Delete.

•

Copy Services > Consistency Group Snapshot Volume > Delete.

The Confirm Delete Snapshot Volume dialog or the Confirm Delete Consistency Group Snapshot Volume dialog appears.
3. If the snapshot volume or the consistency group snapshot volume is read-write, select the option to delete the associated
repository. Type “yes” in the text box and then click Delete to delete the snapshot volume or consistency group snapshot
volume.
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Viewing associated physical components of an individual repository volume
About this task

You can use the View Associated Physical Components option to view the physical components (controllers, controller trays,
drives, and drive trays) that are associated with an individual repository volume for the following storage objects:
•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Consistency group member snapshot volume

•

Asynchronous mirrored pair

Steps

1. Select the Storage & Copy Services tab.
2. Select the storage object for which you want to view the associated physical components and then select Individual
Repository Volume > View Associated Physical Components.

Managing consistency group operations
Creating a consistency group
About this task

A consistency group is simultaneous snapshots of multiple volumes, thus ensuring consistent copies of a group of volumes.
Each volume that belongs to a consistency group is referred to as a member volume. When you add a volume to a consistency
group, the system automatically creates a new snapshot group that corresponds to this member volume.
Keep these guidelines in mind when creating a consistency group:
•

If the base volume resides on a standard volume group, the repository members for any associated consistency group, can
reside on either a standard volume group or a disk pool. If a base volume resides on a disk pool, all repository members for
any associated consistency group must reside on the same disk pool as the base volume.

•

You cannot create a consistency group on a failed volume.

•

A consistency group contains one snapshot group for each volume that is a member of the consistency group. You cannot
individually manage a snapshot group that is associated with a consistency group. Instead you must perform the manage
operations (create snapshot image, delete snapshot image or snapshot group, and rollback snapshot image) at the consistency
group level.

•

If you attempt to create a consistency group snapshot image, the operation might remain in a Pending state because of the
following conditions:

•

◦

The base volume that contains this consistency group snapshot image is a member of an asynchronous mirror group.

◦

The base volume is currently in a synchronizing operation. The consistency group snapshot image creation completes as
soon as the synchronization operation is complete.

If you are using secure-capable drives, the base volumes in the consistency group and the associated repositories must have
compatible security settings.
◦

If the base volumes in the consistency group are secure capable, the associated repositories can be either secure capable
or secure enabled.
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◦
•

•

If the base volumes in the consistency group are secure enabled, the associated repositories must be secure enabled.

If you are using secure-capable drives, the base volumes in the consistency group and the associated repositories must have
compatible drive types.
◦

If the base volumes in the consistency group use Full Disk Encryption (FDE) drives, the associated repositories can use
FDE drives or Federal Information Processing Standards (FIPS) drives.

◦

If the base volumes in the consistency group use FIPS drives, the associated repositories must use FIPS drives.

If you are using Data Assurance (DA), the base volumes in the consistency group and the associated repositories must have
the same DA settings.
◦

If the base volumes in the consistency group are DA enabled, the associated repositories must be DA enabled.

◦

If the base volumes in the consistency group are not DA enabled, the associated repositories must not be DA enabled.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab, and then select Copy Services >
Consistency Group > Create.
The Consistency Group Settings dialog appears.
2. In the Consistency group name field, enter a unique name (30-character maximum) that best describes the member
volumes that you want to add for this group.
By default, the consistency group name is shown in the name text box as:
CG + sequence-number

In this example, CG (Consistency Group) is the prefix and sequence-number is the chronological number of the
consistency group, and is incremented based on how many consistency groups currently exist.
3. Choose whether you want to add the member volumes to the consistency group now or later.
•

Select Add members now, and then from the eligible member volumes, select the volumes that you want to add as
members to the consistency group. If you choose this method, you must create a repository for each member of the
consistency group. Go to step 4 on page 234. You can click the Select all check box to add all the volumes displayed in
the eligible volumes table to the consistency group.

•

Select Add members later and then click Finish to create the consistency group without member volumes. Go to step 5
on page 235.

The eligible volumes table shows only those volumes that are capable of being used in the consistency group. To be eligible
to be a member of a consistency group, a volume cannot be in a Failed state and must contain less than the maximum
allowable number of associated snapshot groups.
4. Choose how you want to create the repositories for each member in the consistency group.
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•

Select Automatic and click Finish to create the repositories with the default capacity settings. This option is the
recommended one.

•

Select Manual and click Next to define the capacity settings for the repositories; and then click Finish to continue with
the consistency group creation process. You can click Edit individual repository candidates to manually edit a
repository candidate for each member volume.
Use this option if you want to specify all of the customizable settings for the repositories. The Manual method is
considered advanced and only those who understand drive redundancy and optimal drive configurations should use this
method. See the Creating a consistency group repository (manually) on page 235 help topic for instructions on how to
set the repository parameters.
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5. Click Finish. In the navigation tree, the system displays the consistency group and its properties under the Consistency
Groups node.
Creating a consistency group repository (manually)
About this task

During the creation of a consistency group, a consistency group repository is created to store the data for all the snapshot images
contained in the group. A consistency group's repository is created initially with one individual repository volume.
Each volume that belongs to a consistency group is referred to as a member volume. When you add a volume to a consistency
group, the system automatically creates a new snapshot group that corresponds to this member volume. A consistency group
repository must be created for every member volume in the consistency group to save the data for all the snapshot images
contained in the group.
Use the Consistency Group Repository Settings - Manual dialog to manually define the capacity requirements for the repository.
The Manual method is considered advanced and only those who understand drive redundancy, provisioning, and optimal drive
configurations should use this method.
Note: You can navigate to the Consistency Group Repository Settings - Manual dialog when you choose the menu option to

create a consistency group. See the Creating a consistency group on page 233 help topic for more information.
Keep these guidelines in mind:
•

There is a minimum required capacity for a consistency group repository (depending on your configuration).

•

When you define the capacity requirements for a repository, keep in mind any future requirements that you might have for
other volumes in this volume group or disk pool. Make sure that you have enough capacity to meet your data storage needs,
but you do not over allocate because you can quickly use up all the storage in your storage array.

•

The list of repository candidates can contain both new and existing repository volumes. Existing repository volumes are left
on the storage array by default when you delete a consistency group. Existing repository volumes are placed at the top of the
list. The benefit to reusing an existing repository volume is that you can avoid the initialization process that occurs when you
create a new one.

•

If you are using secure-capable drives, the base volumes in the consistency group and the associated repositories must have
compatible security settings.

•

•

◦

If the base volumes in the consistency group are secure capable, the associated repositories can be either secure capable
or secure enabled.

◦

If the base volumes in the consistency group are secure enabled, the associated repositories must be secure enabled.

If you are using secure-capable drives, the base volumes in the consistency group and the associated repositories must have
compatible drive types.
◦

If the base volumes in the consistency group use Full Disk Encryption (FDE) drives, the associated repositories can use
FDE drives or Federal Information Processing Standards (FIPS) drives.

◦

If the base volumes in the consistency group use FIPS drives, the associated repositories must use FIPS drives.

If you are using Data Assurance (DA), the base volumes in the consistency group and the associated repositories must have
the same DA settings.
◦

If the base volumes in the consistency group are DA enabled, the associated repositories must be DA enabled.

◦

If the base volumes in the consistency group are not DA enabled, the associated repositories must not be DA enabled.

Steps

1. From the Consistency Group Settings dialog, select Manual and click Next to customize the repository candidate settings
for the consistency group.
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The system displays the Consistency Group Repository Settings - Manual dialog.
2. Choose how you want to filter the repository candidates for each member volume in the consistency group, based on either a
percentage of the base volume capacity or by preferred capacity. Select one of the following options:
Filter Options

Description

Percentage of base volume capacity

Use the Percent spinner box to set the desired capacity percentage of the base
volume.
The default setting for the consistency group repository capacity is 40% of the
capacity of the base, and usually this capacity is sufficient. The capacity needed
varies, depending on the frequency and size of I/O writes to the base volume and
how long you need to keep the repository.
In general, choose a larger capacity for the repository if one or both of these
conditions exist:

Preferred capacity

•

You intend to keep the repository for a long period of time.

•

A large percentage of data blocks will change on the base volume during the
life of the repository due to heavy I/O activity. Use historical performance
monitor data or other operating system utilities to help you determine typical
I/O activity to the base volume.

Use the Capacity spinner box to indicate the capacity of the repository and the
Units spinner box to indicate the specific capacity units to use (MB, GB, or TB).
The capacity value, shown by default, is the equivalent percentage of the base
volume capacity. For example, if the default entry for percentage is 40%, the
default entry for the preferred capacity is 40% * base volume capacity.

The system displays the best repository candidate for each member volume based on your selections above.
3. Click the Edit individual repository candidates check box if you want to edit repository candidates for the member
volumes.
4. Select the repository, from the repository candidates table, that you want to use for each member volume in the consistency
group. Select a repository candidate that is closest to the capacity you specified.
•

The repository candidates table shows both new and existing repositories that are capable of being used for each member
volume in the consistency group based on the value you specified for percentage or the value you specified for preferred
capacity.

•

By default, the system displays the repositories for each member volume of the consistency group using a value of 40%
of the member volume’s capacity. It filters out undersized repository candidates, and those with different Quality of
Service (QoS) attributes. If appropriate candidates are not returned using these settings, you can click Run Auto-Choose
to provide automatic candidate recommendations.

•

The Difference column shows the mathematical difference between your selected capacity and the actual capacity of the
repository candidate. If the repository candidate is new, the system uses the exact capacity size that you specified and
displays zero (0) in the difference column.

5. To edit an individual repository candidate, select the candidate from the repository candidates table and click Edit to modify
the capacity settings for the repository; and then click OK to continue with the repository creation process.
6. Select View advanced options and then accept or change the following default settings as appropriate:
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Advanced Setting

Description

Enable automatic deletion of snapshot
images when limit is reached

Enables automatic deletion of the oldest snapshot image for the snapshot
group when the snapshot image limit is reached.
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Advanced Setting

Description

Snapshot image limit

The snapshot image limit is a configurable value that specifies the maximum
number of snapshot images allowed for a consistency group snapshot group.

Send alert when repository reaches

A configurable value that determines when a warning is triggered when the
capacity of a consistency group repository reaches the defined percentage.

Policy for full repositories

Select which policy to use when the capacity of the consistency group
repository reaches its maximum defined percentage.

7. Click Finish to create the repository with the capacity settings and advanced settings you specified.
Creating a consistency group snapshot image
About this task

A consistency group snapshot image is a logical point-in-time image of the content of each member volume in the consistency
group.
The consistency group snapshot image provides a snapshot of all the member volumes at the same point in time. This action
creates a synchronized snapshot of all the volumes and is ideal for applications that span multiple volumes, for example, a
database application that has the logs on one volume and the database on another volume.
The following are characteristics of consistency group snapshot images:
•

If a volume is a member of a consistency group, then the system creates a snapshot group for that base volume, which counts
towards the maximum allowable number of snapshot groups per base volume.

•

There is a maximum allowable number of snapshot images that can be added to a consistency group (depending on your
configuration).

A consistency group snapshot image can be thought of as a restore point. It is not directly read or write accessible to hosts as the
consistency group snapshot image is used to save only the original data captured from the member volume. You must create a
consistency group snapshot volume to allow the host access to a copy of the data contained in the consistency group snapshot
image. The consistency group snapshot volume contains its own repository, which is used to save any subsequent modifications
made by the host application to the member volume without affecting the referenced consistency group snapshot image.
Note: If the consistency group is enabled for Auto-Delete, the system deletes the oldest consistency group snapshot image in
the group when a new consistency group snapshot image is created.

Keep these guidelines in mind when creating a consistency group snapshot image:
•

If you attempt to create a snapshot image for a consistency group and that group has reached its maximum number of
snapshot images, you can either: Enable auto-delete for the consistency group, or manually delete one or more snapshot
images from the consistency group, and then retry the Create Consistency Group Snapshot Image operation.

•

If you attempt to create a consistency group snapshot image and that snapshot image creation operation remains in a Pending
state it is due to the following conditions:

•

◦

One or more member volumes that contain this snapshot image is a member of an asynchronous mirror group AND

◦

One or more member volumes is currently in a synchronizing operation. The consistency group snapshot image creation
will complete as soon as the synchronization operation is complete.

You cannot create a consistency group snapshot image on a failed member volume.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
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2. Select the consistency group for which you want to create a snapshot image, and then select Copy Services > Consistency
Group > Create Consistency Group Snapshot Image.
The system performs the following actions:
•

The system takes a copy of the associated member volume(s) and then displays the Consistency Group Snapshot Image
Successfully Created dialog. Click OK to the return to the Array Management Window.

•

The snapshot image and its properties appear in the navigation tree for the consistency group.

Renaming a consistency group
About this task

Use the Rename Consistency Group option to change the name of the consistency group when the current name is no longer
meaningful or applicable.
Keep these guidelines in mind when you name an consistency group:
•

A name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you choose
any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.
Note: If you try to rename a consistency group with a name that is already in use by another consistency group, an error
message appears, and you are prompted to choose another name for the group.

To rename the consistency group, perform the following steps:
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the consistency group that you want to rename and then select Copy Services > Consistency Group > Rename.
The Rename Consistency Group dialog appears.
3. Type a new name for the consistency group and then click Rename.
Deleting a consistency group
About this task

Use the Delete Consistency Group option to delete a consistency group. The system performs the following actions when a
consistency group is deleted:
•

Deletes all existing snapshot images from the consistency group.

•

Deletes all existing snapshot volumes from the consistency group.

•

Deletes all the associated snapshot images that exist for each member volume in the consistency group.

•

Deletes all the associated snapshot volumes that exist for each member volume in the consistency group

•

Deletes all associated repositories that exist for each member volume in the consistency group (if selected).

To delete the consistency group, perform the following steps:
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Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the consistency group that you want to delete and then select Copy Services > Consistency Group > Delete.
The Confirm Delete dialog appears.
3. Select the Delete all repositories associated with this consistency group if you want to delete all associated repositories
that exist for each member volume in the consistency group.
4. Type “yes” in the text box and then click Delete to delete the consistency group.
Canceling a pending snapshot image
About this task

Use the Cancel Pending Snapshot Image option to cancel a snapshot image that was put in a Pending state when you
attempted to create the snapshot image for either a snapshot group or a consistency group. The snapshot image is in a Pending
state due to the following concurrent conditions:
•

The base volume for a snapshot group or one or more member volumes of a consistency group that contains this snapshot
image is a member of an asynchronous mirror group.

•

The volume or volumes are currently in a synchronizing operation.

The snapshot image creation operation completes as soon as the synchronization operation is complete. To cancel the pending
snapshot image creation before the synchronization operation completes, do the following:
From the Array Management Window, select either the snapshot group or consistency group that contains the pending snapshot
image and then select one of the following menu paths to cancel the pending snapshot image:
•

Copy Services > Snapshot Group > Advanced > Cancel Pending Snapshot Image

•

Copy Services > Consistency Group > Advanced > Cancel Pending Consistency Group Snapshot Image

Changing the settings of a consistency group
About this task

Use the Change Consistency Group Settings option to modify the auto-delete settings and the consistency group member
repository settings that were configured when you created the consistency group.
These settings automatically apply to member volumes and repositories that are added later using the Add Member Volumes
option.
•

Auto-Delete Settings
You can configure each consistency group to keep the total number of snapshot images in the group at or below a userdefined maximum. When this option is enabled, the system automatically deletes the oldest snapshot image in the group, any
time a new snapshot is created, to comply with the maximum number of snapshot images allowed for the group.

•

Consistency Group Repository Settings
You can define a maximum percentage for the consistency group member repository that determines when a warning is
triggered when the capacity of a consistency group member repository reaches the defined percentage. In addition, you can
specify which policy to use when the capacity of the consistency group member repository reaches its maximum defined
percentage:
◦

Auto-purge oldest snapshot image: The system automatically purges the oldest snapshot image in the consistency
group, which releases the member repository’s reserve space for reuse within the group.

◦

Reject writes to base volume: When the repository reaches its maximum defined percentage, the system rejects any I/O
write request to the base volume that triggered the repository access.
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Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. From the consistency groups category node, select the consistency group that you want to change and then select Copy
Services > Consistency Group > Change Settings.
The Change Consistency Group Settings dialog appears.
3. Change the following consistency group settings as required:
Setting

Description

Enable automatic deletion of snapshot
images when limit is reached

Enables automatic deletion of the oldest snapshot image for the consistency
group when the snapshot image limit is reached.

Snapshot image limit

The snapshot image limit is a configurable value that specifies the maximum
number of snapshot images allowed for a consistency group.

Member repository alert

A configurable value that determines when a warning is triggered when the
capacity of any member repository reaches the defined percentage.

Repository full policy

Select which policy to use when the capacity of the consistency group
member repository reaches its maximum defined percentage.

4. Click OK to apply your changes to the consistency group.
Adding a member volume to a consistency group
About this task

You can use the Add Member Volumes option to add a new member volume to an existing consistency group. When a new
member is added to a consistency group, you must also add a repository volume.
There are two methods you can use to add a member volume:
•

One method is to select a base volume and then choose the menu option Storage > Volume > Copy Services > Add to
Consistency Group.

•

Another method is to select an existing consistency group and then choose the menu option Copy Services > Consistency
Group > Add Member Volumes.

What Kind of Volumes Can Be Used?
Standard volumes and thin volumes are the only type of volumes that can be used for a consistency group. Non-standard
volumes, such as snapshot volumes, cannot be used for consistency groups. The base volume can reside on either a volume
group or a disk pool.
Keep these guidelines in mind when adding a member volume:
•

To add a new member volume, the consistency group must have has less than the maximum number of allowable volumes
(as defined by your configuration).

•

If the base volume resides on a standard volume group, the repository members for any associated consistency group can
reside on either a standard volume group or a disk pool. If a base volume resides on a disk pool, the repository members for
any associated consistency group must reside on the same disk pool as the base volume.

•

You cannot add a member volume that is in a failed state.

•

If you are using secure-capable drives, the base volumes in the consistency group and the associated repositories must have
compatible security settings.
◦
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If the base volumes in the consistency group are secure capable, the associated repositories can be either secure capable
or secure enabled.
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◦
•

•

If the base volumes in the consistency group are secure enabled, the associated repositories must be secure enabled.

If you are using secure-capable drives, the base volumes in the consistency group and the associated repositories must have
compatible drive types.
◦

If the base volumes in the consistency group use Full Disk Encryption (FDE) drives, the associated repositories can use
FDE drives or Federal Information Processing Standards (FIPS) drives.

◦

If the base volumes in the consistency group use FIPS drives, the associated repositories must use FIPS drives.

If you are using Data Assurance (DA), the base volumes in the consistency group and the associated repositories must have
the same DA settings.
◦

If the base volumes in the consistency group are DA enabled, the associated repositories must be DA enabled.

◦

If the base volumes in the consistency group are not DA enabled, the associated repositories must not be DA enabled.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab, and then do one of the following:
•

Select the base volume that you want to add to the consistency group, and then select Storage > Volume > Copy
Services > Add to Consistency Group.

•

Select the consistency group to which you want to add member volumes, and then select Copy Services > Consistency
Group > Add Member Volumes.

Depending on your selection, the system displays either the Select Consistency Group and Repository dialog or the Select
Volumes and Repositories dialog.
2. Perform the following steps:
a. Depending on your selection in step 1, do one of the following:
•

On the Select Consistency Group and Repository dialog, select the consistency group from the consistency groups
table, to which you want add the base volume.

•

On the Select Volumes and Repositories, select the member volumes from the eligible volumes table that you want to
add to the consistency group. The eligible volumes table shows only those volumes that are capable of being used in
the consistency group. You can click the Select all check box to add all the volumes displayed in the eligible volumes
table to the consistency group.

b. Choose how you want to create the repository for the member volume(s) you are adding to the consistency group.
•

Select Automatic and click Finish to create the repository with the default capacity settings. This option is the
recommended one.

•

Select Manual and click Next to define the capacity settings for the repository and then click Finish. See the
Creating a consistency group repository (manually) on page 235 help topic for instructions on how to set the
repository parameters.
Use the Manual option if you want to specify all of the customizable settings for the repository. The Manual method
is considered advanced and only those who understand drive redundancy and optimal drive configurations should use
this method.

3. After you click Finish, the system displays, in the Member Volumes table in the right pane, the new member volume(s)
under Member Volumes category node for the consistency group.
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Removing a member volume from a consistency group
About this task

You can use the Remove Member Volumes option to remove a member volume from an existing consistency group. When you
remove a member volume from a consistency group, the system automatically deletes the snapshot group associated with that
member volume. In addition, you can choose whether you want to delete any repositories associated with the member volume.
There are two methods you can use to remove a member volume:
•

One method is to select a base volume and then choose the menu option Storage > Volume > Copy Services > Remove
from Consistency Group .

•

Another method is to select an existing consistency group and then choose the menu option Copy Services > Consistency
Group > Remove Member Volumes.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab and then do one of the following:
•

Select the base volume that you want to remove from the consistency group and then select Storage > Volume > Copy
Services > Remove from Consistency Group.

•

Select the consistency group from which you want to remove member volumes and then select Copy Services >
Consistency Group > Remove Member Volumes .

2. If you selected a base volume that is a member of multiple consistency groups or if you selected a consistency group from
which you want to remove member volume, do one of the following actions; otherwise skip to step 3 on page 242:
•

Select one or more consistency groups, from the consistency groups table, that you want to remove the base volume from
and then click Remove. (You can click the Select all check box to remove the volume from all the consistency groups
displayed in the table.)

•

Select the member volumes, from the member volumes table, that you want to remove from the consistency group and
then click Remove. (You can click the Select all check box to remove all the volumes displayed in the table.)

3. Select the Delete all repositories associated with this member volume check box if you want to delete all associated
repositories that exist for the member volume(s) in the consistency group.
4. Type “yes” in the text box and then click Delete to delete the member volume(s) from the consistency group.
The system will simply remove the member volumes from the consistency group; they will not be deleted.
5. After you click Delete, the system removes, in the Member Volumes table in the right pane, the member volume(s) you
removed from the consistency group.
Viewing associated physical components of an individual repository volume
About this task

You can use the View Associated Physical Components option to view the physical components (controllers, controller trays,
drives, and drive trays) that are associated with an individual repository volume for the following storage objects:
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•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Consistency group member snapshot volume
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•

Asynchronous mirrored pair

Steps

1. Select the Storage & Copy Services tab.
2. Select the storage object for which you want to view the associated physical components and then select Individual
Repository Volume > View Associated Physical Components.

Managing consistency group snapshot volume operations
Creating a consistency group snapshot volume
Before you begin

•

The consistency group must contain at least one member volume before you can create a consistency group snapshot
volume.

About this task

A consistency group snapshot volume comprises multiple snapshot volumes to provide host access to a snapshot image that has
been taken for each selected member volume at the same moment in time.
The consistency group snapshot volume can be designated as either read-only or read-write. Read-write consistency
group snapshot volumes require a repository for each member volume that you select in the wizard to save any subsequent
modifications made by the host application to the base volume without affecting the referenced snapshot image. Each member
repository is created at the same time the consistency group snapshot volume is created.
Note: A read-write snapshot volume requires an overall repository. The overall repository is created initially with one
individual repository volume. However, the overall repository can contain multiple repository volumes in the future for
expansion purposes.

Keep these guidelines in mind when creating a consistency group snapshot volume:
•

There is a maximum allowable limit to the number of snapshot images for a consistency group (depending on your
configuration).

•

You cannot create a snapshot volume of a failed volume.

•

Snapshot volume repositories are fully resizeable. If you have the storage capacity you can increase the size of the snapshot
repository to avoid a repository full message. Conversely, if you find that the snapshot volume repository is larger than you
need, you can reduce its size to free up space that is needed by other logical volumes.

•

If you attempt to create a snapshot volume for a snapshot image and that snapshot image is in a pending snapshot image
creation operation it is due to the following conditions:

•

◦

The base volume that contains this snapshot image is a member of an asynchronous mirror group AND

◦

The base volume is currently in a synchronizing operation. The snapshot image creation will complete as soon as the
synchronization operation is complete.

If you are using secure-capable drives, the base volumes in the consistency group snapshot volume and the associated
repositories must have compatible security settings.
◦

If the base volumes in the consistency group snapshot volume are secure capable, the associated repositories can be
either secure capable or secure enabled.

◦

If the base volumes in the consistency group snapshot volume are secure enabled, the associated repositories must be
secure enabled.
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•

•

If you are using secure-capable drives, the base volumes in the consistency group snapshot volume and the associated
repositories must have compatible drive types.
◦

If the base volumes in the consistency group snapshot volume use Full Disk Encryption (FDE) drives, the associated
repositories can use FDE drives or Federal Information Processing Standards (FIPS) drives.

◦

If the base volumes in the consistency group snapshot volume use FIPS drives, the associated repositories must use FIPS
drives.

If you are using Data Assurance (DA), the base volumes in the consistency group snapshot volume and the associated
repositories must have the same DA settings.
◦

If the base volumes in the consistency group snapshot volume are DA enabled, the associated repositories must be DA
enabled.

◦

If the base volumes in the consistency group snapshot volume are not DA enabled, the associated repositories must not
be DA enabled.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab, and then do one of the following:
•

Select a consistency group, and then select Copy Services > Consistency Group > Create Consistency Group
Snapshot Volume. The system displays the Select Existing Snapshot Image or New Snapshot Image dialog. Go to step 2
on page 244.

•

Select a consistency group snapshot image from the Consistency Group Snapshot Images table, and then select Copy
Services > Consistency Group Snapshot Image > Create Consistency Group Snapshot Volume . The system
displays the Consistency Group Snapshot Volume Settings dialog. Go to step 3 on page 244.

2. If you selected a consistency group in step 1 on page 244, choose the consistency group snapshot image for which you want
to create a snapshot volume. Do one of the following:
•

Click the An existing snapshot image radio button and then select a snapshot image from the consistency group
snapshot images table and click Next.

•

Click the A new snapshot image radio button and then a snapshot group from the existing snapshot group table and then
click Next.

The system displays the Consistency Group Snapshot Volume Settings dialog.
3. In the Consistency group snapshot volume name field, enter a unique name (30 character maximum) that best describes
the consistency group selected for this snapshot image, for example, AccountingData.
By default, the consistency group snapshot volume name is shown in the name text box as:
[consistency-group-name] - SV + sequence-number

where SV (snapshot volume) is the appended suffix and sequence-number is the chronological number of the snapshot
volume relative to the consistency group.
For example, if you create the first snapshot volume for a consistency group called “Accounting”, then the default name of
the snapshot volume is “Accounting_SV_01”. The default name of the next snapshot volume you create based on
“Accounting” is “Accounting_SV_02”.
There is a 30-character limit. After you reach this limit, you can no longer type in the text box. If the consistency group
name is 30 characters, then the default name for the group uses the base volume name truncated enough to add the suffix
“SV” and the sequence string.
4. In the Map to host drop-down, specify how you want to map the host for each snapshot volume created for a selected
member volume. This map attribute is applied to every member volume you select in the consistency group.
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•

Map Now to Default Group – The volume is automatically assigned a logical unit number (LUN) and is accessible by
any hosts that are connected to the storage array.

•

Map Later – The volume is not assigned a LUN and is not accessible by any hosts until you go to the Host Mappings
tab and assign a specific host and LUN to this volume.

•

Select a specific host – You can select a specific host or host group from the list. This option is available only if Storage
Partitioning is enabled.

Note: Make sure the host or host group have as many LUNs available as there are member volumes selected.
Keep these guidelines in mind when you grant host access to a member volume’s snapshot volume:

•

Each host has its own logical unit number (LUN) address space and lets the same LUN be used by different host groups
or hosts to access snapshot volumes in a storage array.

•

You can define one mapping for each snapshot volume in the storage array.

•

Mappings are shared between controllers in the storage array.

•

The same LUN cannot be used twice by a host group or a host to access a snapshot volume. You must use a unique LUN.

•

An access volume mapping is not required for out-of-band storage arrays.

5. Choose how to grant host access to each selected member volume’s snapshot volume. Do one of the following:
•

Select Read/Write to provide the host application with WRITE access to a copy of the data contained in the snapshot
image. A Read-Write snapshot volume requires an associated repository.

•

Select Read Only to provide a host application with READ access to a copy of the data contained in the snapshot image,
but without the ability to modify the snapshot image. A Read-Only snapshot volume does not have an associated
repository.

6. Select each member volume in the consistency group for which you want to create a snapshot volume. You can click the
Select all check box to create a snapshot volume for each member volume displayed in the select members table.
7. If you selected Read-Only host access in step 5 on page 245, you can skip this step and go to step 8 on page 245.
(Repositories are not required for Read-Only snapshot volumes.)
Choose how you wish to create the snapshot volume repositories for each member in the consistency group. Do one of the
following:
•

Select Automatic and click Finish to create each snapshot volume repository with the default capacity settings. This
option is the recommended one.

•

Select Manual and click Next to define the properties for each snapshot volume repository; then click Finish to continue
with the snapshot volume creation process. You can click Edit individual repository candidates to manually edit a
repository candidate for each member volume.
Use this option if you want to specify all of the customizable settings for the snapshot volume repository. The Manual
method is considered advanced and only those who understand drive redundancy and optimal drive configurations should
use this method. See the Creating a consistency group snapshot volume repository (manually) on page 246 help topic for
instructions on how to set the repository parameters.

8. After you click Finish, the system displays, in the navigation tree, the snapshot volume and its properties for the associated
consistency group. The snapshot volume shows up as a new volume that contains the snapshot image information, which is
the data of the volume at the particular time of snapshot image creation.
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Creating a consistency group snapshot volume repository (manually)
About this task

During the creation of a consistency group snapshot volume that is designated as read-write, the system requires a snapshot
volume repository for each member of the consistency group to provide the host application with WRITE access to a copy of the
data contained in the snapshot image. You can create the repository automatically using the default settings or you can manually
create the repository by defining the capacity settings for the repository as described in this help topic.
You are initially creating an overall repository with one individual repository volume. However, the overall repository can
contain multiple repository volumes in the future for expansion purposes.
Use the Consistency Group Snapshot Volume Repository Settings - Manual dialog to manually define the capacity requirements
for a consistency group snapshot volume repository. The Manual method is considered advanced and only those who understand
drive redundancy, provisioning, and optimal drive configurations should use this method.
Note: You can navigate to the Consistency Group Snapshot Volume Repository Settings - Manual dialog when you choose
the menu option to create a consistency group snapshot volume.

Keep these guidelines in mind:
•

There is a minimum required capacity for a snapshot volume repository (depending on your configuration).

•

When you define the capacity requirements for a repository, keep in mind any future requirements that you might have for
other volumes in this volume group or disk pool. Make sure that you have enough capacity to meet your data storage needs,
but you do not overallocate because you can quickly use up all the storage in your storage array.

•

The list of repository candidates can contain both new and existing repository volumes. Existing repository volumes are left
on the storage array by default when you delete a consistency group snapshot volume. Existing repository volumes are
placed at the top of the list. The benefit to reusing an existing repository volume is that you can avoid the initialization
process that occurs when you create a new one.

•

If you are using secure-capable drives, the base volumes in the consistency group snapshot volume and the associated
repositories must have compatible security settings.

•

•
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◦

If the base volumes in the consistency group snapshot volume are secure capable, the associated repositories can be
either secure capable or secure enabled.

◦

If the base volumes in the consistency group snapshot volume are secure enabled, the associated repositories must be
secure enabled.

If you are using secure-capable drives, the base volumes in the consistency group snapshot volume and the associated
repositories must have compatible drive types.
◦

If the base volumes in the consistency group snapshot volume use Full Disk Encryption (FDE) drives, the associated
repositories can use FDE drives or Federal Information Processing Standards (FIPS) drives.

◦

If the base volumes in the consistency group snapshot volume use FIPS drives, the associated repositories must use FIPS
drives.

If you are using Data Assurance (DA), the base volumes in the consistency group snapshot volume and the associated
repositories must have the same DA settings.
◦

If the base volumes in the consistency group snapshot volume are DA enabled, the associated repositories must be DA
enabled.

◦

If the base volumes in the consistency group snapshot volume are not DA enabled, the associated repositories must not
be DA enabled.
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Steps

1. From the Consistency Group Snapshot Volume Settings dialog, select Manual and click Next to customize the repository
candidate settings for the consistency group.
The system displays the Consistency Group Snapshot Volume Repository Settings - Manual dialog.
2. Choose how you want filter the repository candidates for each member volume in the consistency group, based on either a
percentage of the base volume capacity or by preferred capacity. Select one of the following options:
Filter Option

Description

Percentage of base volume capacity

Use the Percent spinner box to set the desired capacity percentage of the base
volume.
The default setting for the consistency group repository capacity is 40% of the
capacity of the base, and usually this capacity is sufficient. The capacity needed
varies, depending on the frequency and size of I/O writes to the base volume and
how long you need to keep the repository.
In general, choose a larger capacity for the repository if one or both of these
conditions exist:

Preferred capacity

•

You intend to keep the repository for a long period of time.

•

A large percentage of data blocks will change on the base volume during the
life of the repository due to heavy I/O activity. Use historical performance
monitor data or other operating system utilities to help you determine typical
I/O activity to the base volume.

Use the Capacity spinner box to indicate the capacity of the repository and the
Units spinner box to indicate the specific capacity units to use (MB, GB, or TB).
The capacity value, shown by default, is the equivalent percentage of the base
volume capacity. For example, if the default entry for percentage is 40%, the
default entry for the preferred capacity is 40% * base volume capacity.

The system displays the best repository candidate for each member volume based on your selections.
3. Click the Edit individual repository candidates check box if you want to edit repository candidates for the member
volumes.
4. Select the repository, from the repository candidates table, that you want to use for each member volume in the consistency
group. Select a repository candidate that is closest to the capacity you specified.
•

The repository candidates table shows both new and existing repositories that are capable of being used for each member
volume in the consistency group based on the value you specified for percentage or the value you specified for preferred
capacity.

•

By default, the system displays the repositories for each member volume of the consistency group using a value of 40
percent of the member volume’s capacity. It filters out undersized repository candidates, and those with different Quality
of Service (QoS) attributes. If appropriate candidates are not returned using these settings, you can click Run AutoChoose to provide automatic candidate recommendations.

•

The Difference column shows the mathematical difference between your selected capacity and the actual capacity of the
repository candidate. If the repository candidate is new, the system uses the exact capacity size that you specified and
displays zero (0) in the difference column.

5. To edit an individual repository candidate, select the candidate from the repository candidates table and click Edit to modify
the capacity settings for the repository; and then click OK to continue with the repository creation process.
6. Use the % full spinner box to define the value that determines when a warning is triggered when the capacity of a
consistency group snapshot volume repository reaches the defined percentage.
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7. Click Finish to create the repository with the capacity settings and advanced settings you specified.
Disabling a snapshot volume or consistency group snapshot volume
About this task

Use the Disable option when you want to invalidate a snapshot volume or a consistency group snapshot volume. If the snapshot
volume or consistency group snapshot volume is designated as read-write, this option also lets you stop any further write
activity to its associated snapshot repository volume.
If you decide to re-create the snapshot volume or consistency group snapshot volume, you must choose a snapshot image from
the same base volume.
Note: If the snapshot volume or consistency group snapshot volume is part of an online copy relationship, you cannot
perform the Disable option on the volume.

Use this option if one of these conditions applies:
•

You are finished with the snapshot volume or consistency group snapshot volume for the time being.

•

You intend to re-create the snapshot volume or consistency group snapshot volume (that is designated as read-write) at a
later time and want to retain the associated snapshot repository volume so that it does not need to be created again.

•

You want to maximize the storage array performance by stopping write activity to the snapshot repository volume.

If you disable the snapshot volume or consistency group snapshot volume, the system performs the following actions:
•

Retains the World-Wide Name (WWN) for the snapshot volume or consistency group snapshot volume.

•

Retains the snapshot volume or consistency group snapshot volume’s association with the same base volume.

•

Retains the snapshot volume or consistency group snapshot volume’s associated repository (if the volume is designated as
read-write).

•

Retains any host mapping and access (any read-write requests will fail).

•

Removes the snapshot volume or consistency group snapshot volume’s association with the current snapshot image

•

For a consistency group snapshot volume, disables each member’s snapshot volume.
Note: If you are finished with the snapshot volume or consistency group snapshot volume and do not intend to re-create it at

a later time, you should delete the volume, instead of disabling it.
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot volume or consistency group snapshot volume that you want to disable and then select one of the
following menu paths:
•

Copy Services > Snapshot Volume > Disable.

•

Copy Services > Consistency Group Snapshot Volume > Disable.

The Confirm Disable Snapshot Volume dialog or the Confirm Disable Consistency Group Snapshot Volume dialog appears.
3. Type “yes” in the text box and then click Disable to disable the snapshot volume.
The snapshot volume or consistency group snapshot volume appears in the Logical pane with the Disabled Snapshot status
icon. If you disabled a read-write snapshot volume or consistency group snapshot volume, its associated snapshot
repository volume does not change status. The write activity to the snapshot repository volume stops until the snapshot
volume or consistency group snapshot volume is re-created.
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Re-creating a snapshot volume or consistency group snapshot volume
About this task

Use the Re-Create option when you want to re-create a snapshot volume or consistency group snapshot volume that you
previously disabled. Re-creating a snapshot volume or consistency group snapshot volume takes less time than creating a new
one.
If you have a snapshot volume or consistency group snapshot volume that you no longer need, you can reuse it (and any
associated snapshot repository volume), instead of deleting it, to create a different snapshot volume or consistency group
snapshot volume of the same base volume.
You can re-associate the snapshot volume or consistency group snapshot volume with the same snapshot image or a different
snapshot image as long as the snapshot image is in the same base volume.
Note: If the snapshot volume or consistency group snapshot volume is part of an online copy relationship, you cannot
perform the Re-create option on the volume.

Keep these important guidelines in mind when you re-create a snapshot volume or consistency group volume:
•

The snapshot volume or consistency group snapshot volume must be in either an Optimal status or Disabled status.

•

For consistency group snapshot volume, all member snapshot volumes must be in a Disabled state before you can re-create
the consistency group snapshot volume.

•

You cannot re-create an individual member snapshot volume, you can re-create only the overall consistency group snapshot
volume.

•

All write data on any associated snapshot repository volume is deleted. Snapshot volume or consistency group snapshot
volume parameters remain the same as the previously disabled volume parameters.The original names for the snapshot
volume or consistency group snapshot volume are retained. You can change these names after the re-create option completes.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot volume or consistency group snapshot volume that you want to re-create and then select one of the
following menu paths:
•

Copy Services > Snapshot Volume > Re-Create.

•

Copy Services > Consistency Group Snapshot Volume > Re-Create.

The Confirm Re-Create Snapshot Volume dialog or the Confirm Re-Create Consistency Group Snapshot Volume dialog
appears.
3. Select whether to re-create the snapshot volume or consistency group snapshot volume using an existing snapshot image, or
a new snapshot image and then click Re-create.
The system changes the status of the snapshot volume or consistency group snapshot volume from Disabled to Optimal.
Renaming a snapshot volume or consistency group snapshot volume
About this task

Use the Rename Snapshot Volume option to change the name of a snapshot volume or consistency group snapshot volume
when the current name is no longer meaningful or applicable.
Keep these guidelines in mind when you name an consistency group:
•

An name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you choose
any other characters, an error message appears. You are prompted to choose another name.

Snapshot images

249

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.
Note: If you try to rename a snapshot volume or consistency group snapshot volume with a name that is already in use by
another volume, an error message appears, and you are prompted to choose another name.

To rename the snapshot volume or consistency group snapshot volume, do the following:
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot volume that you want to rename and then select one of the following menu paths:
•

Copy Services > Snapshot Volume > Rename.

•

Copy Services > Consistency Group Snapshot Volume > Rename.

The Rename Consistency Group dialog appears.
3. Type a new name for the snapshot volume or consistency group snapshot volume and then click Rename.
Deleting a snapshot volume or consistency group snapshot volume
About this task

Use the Delete Snapshot Volume option to delete a snapshot volume or consistency group snapshot volume that is no longer
needed for backup or software application testing purposes. You also can specify whether you want to delete the snapshot
repository volume associated with a read-write snapshot volume or a read-write consistency group snapshot volume or
retain the snapshot repository volume as an unmapped volume.
In addition, you can individually delete the snapshot volumes that were created for each member volume of a given consistency
group by selecting Storage > Volume > Delete.
When a snapshot volume or consistency group snapshot volume is deleted, the system performs the following actions:
•

Deletes all member snapshot volumes (for a consistency group snapshot volume).

•

Removes all associated host mappings.
Note: Deleting a base volume automatically deletes any associated snapshot volume or consistency group snapshot volume.
You cannot delete a snapshot volume that is in a volume copy with a status of In Progress.

Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the snapshot volume or consistency group snapshot volume that you want to delete and then select one of the
following menu paths:
•

Copy Services > Snapshot Volume > Delete.

•

Copy Services > Consistency Group Snapshot Volume > Delete.

The Confirm Delete Snapshot Volume dialog or the Confirm Delete Consistency Group Snapshot Volume dialog appears.
3. If the snapshot volume or the consistency group snapshot volume is read-write, select the option to delete the associated
repository. Type “yes” in the text box and then click Delete to delete the snapshot volume or consistency group snapshot
volume.
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Viewing associated physical components of an individual repository volume
About this task

You can use the View Associated Physical Components option to view the physical components (controllers, controller trays,
drives, and drive trays) that are associated with an individual repository volume for the following storage objects:
•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Consistency group member snapshot volume

•

Asynchronous mirrored pair

Steps

1. Select the Storage & Copy Services tab.
2. Select the storage object for which you want to view the associated physical components and then select Individual
Repository Volume > View Associated Physical Components.

Managing overall repository operations
Changing the modification priority of an overall repository volume
About this task

Use the Modification Priority option to specify the modification priority setting for an overall repository volume on a storage
array. You can change the modification priority for an overall repository for the following storage objects:
•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Mirrored Pair

Keep these guidelines in mind when you change the modification priority:
•

Changing the modification priority by using this option modifies the priority only for the overall repository that you selected.

•

The settings are applied to all individual repository volumes contained within the overall repository.

To change the modification priority, perform the following steps:
Steps

1. Select the Storage & Copy Services tab.
2. Select the storage object for which to change the modification priority.
3. Select Overall Repository > Change Modification Priority.
4. Move the Select modification priority slider bar to the desired priority.
5. Click OK.
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Changing the media scan setting of an overall repository volume
About this task

Use the Change Media Scan Settings option to set the media scan settings for an overall repository volume on a storage array.
You can change the media scan settings for an overall repository for the following storage objects:
•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Mirrored Pair
Note: To suspend media scans, deselect the Enable media scan check box.

Keep these guidelines in mind when you change the modification priority:
•

Changing the media scan settings by using this option modifies the settings only for the overall repository that you selected.

•

The settings are applied to all individual repository volumes contained within the overall repository.

To change the media scan settings, perform the following steps:
Steps

1. Select the Storage & Copy Services tab.
2. Select the storage object for which to change the media scan settings.
3. Select Overall Repository > Change Media Scan Settings.
4. Select the Enable media scan check box.
5. Select either the With redundancy check radio button or the Without redundancy check radio button, and click OK.
Note: A redundancy check scans the blocks in a RAID Level 3 volume, a RAID Level 5 volume, or a RAID Level 6
volume and checks the redundancy information for each block. A redundancy check compares data blocks on RAID Level
1 mirrored drives. RAID Level 0 volumes have no data redundancy.

Changing the pre-read redundancy check setting of an overall repository volume
About this task

Use the Pre-Read Redundancy Check option to define a storage array's capability to pre-read an overall repository volume
redundancy information and determine whether the data of that overall repository volume is consistent. An overall repository
volume that has this feature enabled returns read errors if the data is determined to be inconsistent by the controller firmware.
You can enable this option for overall repository volumes that contain redundancy information. RAID Level 1, RAID Level 3,
RAID Level 5, and RAID Level 6 maintain redundancy information.
You can change the Pre-Read Redundancy Check for an overall repository for the following storage objects:.
•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Mirrored Pair

Keep these guidelines in mind when you use the Pre-Read Redundancy Check option:
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•

Changing the Pre-Read Redundancy Check setting modifies the setting only for the overall repository that you selected.

•

The Pre-Read Redundancy Check setting is applied to all individual repository volumes contained within the overall
repository.

•

If an overall repository volume that is configured with pre-read is migrated to a RAID level that does not maintain
redundancy information, the metadata of the overall repository volume continues to show that pre-read is enabled. However,
reads to that overall repository volume ignores redundancy pre-read. If the volume is subsequently migrated back to a RAID
level that supports redundancy, the option becomes available again.

Steps

1. In the Storage & Copy Services tab, select a storage object.
2. Select Overall Repository > Change Pre-read Redundancy Check .
3. Select Enable pre-read redundancy check, and click OK.
Note: Enabling the option on overall repository volumes without redundancy does not affect the volume. However, the

attribute is retained for that overall repository volume if it is ever changed to one with redundancy information.
4. Click Yes.
Increasing the capacity of an overall repository
Before you begin

You cannot increase the storage capacity of an overall repository if one of these conditions exists:
•

The repository volume that you want to add does not have an Optimal status.

•

Any repository volume in the volume group or disk pool that you want to add is in any state of modification.

•

No free capacity exists in the volume group or disk pool that you want to add.

•

No unconfigured capacity exists in the volume group or disk pool that you want to add.

•

There are no eligible existing repository volumes (including mismatched QoS attributes).

About this task

An overall repository can contain multiple repository volumes. You can use the Increase Capacity option to increase the
storage capacity of an existing overall repository for the following storage objects:
•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Consistency group member snapshot volume

•

Mirrored pair volume

Typically, you use this option when you receive a warning that the overall repository is in danger of becoming full. You can
increase the repository capacity by performing one of these tasks:
•

Adding one or more existing repository volumes

•

Creating a new repository volume using free capacity that is available on a volume group or disk pool.

If no free capacity exists on any volume group or disk pool, you can add unconfigured capacity in the form of unused drives to a
volume group or disk pool.
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Keep these guidelines in mind:
•

RAID Level — A repository in a disk pool is considered to have a matching RAID Level for any base volume on a volume
group, regardless of the base volume’s actual RAID Level. However, a repository on a volume group is considered to have a
matching RAID Level only if that RAID Level is identical to the RAID Level of the base volume.

•

You cannot increase or decrease the repository capacity for a snapshot volume that is read-only because it does not have
an associated repository. Only snapshot volumes that are read-write require a repository.

•

If you are using secure-capable drives, the base volume and the associated repositories must have compatible security
settings.

•

•

◦

If the base volume is secure capable, the associated repositories can be either secure capable or secure enabled.

◦

If the base volume is secure enabled, the associated repositories must be secure enabled.

If you are using secure-capable drives, the base volume and the associated repositories must have compatible drive types.
◦

If the base volume uses Full Disk Encryption (FDE) drives, the associated repositories can use FDE drives or Federal
Information Processing Standards (FIPS) drives.

◦

If the base volume uses FIPS drives, the associated repositories must use FIPS drives.

If you are using Data Assurance (DA), the base volume and the associated repositories must have the same DA settings.
◦

If the base volume is DA enabled, the associated repositories must be DA enabled.

◦

If the base volume is not DA enabled, the associated repositories must not be DA enabled.

Increasing the Overall Repository Capacity
Steps

1. Select the Storage & Copy Services tab.
2. Select the storage object for which you want to increase the repository capacity and then select Overall Repository >
Increase Capacity.
The Increase Repository Capacity dialog appears.
3. To increase capacity of the overall repository, use one of these methods:
•

Click the Add one or more existing repository volumes check box and then go to step 4 on page 254.

•

Click the Create and add new repository volume check box and then go to step 5 on page 254.

4. To add one or more existing repository volumes, perform the following steps:
a. Select one or more repository volumes from the Eligible repository volumes table.
•

The table displays only the eligible repository volumes that have the same DA and QoS settings as the associated base
volume.

•

You can click the Select all check box to add all the repository volumes displayed in the eligible repository volumes
table.

b. Click the Allow mismatch in QoS attributes check box to display additional repository volumes that do not have the
same QoS settings as the base volume.
5. To create a new repository volume, perform the following steps:
a. From the Create New Repository On drop-down list, select a volume group or disk pool.
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The drop-down lists only the eligible repository volumes that have the same DA and QoS settings as the associated base
volume. You can click the Allow mismatch in QoS attributes check box to display additional repository volumes that
do not have the same QoS settings as the base volume.
b. If free capacity is available in the volume group or disk pool you selected, the total free space appears in the Capacity
spinner box. Either accept the capacity, or use the Capacity spinner box to adjust the capacity.
Note: If free capacity does not exist on the volume group or disk pool you selected, the free space that appears in the
Capacity spinner box is 0. If this storage array has Unconfigured Capacity, you can create a new volume group or disk
pool and then retry this operation using the new free capacity on that volume group or disk pool.

6. Click Increase Repository. The system performs the following actions:
•

Updates the capacity for the Repository.

•

Displays the newly-added repository member volume(s) for the repository.

Decreasing the capacity of the overall repository
Before you begin

You cannot decrease the storage capacity of the overall repository if one of these conditions exists:
•

The overall repository contains only one repository member volume.

•

If there are one or more snapshot images associated with the overall repository.

•

If a snapshot volume or a consistency group member snapshot volume is disabled.

About this task

An overall repository can contain multiple repository volumes. Use the Decrease Capacity option to decrease the storage
capacity of an existing overall repository for the following storage objects:
•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Consistency group member snapshot volume

Keep these guidelines in mind:
•

You can remove repository member volumes only in the reverse order that they were added.

•

An overall repository must have at least one repository member volume.

•

You cannot increase or decrease the repository capacity for a snapshot volume that is read-only because it does not have an
associated repository. Only snapshot volumes that are read-write require a repository.

•

When you decrease capacity for a snapshot volume or a consistency group member snapshot volume, the system
automatically transitions the volume to a Disabled state.

Steps

1. Select the Storage & Copy Services tab.
2. Select the storage object for which you want to decrease the overall repository capacity and then select Overall Repository
> Decrease Capacity.
The Decrease Repository Capacity dialog appears.
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3. Select one or more repository volumes from the Repository member volumes table that you want to remove.
•

The table displays the member volumes in reverse order that they were added for the storage object. When you can click
on any row in the table, that row and all rows above it are selected.

•

The very last row of the table, which is the first repository added, is disabled because at least one repository must exist
for the storage object.

4. Click the Delete selected repository volumes if you want to delete all associated repositories that exist for each member
volume selected in the Repository member volumes table.
5. Click Decrease Repository. The system performs the following actions:
•

Updates the capacity for the overall repository.

•

Displays the newly-updated repository member volume(s) for the overall repository.

Managing revive operations
Performing a revive operation
About this task

Use the Revive option to force a storage object to an Optimal state if it does not transition automatically after a failure is
corrected.
You can use the Revive option for these storage objects:
•

Snapshot group

•

Snapshot volume

•

Consistency group member volume

•

Consistency group member’s snapshot volume

Only use the Revive option if you are instructed to do so in a Recovery Guru procedure or by technical support. You cannot
cancel this operation after it starts.
Attention: Using the Revive option when there are still failures may cause data corruption or data loss, and the storage object
will return to the Failed state.
Steps

1. From the Array Management Window, select the Storage & Copy Services tab.
2. Select the storage object that you want to revive and then select one of the following menu paths (depending on the storage
object you selected):
•

Copy Services > Snapshot Group > Advanced > Revive

•

Copy Services > Snapshot Volume > Advanced > Revive

•

Copy Services > Consistency Group Member Volume > Advanced > Revive

3. Type “yes” in the text box and then click Revive to restore the storage object to an Optimal state.

Volume copies
Note: The availability of the volume copy feature varies depending on your controller, your specific model of controller, and

the features that you have enabled.
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Learn about offline and online volume copy
The Volume Copy feature enables you to create a point-in-time copy of a volume by creating two separate volumes, the source
volume and the target volume, on the same storage array. Volume copy performs a byte-by-byte copy from the source volume to
the target volume; therefore, the data on the target volume is identical to the data on the source volume.
Use the Volume Copy feature to perform these tasks:
•

Copy data from one volume (the source volume) to another volume (the target volume) in a single storage array.

•

Copy data from volume groups that use smaller capacity drives to volume groups that use larger capacity drives.

•

Create an online point-in-time copy of data from a volume within a storage array, while still being able to write to the
volume with the copy in progress.

Volume Copy features
Data copying for greater access
As your storage requirements for a volume change, use the Volume Copy feature to copy data to a volume in a volume group
that uses larger capacity drives within the same storage array. This feature lets you perform these functions:
•

Move data to larger drives; for example, 73 GB to 146 GB.

•

Change to drives with a higher data transfer rate; for example, 2 Gb/s to 4 Gb/s.

•

Change to drives using new technologies for higher performance.

Data backup
The Volume Copy feature lets you back up a volume by copying data from one volume to another volume in the same storage
array. You can use the target volume as a backup for the source volume, for system testing, or to back up to another device, such
as a tape drive.
Snapshot volume data restoration to the base volume
If you need to restore data to the base volume from its associated snapshot volume, use the Volume Copy feature to copy data
from the snapshot volume to the base volume. You can create a volume copy of the data on the snapshot volume, and then copy
the data to the base volume.
Types of volume copies
You can perform either an offline volume copy or an online volume copy. To ensure data integrity, all I/O to the target volume is
suspended during either volume copy operation. This suspension occurs because the state of data on the target volume is
inconsistent until the procedure is complete. After the volume copy operation is complete, the target volume automatically
becomes read-only to the hosts.
The offline and online volume copy operations are described below.
Offline copy
An offline copy reads data from the source volume and copies it to a target volume, while suspending all updates to the source
volume with the copy in progress. All updates to the source volume are suspended to prevent chronological inconsistencies from
being created on the target volume. The offline volume copy relationship is between a source volume and a target volume.
Source volumes that are participating in an offline copy are available for read I/O activity only while a volume copy has a status
of In Progress or Pending. Write requests are allowed after the offline copy has completed. If the source volume has been
formatted with a journaling file system, any attempt to issue a read request to the source volume might be rejected by the storage
array controllers, and an error message might appear. The journaling file system driver issues a write request before it attempts
to issue the read request. The controller rejects the write request, and the read request might not be issued due to the rejected
write request. This condition might result in an error message appearing, which indicates that the source volume is write
protected. To prevent this issue from occurring, do not attempt to access a source volume that is participating in an offline copy
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while the volume copy has a status of In Progress. Also, make sure that the Read-Only attribute for the target volume is disabled
after the volume copy has completed to prevent error messages from appearing.
Online copy
An online copy creates a point-in-time copy of any volume within a storage array, while still being able to write to the volume
with the copy in progress. This function is achieved by creating a snapshot of the volume and using the snapshot as the actual
source volume for the copy. The online volume copy relationship is between a snapshot volume and a target volume. The
volume for which the point-in-time image is created is known as the base volume and must be a standard volume or a thin
volume in the storage array.
A snapshot volume and a repository volume are created during the online copy operation. The snapshot volume is not an actual
volume containing data; rather, it is a reference to the data that was contained on a volume at a specific time. For each snapshot
that is taken, a repository volume is created to hold the data for the snapshot. The repository volume is used only to manage the
snapshot image.
Before a data block on the source volume is modified, the contents of the block to be modified are copied to the repository
volume for safekeeping. Because the repository volume stores copies of the original data in those data blocks, further changes to
those data blocks write only to the source volume. The online copy operation uses less disk space than a full physical copy
because only data blocks that are stored in the repository volume are those that have changed since the time of the snapshot.
Note: If the snapshot volume that is used as the copy source is active, the base volume performance is degraded due to copyon-write operations. When the copy is complete, the snapshot is disabled, and the base volume performance is restored.
Although the snapshot is disabled, the repository infrastructure and copy relationship remain intact.

Volume copy and snapshot groups
The Volume Copy feature has been enhanced to work in conjunction with the Snapshot feature, and allows you to initiate a
volume copy operation while the source volume is online and available for data writes.
When you initiate a volume copy operation for a source volume, the storage management software creates a snapshot image of
the base volume and a copy relationship between the snapshot image of the base volume and a target volume.
Using the snapshot image as the source volume allows the controller to continue to write to the source volume while the copy is
in progress.
What kind of volumes can be used?
With the enhanced Volume Copy feature, a source volume can be a standard volume or a thin volume. A target volume can be a
standard volume in a volume group or a disk pool. A target volume cannot be a thin volume or a base volume in a snapshot
group.
You can also use the Volume Copy feature to copy data from a thin volume to a standard volume in disk pool that reside within
the same storage array. But you cannot use this feature to copy data from a standard volume to a thin volume. When using the
re-copy operation for a volume copy operation, you can use a volume that is not in a snapshot group but is the target of a volume
copy.
Components of the Volume Copy feature
The Volume Copy feature includes these components:
Create Copy Wizard, which assists in creating a volume copy.
You can use the Create Copy Wizard to guide you through the following steps in creating a volume copy:
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•

Selecting the type of copy you want to perform (offline or online)

•

Selecting a target volume from a list of available volumes

•

Creating a repository automatically or manually for online copy types

•

Setting the copy priority for the volume copy
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When you have completed the wizard dialogs, the volume copy starts, and data is read from the source volume and written to
the target volume. Operation in Progress icons appear on the source volume and the target volume while the volume copy has a
status of In Progress or Pending.
Copy Manager, which monitors volume copies after they have been created.
After you create a volume copy with the Create Copy Wizard, you can monitor the volume copy through the Copy Manager.
You can use the Copy Manager to perform the following actions:
•

Monitor the progress of a volume copy

•

Stop a volume copy

•

Re-copy a volume copy

•

Remove copy pairs

•

Change target volume permissions

•

Change copy priority

Copy Manager
After you create a volume copy with the Create Copy Wizard, you can monitor the volume copy through the Copy Manager.
From the Copy Manager, a volume copy may be re-copied, stopped, or removed. You also can modify its attributes, including
the copy priority and the target volume Read-Only attribute. You view the status of a volume copy in the Copy Manager. Also, if
you need to determine what volumes are involved in a volume copy, use the Copy Manager or the storage array profile.
The following table describes the actions you can perform on the offline or online volume copy using the Copy Manager.
Action

Description

Set the Target Volume Read-Only Attribute

Use the Set Target Volume Read-Only Attribute option to
determine how read requests from and write requests to the
target volume are handled after a volume copy is complete, or
if the volume copy fails prior to completing. After the volume
copy is complete, the target volume automatically becomes
read-only to hosts.
Write requests to the target volume do not take place. When
the Read-Only attribute for a target volume is enabled, a lock
icon appears in the Target Volume column of the Copy
Manager. You can change the Read-Only attribute in the
Copy Manager only after the volume copy is completed.

Stop a Volume Copy

Use the Stop a Volume Copy option to stop a volume copy
with a status of Pending, In Progress, or Failed. If you decide
not to use a particular volume as a source volume or a target
volume, you can use this option to stop the volume copy
before it completes. You can then use the volumes in a new
volume copy. Using this option on a volume copy with a
status of Failed clears the Needs Attention condition on the
storage array.
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Action

Description

Re-copy a Volume

Use the Re-copy a Volume option to create a new volume
copy of the data on a selected copy pair. Use the Re-copy a
Volume option to create a new volume copy from the
beginning if the original volume copy fails or was stopped.
You also can use this option for backup purposes. For
example, if the data on the source volume changes, you can
use the Re-copy a Volume option to duplicate any new data
to the target volume.
Note: For online copy types , the system re-creates the
snapshot using the already-established repository volume.

Remove Copy Pairs

Use the Remove Copy Pairs option to remove a volume
copy from the Copy Manager. After the volume copy is
removed, the source volume and the target volume can be
used in a new volume copy. When the volume copy is
removed, the Read-Only attribute for the target volume is also
removed.
Note: For online copy types , when the volume copy is
removed, the snapshot volume and the repository volume
are also removed. When a base volume is deleted, all
snapshots of this volume are also deleted.

Change Copy Priority

Use the Change Copy Priority option to balance I/O activity
with volume copy activity on a storage array. You can set the
copy priority to a rate that will have the least impact on I/O
activity. There are five copy priority rates available: lowest,
low, medium, high, and highest. If the copy priority is set to
the lowest rate, I/O activity is prioritized, and the volume
copy takes longer. If the copy priority is set to the highest
priority rate, the volume copy is prioritized, but I/O activity
for the storage array might be affected.

What you need to know
Failed Controller

Volume Failover for Online Copy Types
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You must manually change controller ownership to the
alternate controller to allow the volume copy to complete
under all of these conditions:
•

A volume copy has a status of In Progress.

•

The preferred controller of the source volume fails.

•

The ownership transfer does not occur automatically in
the failover.

Ownership changes affect the base volume and all of its
snapshots. The same controller should own the base volume,
the snapshot volume, and the snapshot repository volume.
The rules that apply to the base volume for host-driver-based
or controller-based failover modes also apply to the
associated snapshots and repository volumes. If a failover
situation occurs, all related volumes change controller
ownership as a group.
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Volume Copy and Modification Operations For Offline
Copy Types

For offline copy operations, if a modification operation is
running on a source volume or a target volume, and the
volume copy has a status of In Progress, Pending, or Failed,
the volume copy does not take place. If a modification
operation is running on a source volume or a target volume
after a volume copy has been created, the modification
operation must complete before the volume copy can start. If
a volume copy has a status of In Progress, any modification
operation does not take place.

Preferred Controller Ownership

During a volume copy, the same controller must own both the
source volume and the target volume. If both volumes do not
have the same preferred controller when the volume copy
starts, the ownership of the target volume is automatically
transferred to the preferred controller of the source volume.
When the volume copy is completed or is stopped, ownership
of the target volume is restored to its preferred controller. If
ownership of the source volume is changed during the
volume copy, ownership of the target volume is also changed.

Failed Volume Copy

A volume copy can fail due to these conditions:
•

A read error from the source volume

•

A write error to the target volume

•

A failure in the storage array that affects the source
volume or the target volume, such as a remote mirror role
reversal

When the volume copy fails, a Needs Attention icon appears
in the Array Management Window. While a volume copy has
this status, the host has read-only access to the source
volume. Read requests from and write requests to the target
volume do not take place until the failure is corrected by
using the Recovery Guru.
Volume Copy Status

If eight volume copies with a status of In Progress exist, any
subsequent volume copy will have a status of Pending, which
stays until one of the eight volume copies completes.

Snapshot Volume

A volume copy fails all snapshot volumes that are associated
with the target volume, if any exist. If you select a base
volume of a snapshot volume, you must disable all of the
snapshot volumes that are associated with the base volume
before you can select it as a target volume. Otherwise, the
base volume cannot be used as a target volume.
A volume copy overwrites data on the target volume and
automatically makes the target volume read-only to hosts.
If eight volume copies with a status of In Progress exist, any
subsequent volume copy will have a status of Pending, which
stays until one of the eight volume copies completes.
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Snapshot Failure

If a snapshot volume that is serving as an online copy fails,
the volume copy relationship is still maintained between the
snapshot volume and the target volume. If the snapshot
failure occurs when the physical copy is in progress, the
status of “Failed” is displayed in the Copy Manager;
however, if the snapshot failure occurs after the physical copy
completes, the incorrect status “Complete” is displayed in the
Copy Manager.

Volume Consistency

When using the online volume copy operation, make sure that
the source volume is in a consistent state. If the source
volume is not consistent, the online volume copy is also
inconsistent. An inconsistent volume might be unusable for
its purpose, which can be disastrous if its purpose is backup.

Copy Failure for Online Copy Types

A copy failure terminates the copy-on-write process for the
snapshot volume. If a copy failure occurs due to a snapshot
failure because of repository volume overflow, you can
correct the failure by deleting the copy relationship and recreating it.

Restrictions
These restrictions apply to the source volume, the target volume, and the storage array:
For an offline volume copy, the source volume is available for read I/O activity only while a volume copy has a status of In
Progress or Pending. Write requests are allowed after the volume copy is completed.
•

You can use a volume as a target volume in only one volume copy at a time.

•

The maximum allowable number of volume copies per storage array depends on the number of target volumes that are
available on your storage array.

•

A storage array can have up to eight volume copies running at any given time.

•

The capacity of the target volume must be equal to or greater than the capacity of the source volume.

For an offline volume copy, a source volume can be one of the following volumes:
•

A standard volume

•

A thin volume

•

A snapshot volume

•

A snapshot base volume

•

A remote mirror primary volume

For an online volume copy, a source volume can only be a standard volume or a thin volume.
•

If the source volume is a primary volume, the capacity of the target volume must be equal to or greater than the usable
capacity of the source volume.

•

You cannot use the snapshot volume copy until after the online copy operation completes.

A target volume can be one of these volumes:
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•

A standard volume in a volume group

•

A standard volume in a disk pool
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•

A remote mirror primary volume

A target volume cannot be a thin volume or a base volume in a snapshot group.
Volumes that have these statuses cannot be used as a source volume or a target volume:
•

A volume that is reserved by the host cannot be selected as a source volume or a target volume

•

A volume that is in a modification operation

•

A volume that is the source volume or a target volume in another volume copy with a status of Failed, In Progress, or
Pending

•

A volume with a status of Failed

•

A volume with a status of Degraded

Related tasks

Using the Copy Manager on page 271
Viewing a storage array profile on page 9

Understanding the Create Copy Wizard
The Create Copy Wizard guides you through the volume copy creation process. The Volume Copy feature copies data from one
volume to another in the same storage array, and creates a physical, point-in-time duplicate (clone) of a source volume.
The source volume is the volume that accepts host I/Os and stores application data. When a volume copy is started, data from
the source volume is copied in its entirety to the target volume. The target volume is a standard volume that maintains a copy of
the data from the source volume. The target volume is identical to the source volume after the copy completes.
To ensure data integrity, all I/O to the target volume is suspended during the Volume Copy operation. This suspension occurs
because the state of data on the target volume is inconsistent until the procedure is complete. After the Volume Copy operation
is complete, the target volume automatically becomes read-only to the hosts.
Note: If the volume that is used as the copy source is active, the base volume performance is degraded due to copy-on-write
operations. After the copy is complete, the snapshot volume is disabled and the base volume performance is restored.
Although the snapshot volume is disabled, the repository infrastructure and copy relationship remain intact.

Volume copy and snapshot groups
The Volume Copy feature has been enhanced to work in conjunction with the Snapshot feature, and allows you to initiate a
volume copy operation while the source volume is online and available for data writes.
When you initiate a volume copy operation for a source volume, the storage management software creates a snapshot image of
the base volume and a copy relationship between the snapshot image of the base volume and a target volume.
Using the snapshot image as the source volume allows the controller to continue to write to the source volume while the copy is
in progress.
What kind of volumes can be used?
With the enhanced volume copy feature, a source volume can be a standard volume or a thin volume. A target volume can be a
standard volume in a volume group or a disk pool. A target volume cannot be a thin volume or a base volume in a snapshot
group.
You can also use the volume copy feature to copy data from a thin volume to a standard volume in disk pool that reside within
the same storage array. But you cannot use this feature to copy data from a standard volume to a thin volume. When using the
re-copy operation for a volume copy operation, you can use a volume that is not in a snapshot group but is the target of a volume
copy.
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Types of volume copies
You can perform either an offline volume copy or online volume copy using the Create Copy Wizard as described below.
•

Offline copy
An Offline Copy type reads data from the source volume and copies it to a target volume, while suspending all updates to the
source volume with the copy in progress. All updates to the source volume are suspended to prevent chronological
inconsistencies from being created on the target volume. The offline volume copy relationship is between a source volume
and a target volume.

•

Online copy
An Online copy creates a point-in-time copy of any volume within a storage array, while still being able to write to the
volume with the copy in progress. This function is achieved by creating a snapshot of the volume and using the snapshot as
the actual source volume for the copy. The online volume copy relationship is between the snapshot volume and the target
volume. The volume for which the point-in-time image is created is known as the base volume.
A snapshot volume and a repository volume are created during the online copy operation. The snapshot volume is not an
actual volume containing data; rather, it is a reference to the data that was contained on a volume at a specific time. For every
snapshot volume that is created, a repository volume is also created to saved the changed data.

What you need to know
Preserving the data on the target volume

A volume copy automatically makes the target volume readonly to hosts. You might want to keep this attribute enabled to
preserve the data on the target volume.
You might want to preserve the data on the target volume for
these reasons:
•

You are using the target volume for backup purposes.

•

You are copying data from one volume group to a larger
volume group for greater accessibility.

If you decide not to preserve the data on the target volume
after the volume copy has completed, use the Copy Manager
to disable the Read-Only attribute for the target volume.
Write-protected Error Messages for Offline Copies
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For offline copies, to prevent write-protected error messages,
do not try to access a source volume that is participating in a
volume copy while the volume copy has a status of In
Progress. Also, make sure that the Read-Only attribute for the
target volume is disabled after the volume copy has
completed to prevent error messages from appearing.
Source volumes that are participating in an offline volume
copy are available for read-only I/O activity while a volume
copy has a status of In Progress or Pending. Write requests
are allowed after the volume copy has completed. If the
source volume has been formatted with a journaling file
system, any attempt to issue a read request to the source
volume might be rejected by the storage array controllers. An
error message might appear. The journaling file system driver
issues a write request before it tries to issue the read request.
The controller rejects the write request, and the read request
might not be issued due to the rejected write request. This
action might result in an error message, which indicates that
the source volume is write protected.
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Performance Impact During Online Copy Operation

When performing an online volume copy, a performance
impact is experienced due to the copy-on-write procedure.
After the online copy completes, the base volume
performance is restored.

Capacity of the Target Volume

The target volume must be the same or greater capacity as the
source volume; however it can have a different RAID level.

Dialogs that display in the Create Copy Wizard
When you use the Create Copy Wizard to create a volume copy, you must define which volumes that you want to use for the
source volume and the target volume. You define the source volume and the target volume by the name of each volume. You
also can define the copy type, copy priority, and allocate volume capacity for online copy operations.
Operation in Progress icons appear on the source volume and the target volume while the volume copy has a status of In
Progress or Pending. After the volume copy operation completes, the target volume automatically becomes read only to hosts.
Any write requests to the target volume are rejected, unless you disable the Read-Only attribute.
Note: Possible loss of data access – A volume copy overwrites data on the target volume and fails all snapshot volumes

associated with the target volume if any exist.
The following dialogs appear in the Create Copy Wizard:
Create Copy Wizard Dialog

Description

Select Copy Type

Prompts you to select the type of copy you want to perform
(offline or online). If you choose to make an offline copy, the
source volume is not available for any read I/O activity
during the copy operation; whereas if you choose to make an
online copy, the source volume is available for read I/O
activity during the copy operation.

Select Target Volume

Prompts you to select a target volume from a list of available
volumes. The table shown in this dialog lists the valid target
volumes. When the Drive Security premium feature is
enabled, the Secure column and Security Capable column
appear in the list of target volumes.

Allocate Capacity for Repository Volume

Displayed only if you chose to create an Online Copy using
the Snapshot feature. This dialog prompts you to create a
repository using either an automatic method or the manual
method.

Create Copy Confirmation

Displays the selected source volume and the target volume,
and prompts you to set the copy priority and confirm that you
want to start the Volume Copy operation.
The copy priority determines how much of the system
resources are used to complete the Volume Copy as compared
to service I/O requests. The five copy priority rates include
lowest, low, medium, high, and highest. If the copy priority is
set to the lowest rate, I/O activity is prioritized, and the
Volume Copy takes longer. If the copy priority is set to the
highest rate, the Volume Copy is prioritized, but I/O activity
for the storage array might be affected.
After you have completed the Create Copy Wizard, you can
view the details of a Volume Copy with a status of In
Progress from the Volume Properties dialog or from the Copy
Manager dialog.
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Related tasks

Using the Create Copy Wizard to create an offline copy on page 266
Using the Create Copy Wizard to create an online copy on page 269
Using the Copy Manager on page 271
Viewing volume copy properties on page 278
Using the Copy Manager on page 271
Using the Create Copy Wizard to create an offline copy on page 266
Using the Create Copy Wizard to create an online copy on page 269

Using the Create Copy Wizard to create an offline copy
About this task

An offline copy reads data from the source volume and copies it to a target volume, while suspending all updates to the source
volume while the copy is in progress. All updates to the source volume are suspended to prevent chronological inconsistencies
from being created on the target volume. The offline volume copy relationship is between a source volume and a target volume.
To ensure data integrity, all I/O to the target volume is suspended during the offline copy operation. This suspension occurs
because the state of data on the target volume is inconsistent until the procedure is complete. After the volume copy operation
completes, the target volume automatically becomes read-only to the hosts.
What You Need to Know
Valid Source Volumes

All valid source volumes on the storage array are shown in
the list in alphanumeric order. The source volume that you
selected to start the Create Copy Wizard is highlighted.
The following volumes are not valid source volumes and do
not appear in the list:
•

A failed volume

•

A missing volume

•

A volume currently in a modification operation

•

A volume holding a legacy or persistent reservation

•

A volume that is a source volume or target volume in
another volume copy with a status of In Progress, Failed,
or Pending

You also can create a source volume specifically for the
volume copy.
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What You Need to Know
Valid Target Volumes

All valid target volumes on the storage array appear in the list
in alphanumeric order. The following volumes are not valid
target volumes and do not appear in the list:
•

Failed volume

•

Missing volume

•

A volume with a status of Degraded

•

A volume currently in a modification operation

•

A volume holding a legacy or persistent reservation

•

A volume that is a source volume or a target volume in
another volume copy that has a status of In Progress,
Failed, or Pending

You also can create a target volume specifically for the offline
copy operation.
View Drives

You can open the View Drives dialog to view the drive, slot,
and capacity information for the selected source volume. Use
this information to copy high-access volumes to different
volume groups for increased accessibility. You also can use
this information to copy volumes to a volume group that uses
larger capacity drives.

Drive Security

When Drive Security is enabled, the Secure column appears
in the Source volume list in the Select Source Volume and
Copy Type dialog. If you choose to copy a secure source
volume to a target volume that is not security capable or not
secure, you are prompted to confirm your choice. The copy
can be completed, but the security status of the resulting copy
might be different from that of the source volume.

Data Assurance (DA)

When the Data Assurance (DA) feature is available for your
storage array (the drives support DA), the DA Enabled
column appears in the Source volume list in the Select Source
Volume and Copy Type dialog. If you copy a DA-enabled
source volume to a target volume that is not DA-enabled, you
are prompted to confirm your choice. The copy can be
completed, but the resulting copy is not DA-enabled.

Steps

1. Stop all I/O activity to the source volume and the target volume.
2. Unmount any file systems on the source volume and the target volume.
3. Select the Storage & Copy Services tab.
4. Select the source volume.
5. Select Copy Services > Volume Copy > Create.
The system displays the Select Source Volume and Copy Type dialog.
6. On the Select Source Volume and Copy Type dialog do the following tasks:
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a. From the source volume table, select a volume whose data you want to copy.
This table lists all valid source volumes on the storage array, including the volume that you selected to start the wizard.
When Drive Security is enabled, the Secure column appears in the list of source volumes.
b. Click the Offline button to create an offline copy of the selected source volume.
7. Click Next to proceed to the next wizard dialog.
The system displays the Select Target Volume dialog.
8. On the Select Target Volume dialog select the target volume to where you want to copy the data.
All valid target volumes on the storage array appear in the target volume table in alphanumeric order.
•

After you have selected or created a target volume, give it a unique name so that it is easily recognizable in the Logical
pane. For example, if the source volume name is Accounting, call the target volume Accounting-Copy. In this way, you
can quickly identify the source volumes and the target volumes that are available on the storage array.

•

You can launch the View Drives dialog to view the drive, slot, and capacity of the target volume. Use this information to
either copy high-access virtual drives to different volume groups for increased accessibility or to copy virtual drives to a
volume group that uses larger capacity drives.

9. Click Next to proceed to the next wizard dialog.
The system displays the Create Copy Confirmation dialog.
10. On the Create Copy Confirmation dialog do the following:
a. Set the copy priority for the offline copy operation.
The copy priority determines how much of the system resources are used to complete the volume copy as compared to
service I/O requests. The five copy priority rates include lowest, low, medium, high, and highest. If the copy priority is
set to the lowest rate, I/O activity is prioritized, and the volume copy takes longer. If the copy priority is set to the highest
rate, the volume copy is prioritized, but I/O activity for the storage array might be affected.
b. Type yes (case sensitive) to confirm that you want to start the offline copy operation for the selected source volume and
target volume.
c. Click Finish to start the offline copy operation.
The Copy Started dialog appears to let you know that the volume copy has started. You have the option to create a new
volume copy or exit the Create Copy Wizard. Select Yes to create a new volume copy or No to exit the Create Copy Wizard.
Result
Note: An offline volume copy overwrites data on the target volume and automatically makes the target volume read-only to
hosts. After the offline volume copy completes, use the Copy Manager to disable the Read-Only attribute for the target
volume. If you have used the target volume in a volume copy before, make sure that you no longer need that data or that you
have backed up the data.
Related concepts

Learn about offline and online volume copy on page 257
Understanding the Create Copy Wizard on page 263
Target volume permissions for offline and online copy operations on page 276
Learn about volume copy and performance on page 478
Setting the target volume read-only attribute on page 275
Secure volume groups on page 102
Volume Copy and Data Assurance restrictions on page 277
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Using the Create Copy Wizard to create an online copy
About this task

An online copy creates a point-in-time copy of any volume within a storage array, while still being able to write to the volume
while the copy is in progress. This function is achieved by creating a snapshot of the volume and using the snapshot as the actual
source volume for the copy. The volume for which the point-in-time image is created is known as the base volume and must be a
standard volume or a thin volume in the storage array.
A snapshot volume and a repository are created during the online copy operation. The snapshot volume is not an actual volume
containing data; rather, it is a reference to the data that was contained on a volume at a specific time. For every snapshot volume
that is created, a repository is also created to saved the changed data.
Note: If the snapshot volume that is used as the copy source is active, the base volume performance is degraded due to copy-

on-write operations. When the copy is complete, the snapshot volume is disabled and the base volume performance is
restored. Although the snapshot volume is disabled, the repository infrastructure and copy relationship remain intact.
To ensure data integrity, all I/O to the target volume is suspended during the online copy operation. This suspension occurs
because the state of data on the target volume is inconsistent until the procedure is complete. After the volume copy operation is
complete, the target volume automatically becomes read-only to the hosts.
Guidelines when using the Volume Copy feature in conjunction with a snapshot group:
•

You cannot create a new snapshot group for a target volume that is involved in a volume copy operation.

•

For a base volume that is in a snapshot group but is not being used as a target in a volume copy operation, you can create
another snapshot group for the same base volume and create a snapshot image of the base volume.

•

You cannot use a base volume in a snapshot group or a snapshot volume as a target of a volume copy operation.

•

While a snapshot image of a source volume is being used in a volume copy operation, the performance of the base volume
associated with the snapshot image is degraded.
What You Need to Know
Valid Source Volumes

With the enhanced volume copy feature, a source volume can
be a standard volume or a thin volume.

Valid Target Volumes

With the enhanced volume copy feature, a target volume can
be a standard volume in a volume group or a disk pool. A
target volume cannot be a thin volume or a base volume in a
snapshot group.

View Drives

You can open the View Drives dialog to view the drive, slot,
and capacity information for the selected source volume. Use
this information to copy high-access volumes to different
volume groups for increased accessibility. You also can use
this information to copy volumes to a volume group that uses
larger capacity drives.

Drive Security

When Drive Security is enabled, the Secure column appears
in the Source volume list in the Select Copy Type dialog. If
you choose to copy a secure source volume to a target volume
that is not security capable or not secure, you will be
prompted to confirm your choice. The copy can be
completed, but the security status of the resulting copy might
be different from that of the source volume.
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What You Need to Know
Data Assurance (DA)

When the Data Assurance (DA) feature is available for your
storage array (the drives support DA), the DA enabled
column appears in the Source volume list in the Select Source
Volume and Copy Type dialog. If you copy a DA-enabled
source volume to a target volume that is not DA-enabled, you
will be prompted to confirm your choice. The copy can be
completed, but the resulting copy is not DA enabled.

Steps

1. Stop all I/O activity to the source volume and the target volume.
2. Unmount any file systems on the source volume and the target volume.
3. Select the Storage & Copy Services tab.
4. Select the source volume that you want to use for the online copy.
5. Select Copy Services > Volume Copy > Create.
The system displays the Select Copy Type dialog.
6. Click the Online button to create an online copy of the selected source volume.
7. Click Next to proceed to the next wizard dialog.
The system displays the Select Target Volume dialog.
8. Select the target volume to which you want to copy the data.
All valid target volumes on the storage array appear in the target volume table in alphanumeric order.
•

After you have selected or created a target volume, give it a unique name so that it is easily recognizable in the Logical
pane. For example, if the source volume name is Accounting, call the target volume Accounting-Copy. In this way, you
can quickly identify the source volumes and the target volumes that are available on the storage array.

•

You can launch the View Drives dialog to view the drive, slot, and capacity of the target volume. Use this information to
either copy high-access virtual drives to different volume groups for increased accessibility or to copy virtual drives to a
volume group that uses larger capacity drives.

9. Click Next to proceed to the next wizard dialog.
The system displays the Allocate Capacity for Repository Volume dialog.
10. Choose how you want to create the repository. Do one of the following:
•

Select Automatic and click Finish to create the snapshot group repository with the default capacity settings. This option
is the recommended one.

•

Select Manual and click Next to define the properties for the snapshot group repository; then click Finish to continue
with the snapshot group creation process.
Use this option if you want to specify all of the customizable settings for the snapshot group repository. The Manual
method is considered advanced and only those who understand drive redundancy and optimal drive configurations should
use this method.

11. Click Next to proceed to the next wizard dialog.
The system displays the Create Copy Confirmation dialog.
12. Do the following tasks:
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a. Set the copy priority for the online copy operation.
The copy priority determines how much of the system resources are used to complete the volume copy as compared to
service I/O requests. The five copy priority rates include lowest, low, medium, high, and highest. If the copy priority is
set to the lowest rate, I/O activity is prioritized, and the volume copy takes longer. If the copy priority is set to the highest
rate, the volume copy is prioritized, but I/O activity for the storage array might be affected.
b. Type yes (case sensitive) to confirm that you want to start the offline copy operation for the selected source and target
volumes.
c. Click Finish to start the online copy operation.
The Copy Started dialog appears to let you know that the volume copy has started. You can create a new volume copy or exit
the Create Copy Wizard. Select Yes to create a new volume copy or No to exit the Create Copy Wizard.
Result
Note: An online volume copy overwrites data on the target volume and automatically makes the target volume read-only to

hosts. After the online volume copy completes, use the Copy Manager to disable the Read-Only attribute for the target
volume. If you have used the target volume in a volume copy before, make sure that you no longer need that data or that you
have backed up the data.
Related concepts

Learn about offline and online volume copy on page 257
Understanding the Create Copy Wizard on page 263
Target volume permissions for offline and online copy operations on page 276
Learn about volume copy and performance on page 478
Setting the target volume read-only attribute on page 275
Secure volume groups on page 102
Volume Copy and Data Assurance restrictions on page 277
Learn about offline and online volume copy on page 257
Understanding the Create Copy Wizard on page 263
Target volume permissions for offline and online copy operations on page 276
Learn about volume copy and performance on page 478
Setting the target volume read-only attribute on page 275
Secure volume groups on page 102
How do I use unconfigured capacity for the snapshot repository volume? on page 276
Learn about offline and online volume copy on page 257
Related tasks

Creating the snapshot group repository (manually) on page 220

Using the Copy Manager
About this task

The Copy Manager monitors the progress of a volume copy and performs these tasks for all volume copies on the storage array:
•

Re-copy

•

Stop copy

•

Remove copy pairs

•

Change the copy priority
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•

Set the Read-Only attribute for a target volume

Information appears for all of the volume copies on the storage array, including these items:
•

Base volume

•

Target volume

•

Status of the volume copy

•

Time stamp for any completed copies

•

Volume copy priority assigned to the volume copy

•

Copy type (offline copy or online copy)
Note: The source volume displayed for an online copy type is the source volume you selected during the online copy

operation (it is not the snapshot volume).
If a target volume is read-only to hosts, a lock icon appears in the Target Volume column. You can view the progress of a
volume copy in the Status column.
The progress of the volume copy appears in the status bar at the bottom-right of the Copy Manager dialog. The status bar shows
an estimate of the time remaining for the volume copy to complete. You can view the progress of a volume copy in the Copy
Manager only when a volume copy has a status of In Progress.
Steps

1. Select Copy Services > Volume Copy > Manage Copies.
2. Select the copy pair in the table.
3. Select an option either from the pull-down menu bar or from the right-mouse pop-up menu.
Related concepts

Learn about offline and online volume copy on page 257
Understanding the Create Copy Wizard on page 263
Target volume permissions for offline and online copy operations on page 276
Learn about volume copy and performance on page 478
Setting the target volume read-only attribute on page 275
Secure volume groups on page 102
Changing the copy priority
About this task

Use the Change Copy Priority option in the Copy Manager to select the rate at which a volume copy completes for a selected
copy pair. You can change the copy priority for a copy pair at any of these times:
•

Before the volume copy begins

•

While the volume copy has a status of In Progress

•

After the volume copy has completed when you re-create a volume copy with the Re-Copy option.

Steps

1. Select Copy Services > Volume Copy > Manage Copies.
The Copy Manager dialog appears.
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2. In the table, select one or more copy pairs. You can select more than one copy pair by pressing Ctrl+ the left mouse button.
3. Select Change > Copy Priority.
4. In the Copy Priority area, use the slider bar to select the appropriate copy priority, depending on your system performance
needs.
Note: There are five copy priority rates available: lowest, low, medium, high, and highest. If the copy priority is set at the
lowest rate, I/O activity is prioritized and the volume copy takes take longer. If the copy priority is set to the highest
priority rate, the volume copy is prioritized, but I/O activity for the storage array might be affected.

Re-copying a volume
About this task

Use the Re-Copy Volume option in the Copy Manager to create a new volume copy for a selected source volume and target
volume. Use this option when you have stopped a volume copy and want to start it again or when a volume copy has failed or
completed. The volume copy starts over from the beginning.
Attention: Possible loss of data – The Re-Copy Volume option overwrites existing data on the target volume and fails all

snapshot volumes associated with the target volume, if any exist.
Attention: Possible loss of data access – Source volumes that are participating in a volume copy are available for read I/O

activity only while a volume copy has a status of In Progress or Pending. Write requests are allowed after the volume copy
has completed. If the source volume has been formatted with a journaling file system, any attempt to issue a read request to
the source volume might be rejected by the storage array. An error message might appear. The journaling file system driver
issues a write request before it attempts to issue the read request. The controller rejects the write request. This situation might
result in an error message appearing, which indicates that the source volume is write protected. Do not attempt to access a
source volume that is participating in a volume copy while the volume copy has a status of In Progress. Also, make sure that
the Read-Only attribute for the target volume is disabled after the volume copy has completed to prevent error messages from
appearing.
Keep these guidelines in mind when you re-copy a volume:
•

In the case of an online copy type, a re-copy first re-creates the snapshot using the already-established repository volume.

•

If hosts have been mapped to the source volume, the data that is copied to the target volume when you perform the re-copy
operation might have changed since the previous volume copy was created.

•

Select only one volume copy in the Copy Manager dialog.

•

You cannot use a Synchronous Mirroring secondary volume as a source volume or a target volume.

•

You cannot use a volume currently in a modification operation as a source volume or a target volume.

•

You cannot use a volume that has a status of Degraded as a target volume.

•

You cannot use a volume that has a status of Failed as a source volume or a target volume.
Note: There are five copy priority rates available: lowest, low, medium, high, and highest. If the copy priority is set to the
lowest rate, I/O activity is prioritized, and the volume copy takes longer. If the copy priority is set to the highest priority rate,
the volume copy is prioritized, but I/O activity for the storage array might be affected.

Steps

1. Stop all I/O to the source volume and the target volume.
2. Unmount any file systems on the source volume and the target volume.
3. Select Copy Services > Volume Copy > Manage Copies.
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4. Select the copy pair in the table by either clicking the copy pair or pressing Enter.
5. Select Copy > Re-Copy.
6. Set the copy priority.
7. Type yes, and click OK.
Note: You can view the progress of a volume copy in the Copy Manager dialog only when a volume copy has a status of
In Progress.

Operation in Progress icons appear on the source volume and the target volume while the volume copy has a status of In
Progress or Pending.
Removing copy pairs
About this task

Use the Remove Copy Pairs option to remove one or more volume copies from the Copy Manager. Any volume copy-related
information for the source volume and the target volume is removed from the Volume Properties dialog and the Storage Array
Profile dialogs. When you remove a volume copy from the storage array, the Read-Only attribute for the target volume is also
removed.
After the volume copy is removed from the Copy Manager, you can either select the target volume as a source volume or the
target volume for a new volume copy.
If you remove a volume copy, the source volume and the target volume no longer appear in the Copy Manager.
Note: Removing an online volume copy pair also removes the snapshot volume and the repository volume. When a source
volume is deleted, all snapshot of this volume are also deleted.

Keep these guidelines in mind when you remove copy pairs:
•

For online copy types, when the volume copy is removed, the snapshot and repository volumes are also removed. When a
source volume is deleted, all snapshot of this volume are also deleted.

•

This option does not delete the data on the source volume or the target volume.

•

If the volume copy has a status of In Progress, you must stop the volume copy before you can remove the copy pair from the
Copy Manager.

Steps

1. Select Copy Services > Volume Copy > Manage Copies.
2. In the table, select one or more copy pairs.
3. Select Copy > Remove Copy Pairs.
4. Click Yes.
Stopping a volume copy
About this task

Use the Stop option in the Copy Manager to stop a volume copy with a status of In Progress, Pending, or Failed.
Note: Using this option on a volume copy with a status of Failed clears the Needs Attention condition on a storage array.

Keep these guidelines in mind when you stop a volume copy:
•
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•

When the volume copy is stopped, all of the mapped hosts have write access to the base volume. If data is written to the base
volume, the data on the target volume no longer matches the data on the base volume.

Steps

1. Select Copy Services > Volume Copy > Manage Copies.
2. Select the copy pair in the table.
3. Select Copy > Stop.
4. Click Yes.

Setting the target volume read-only attribute
Read and write requests to the target volume do not take place while the volume copy has a status of Pending or In Progress, or
if the volume copy fails prior to completing.
After the volume copy has completed, the target volume automatically becomes read-only to the hosts. You might want to keep
this attribute enabled to preserve the data on the target volume, such as in these circumstances:
•

You are using the target volume for backup purposes

•

You are copying data from one volume group to a larger volume group for greater accessibility

•

You are using the data on the target volume to copy back to the base volume of a disabled or failed snapshot volume

If you decide not to preserve the data on the target volume after the volume copy is completed, use the Copy Manager to disable
the Read-Only attribute for the target volume.
Enabling the Read-Only Attribute
1. Select Copy Services > Volume Copy > Manage Copies.
2. Select one or more copy pairs in the table.
3. Select Change > Target Volume Permissions > Enable Read-Only.
The Read-Only attribute is enabled on the target volume. Write requests to the target volume are rejected.
Disabling the Read-Only Attribute
1. Select Copy Services > Volume Copy > Manage Copies.
2. Select one or more copy pairs in the table.
3. Select Change > Target Volume Permissions > Disable Read-Only.
Related tasks

Using the Create Copy Wizard to create an offline copy on page 266
Using the Create Copy Wizard to create an online copy on page 269
Using the Copy Manager on page 271
Viewing volume copy properties on page 278
Using the Copy Manager on page 271
Using the Create Copy Wizard to create an offline copy on page 266
Using the Create Copy Wizard to create an online copy on page 269
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Target volume permissions for offline and online copy operations
The following table describes the permissions for the target volume during offline copy and online copy operations.
Copy Type

Target Volume Permissions

Offline

The target volume read-only setting permits read and write
requests to be sent to the target volume. Read requests from
and write requests to the target volume are rejected while the
volume copy has a status of Pending or In Progress, or if the
volume copy fails before it completes the copy.
After the volume copy has completed, the target volume
automatically becomes read-only to the hosts. Keep the target
volume read-only setting enabled when you want to keep the
data on the target volume. For example, keep the target
volume read-only setting enabled during the subsequent
circumstances:

Online

•

If you use the target volume for backup purposes

•

If you use the data on the target volume to copy to the
base volume of a stopped or failed snapshot volume

The target volume read-only setting permits read requests to
be sent to the target volume. Write requests to the target
volume are rejected while the volume copy has a status of
Pending or In Progress. After the volume copy has
completed, the target volume automatically becomes readonly to the hosts. Keep the target volume read-only setting
enabled when you want to keep the data on the target volume.
For example, keep the target volume read-only setting
enabled during the subsequent circumstances:
•

If you use the target volume as the source for backup
purposes

•

If you use the data on the target volume to copy to another
volume

Note: If you decide not to keep the data on the target volume after the volume copy is completed, use the Manage Volume
Copies option to stop the target write protection setting for the target volume.
Related tasks

Using the Create Copy Wizard to create an offline copy on page 266
Using the Create Copy Wizard to create an online copy on page 269
Using the Copy Manager on page 271
Viewing volume copy properties on page 278
Using the Copy Manager on page 271
Using the Create Copy Wizard to create an offline copy on page 266
Using the Create Copy Wizard to create an online copy on page 269

How do I use unconfigured capacity for the snapshot repository volume?
Unconfigured capacity is a group of one or more drives that are not already assigned to a volume group or disk pool. You can
create volume groups or disk pools using the unconfigured capacity in a storage array.
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Use unconfigured capacity for the repository volume when you encounter the following conditions:
•

If there is not enough free capacity to create the repository volume on the same volume group or disk pool where the base
volume resides.

•

If there is not enough free capacity on another volume group or disk pool.

•

If free capacity on the same volume group or disk pool where the base volume resides is unusable.

To use unconfigured capacity for the repository, you must create a source volume specifically for the repository volume copy.
You do this by performing the following actions:
•

Create a new volume group or disk pool and volume by using any unconfigured capacity available on the storage array.
During this process, you can choose from a list of all the unconfigured capacity nodes that are available on the storage array.

•

Use the Increase Capacity option to add unconfigured capacity in the form of unused drives to the volume group or disk
pool of the repository volume.

Related tasks

Using the Create Copy Wizard to create an offline copy on page 266
Using the Create Copy Wizard to create an online copy on page 269

Volume Copy and Data Assurance restrictions
Volume Copy operations are allowed based on Data Assurance attributes when the Data Assurance feature is available on the
storage array (the drives support DA). When a volume to be copied is Data Assurance protected, the target volume also should
be, but is not required to be, protected. Protection information is supplied and checked for the source volume and the target
volume in the following manner:
•

Both the source volume and the target volume are Data Assurance protected –
◦

All protection information fields are verified when reading data from the source volume. The Guard Tag field and the
Reference Tag field are propagated from the source volume to the target volume.

◦

The fields are then verified when writing data to the target volume. The application target value provided by the source
volume is verified, and then it is replaced by the value associated with the target volume as the data is transmitted to the
target volume.
Note: In this case, the I/O controller must be able to verify and replace the Application Tag on the fly.

•

The source volume is Data Assurance protected, but the target volume is not Data Assurance protected – Protection
information is verified as the data is read from the source volume. Protection information is then verified and removed as the
data is written to the target volume.

•

The target volume is Data Assurance protected, but the source volume is not Data Assurance protected – Data
Assurance information is inserted as data is written to the target volume.
Volume Data Assurance Attributes
Source Volume

Target Volume

Data
Assurance
Enabled

ATO

Data
Assurance
Enabled

ATO

Volume
Copy
Operation
Allowed

No

N/A

No

N/A

Yes

No

N/A

Yes

Controller

Yes

No

N/A

Yes

Host

Yes

Volume copies

Application Tag Notes
Source Application
Tag Source

Target Application
Tag Source
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Volume Data Assurance Attributes
Source Volume

Target Volume

Data
Assurance
Enabled

ATO

Data
Assurance
Enabled

ATO

Volume
Copy
Operation
Allowed

Application Tag Notes

Yes

Controller

No

N/A

Yes

Source default

Yes

Host

N/A

N/A

Yes

Host Application Tag

Yes

Controller

Yes

Controller

Yes

Source Default

Source Application
Tag

Yes

Controller

Yes

Host

No

Yes

Host

Yes

Controller

No

Yes

Host

Yes

Host

Yes

Host Application Tag

Source Application
Tag

Source Application
Tag Source

Target Application
Tag Source

Note: Application Tag Ownership (ATO) shows whether the portion of the Data Assurance information that is the application
tag is owned by the controllers and should be validated for correctness.
Related tasks

Using the Create Copy Wizard to create an offline copy on page 266
Using the Create Copy Wizard to create an online copy on page 269
Using the Copy Manager on page 271
Viewing volume copy properties on page 278

Viewing volume copy properties
About this task

You can view information about the source volume or a selected target volume of a volume copy. You also can view the progress
of a volume copy with a status of In Progress.
Steps

1. Select the Storage & Copy Services tab.
2. Select the source volume or a target volume of a volume copy.
The properties of the volume appear in the Properties pane on the right. The following properties are displayed:
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•

Role of the volume (source or target)

•

Copy status

•

Copy type (offline or online)

•

Target volume

•

Start timestamp

•

Completion timestamp

•

Copy priority

•

World Wide Identifier (WWID) for the source volume or the target volume

Storage arrays

•

Whether the Read-Only attribute is enabled on the target volume

If a volume copy is in progress, a progress bar appears at the bottom of Properties pane.

Asynchronous mirroring
Note: The availability of the asynchronous mirroring feature varies depending on your controller, your specific model of
controller, and the features that you have enabled.

Two types of mirror are available on the storage array:
•

Asynchronous mirroring

•

Synchronous mirroring

This section describes asynchronous mirroring.

About asynchronous mirroring
Asynchronous mirroring provides a controller-level, firmware-based mechanism for data replication between a local site and a
remote site. Asynchronous mirroring is managed on a per-volume basis, allowing you to associate a distinct remote mirrored
volume with any and every primary volume on a given storage array.
Note: The Asynchronous Mirroring feature is not supported in a simplex configuration.

Supported hardware configurations and connectivity requirements
•

Asynchronous mirroring is supported only in dual-controller hardware configurations.

•

Communication for the Asynchronous Mirroring feature is supported only on controllers with Fibre Channel (FC) or iSCSI
host ports. The feature uses one of the host ports on each controller on both the local storage array and the remote storage
array.

•

If storage arrays are connected with both FC connections and iSCSI connections, one asynchronous mirror group can be
mirrored over FC and another asynchronous mirror group can be mirrored over iSCSI.

What kind of volumes can be used?
A standard volume and a thin volume are the only types of volumes that can be used for an asynchronous mirrored pair.
Characteristics of asynchronous mirror groups
Asynchronous mirror groups allow you to manage the synchronization process as a set to create a consistent data-set on the
remote storage array. Point-in-time images are used on the primary volume and the secondary volume to batch the
resynchronization process. (A data repository volume is required for each mirrored volume.)
When write operations are performed to the primary volume of an asynchronous mirrored pair, the modified data region of the
primary volume is tracked. Periodically, the firmware creates a new point-in-time image of the primary volume and sends the
changed data regions to the secondary volume. When data synchronization completes, the system uses the point-in-time images
on the secondary volume to ensure that the data is maintained in a consistent state during subsequent synchronization operations
to the secondary volume.
Understanding the active asynchronous mirroring session
The automatic cycle in an active asynchronous mirroring session works as follows to maintain data at a remote site to be a pointin-time consistent copy of data at the local site.
1. Asynchronous mirror groups consisting of volumes are created at the local site.
2. Increments of consistent data are sent to the remote site.
Asynchronous mirroring
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3. Point-in-time copy operations are performed at the remote site.
The steps are repeated according to the defined synchronization intervals.
Note: If the volume being mirrored is a thin volume, only the provisioned blocks are transferred to the secondary volume

during the initial synchronization. This reduces the amount of data that must be transferred to complete the initial
synchronization.
Related concepts

How does asynchronous mirroring differ from synchronous mirroring? on page 280
How does asynchronous mirroring differ from synchronous mirroring?
The Storage Management Software provides two types of mirror methods:
•

Asynchronous Mirroring is a remote point-in-time replication method.

•

Synchronous Mirroring is a continuous remote replication method for mirrored volumes and co-exists with the
Asynchronous Mirroring feature.
The Synchronous Mirroring feature includes an asynchronous write mode, which is different from the Asynchronous
Mirroring feature. With the asynchronous write mode, host write requests that are written to the primary volume are copied
to the secondary volume on the remote storage array on a periodic basis, whereas the Asynchronous Mirroring feature
captures the differences between the current point-in-time image and the previous one and copies them to the remote storage
array.

When you upgrade to a release that supports both mirror features, the Synchronous Mirroring configurations and the new
Asynchronous Mirroring configurations are unaffected and continue to operate normally.
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on later controller models. The new Asynchronous
Mirroring feature is the preferred method to use to achieve the asynchronous write mode when mirroring.

Differences between mirroring features
Asynchronous Mirroring differs from Synchronous Mirroring in one essential way: it captures the state of the source volume at
a particular point in time and copies just the data that has changed since the last image capture.
•

With Asynchronous Mirroring, the remote storage array is not fully synchronized with the local storage array, so if the
application needs to transition to the remote storage array due to a loss of the local storage array, some transactions could be
lost.

•

With Synchronous Mirroring the state of the source volume is not captured at some point in time, but rather reflects all
changes that were made on the source volume to the target volume. The copy is identical to production data at every moment
because, with this type of mirror, each time a write is done to the production volume, a write is done to the remote volume.
The host does not receive an acknowledgment that the write was successful until the remote volume is successfully updated
with the changes that were made on the production volume.

Comparison between mirroring features
Synchronous Mirroring

Asynchronous Mirroring

Replication Method
•
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Point-in-Time
Mirroring is done on demand or automatically
according to a user-defined schedule. Schedules can
be defined at the granularity of minutes.

•

Continuous
Mirroring is automatically executed continuously, copying data
from every host write.

Storage arrays

Asynchronous Mirroring

Synchronous Mirroring
Repository

•

Multiple
A repository is required for each mirrored pair.

•

Single
Single repository for all mirrored volumes.

Synchronization
•

Writes Only Changed Data
Differences between the current point-in-time image
and the previous one are copied to the remote
storage array.

•

Writes All Data
All writes captured on the primary volume are copied to the
secondary volume.

Communication
•

iSCSI and Fibre Channel
Supports iSCSI and Fibre Channel interfaces
between storage arrays.

•

Fibre Channel
Supports only Fibre Channel interfaces between storage arrays.

Distance
•

Unlimited
•
Support for virtually unlimited distances between the
local storage array and the remote storage array, with
the distance typically limited only by the capabilities
of the network and the channel extension technology.

Restricted
Typically must be within about 10 km (6.2 miles), of the local
storage array to meet the latency and application performance
requirements.

Typical use scenarios
Asynchronous mirroring is ideal for satisfying the demand for non-stop operations and, in general, is far more network efficient
for periodic processes, such as backup and archive.
Although Synchronous Mirroring is ideal for continuous replication between a small number of systems for business continuity
purposes, it is not ideal for periodic processes such as backup and archive.
Reasons for using asynchronous mirroring
•

Remote backup consolidation

•

Wide area content distribution

•

Long distance disaster recovery

•

Backup of 24 x 7 application data

•

Application development and testing on a point-in-time image of live data

•

Application data replication to secondary site

Reasons for using synchronous mirroring
•

Data center type environment for top-tier applications and data

•

Protection of databases and other highly transactional applications

•

Local and near-local disaster recovery; secondary data center in the same metro area

•

Business continuity during scheduled maintenance of the primary storage array, with the secondary system acting as the
primary system

Asynchronous mirroring
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Related concepts

How does asynchronous mirroring differ from synchronous mirroring? on page 280
Features of asynchronous mirroring
The features of asynchronous mirroring include the following:
•

Self-Consistent Data: Data on the remote storage array is protected during the synchronization process so that writes to the
remote storage array do not render the data unusable.

•

Minimizes Performance Impact: Copying data from the local storage array to the remote storage array asynchronously
decouples host I/O requests from the remote synchronization process, minimizing the performance impact to the hosts
accessing the local storage array.

•

Schedule-Based or On-Demand Replication: Enables a user-configurable schedule for automatic, interval-based
replication of changes, or a manual (or scripted) user command.

•

Heterogeneous Protocol Environment: Enables asynchronous mirroring of data between storage arrays that are different in
terms of hardware type. For example, an E5400 controller can mirror with an E2600 controller as long as the mirroring
implementations on the two storage arrays are compatible and both storage arrays support a common inter-controller
communication channel, either Fibre Channel or iSCSI protocol.

•

Flexible Remote Communication Methods: Allows the local and remote storage arrays to connect through a Fibre Channel
fabric interface, iSCSI interface or both.

Related concepts

How does asynchronous mirroring differ from synchronous mirroring? on page 280
Requirements for using asynchronous mirroring
Keep in mind the following requirements for using asynchronous mirroring:
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•

You must have two storage arrays.

•

The local storage array and the remote storage array can have different versions of firmware. The minimum firmware version
supported is 7.84.

•

You must have write access to both storage arrays.

•

You must have enough space on the remote site for the remote copy of production data.

•

Mirror repository volumes are required for both the primary volume and the secondary volume in a mirrored pair.

•

Inter-controller communication for the asynchronous mirroring feature uses the host-connected ports to initiate connections
to the remote storage array and is only supported on controllers with Fibre Channel or iSCSI host-connect ports.

•

SAS and InfiniBand are not supported as inter-array communication channels.

•

The connection between the two storage arrays must be capable of transferring data at a rate that ensures that all data written
to the collection of primary volumes in a 24-hour period can be copied to the secondary storage array within that same 24hour period.

•

Fibre Channel connection requirements:
◦

You must attach dedicated asynchronous mirroring ports to a Fibre Channel fabric environment. In addition, these ports
must support the Name Service.

◦

You can use a fabric configuration that is dedicated solely to the asynchronous mirroring ports on each controller. In this
case, host systems can connect to the storage arrays using fabric.
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◦

•

•

Fibre Channel Arbitrated Loop (FC-AL), or point-to-point configurations are not allowed for inter-array connections.
FC-AL/P2P is for host connections only. These configurations are independent of the dedicated asynchronous mirroring
fabric.

iSCSI connection considerations:
◦

iSCSI does not require dedicated asynchronous mirroring ports when using asynchronous mirroring.

◦

The iSCSI inter-controller communication must use a host-connect port and not the management Ethernet port.

◦

The controller maintains a list of the remote storage arrays to which the iSCSI initiator attempts to establish a session.
The first port that successfully establishes an iSCSI connection is used for all subsequent communication with that
remote storage array. If communication fails, a new session is attempted using all available ports.

FC connection and iSCSI connection considerations:
◦

There is no failover from one channel to the other.

◦

If both storage arrays are connected with both FC connections and iSCSI connections, one asynchronous mirror group
may be mirrored over FC and the other asynchronous mirror group can be mirrored over iSCSI.

Note:

Asynchronous mirroring is supported only in dual-controller hardware configurations.

Related concepts

How does asynchronous mirroring differ from synchronous mirroring? on page 280
Notes on using asynchronous mirroring
These notes apply to mirrored volume candidates and storage array mirrors:
•

Creating an asynchronous mirrored pair requires you to use the Array Management Window (AMW) of the local storage
array to start the asynchronous mirrored pair creation process, and the AMW of the remote storage array to complete the
asynchronous mirrored pair creation process. Make sure that you have access to both storage arrays.

•

A given volume can participate in only one mirror relationship.

•

A standard volume and a thin volume are the only types of volumes that can be used for an asynchronous mirrored pair.

•

The volume type (standard or thin) of the primary volume and the secondary volume must be the same.

•

The primary volume and the secondary volume do not have to be the same size, however the secondary volume must be at
least as large as the primary volume.

•

The primary volume and the secondary volume can have different RAID levels, caching parameters, and segment sizes.

•

Mirror repository volumes are independent of the associated primary volume and secondary volume so that they can be
created on separate volume groups with different RAID levels.

•

Primary and secondary mirror repository volumes are not required to be the same size.

•

A primary volume can be only a source volume in a Volume Copy. A secondary volume cannot be a source volume or a
target volume unless a role reversal was initiated after the Volume Copy has completed. If a role reversal is initiated during a
Copy in Progress status, the copy fails and cannot be restarted.

•

A volume participating in a Volume Copy request cannot be a mirrored secondary volume.

•

If you are using secure-capable drives, the primary volume and the secondary volume must have compatible security
settings. This restriction is not enforced by the firmware, therefore you must verify it yourself.
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•

•

•

•

•

◦

If the primary volume is secure capable, the secondary volume can be either secure capable or secure enabled. If a role
change occurs, a Needs Attention condition instructs you to enable security on the now secondary volume.

◦

If the primary volume is secure enabled, the secondary volume must be secure enabled.

If you are using secure-capable drives, the primary volume and the secondary volume should use the same drive type. This
restriction is not enforced by the firmware, therefore you must verify it yourself.
◦

If the primary volume uses Full Disk Encryption (FDE) drives, the secondary volume should use FDE drives.

◦

If the primary volume uses Federal Information Processing Standards (FIPS) drives, the secondary volume should use
FIPS drives.

If you are using secure-capable drives, the repository volumes and the associated primary or secondary volume must have
compatible security settings. This restriction is not enforced by the firmware, therefore you must verify it yourself.
◦

If the primary volume or the secondary volume is secure capable, the associated repository must be either secure capable
or secure enabled.

◦

If the primary volume or the secondary volume is secure enabled, the associated repository must be secure enabled.

If you are using secure-capable drives, the repository volumes and the associated primary or secondary volume should use
the same drive type or a drive with a higher security level. This restriction is not enforced by the firmware, therefore you
must verify it yourself.
◦

If the primary volume or the secondary volume uses FDE drives, the repository should use either FDE drives or FIPS
drives.

◦

If the primary volume or the secondary volume uses FIPS drives, the repository should use FIPS drives.

If you are using Data Assurance (DA), the primary volume and the secondary volume must have the same DA settings.
◦

If the primary volume is DA enabled, the secondary volume must be DA enabled.

◦

If the primary volume is not DA enabled, the secondary volume must not be DA enabled.

If you are using DA, the repository volumes and the associated primary or secondary volumes must have the same DA
settings.
◦

If the primary volume or the secondary volume are DA enabled, the repository must be DA enabled.

◦

If the primary volume or the secondary volume are not DA enabled, the repository must be not DA enabled.

Related concepts

How does asynchronous mirroring differ from synchronous mirroring? on page 280
Operational differences when using thin volumes for asynchronous mirroring
The operational differences for thin volumes are as follows:
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•

If an existing thin volume is used to complete an asynchronous mirrored pair by adding it to the secondary side of the
asynchronous mirror group, that thin volume is re-initialized with a new repository. Only provisioned blocks on the primary
side are transferred during the initial synchronization process.

•

For thin volumes to be considered as valid primary volume or secondary volume candidates, Auto-Expansion must be
enabled. Thin volumes with Auto-Expansion disabled are not shown as candidates for asynchronous mirroring.

•

The provisioned capacity quota and growth alert thresholds can be changed only on the primary side of an asynchronous
mirrored pair. Any changes to these parameters on the primary side are automatically propagated to the secondary side.

•

Removing a thin volume from an asynchronous mirror group does not cause any changes to the parameters controlling its
capacity expansion.

Storage arrays

Related concepts

How does asynchronous mirroring differ from synchronous mirroring? on page 280
What you need to know about asynchronous mirroring
What Kind of Volumes Can Be Used?

A standard volume and a thin volume are the only types of volumes that can be
used for an asynchronous mirrored pair.

Supported Connections

Asynchronous mirroring is supported across domains connected through a
Fibre Channel (FC) interface or a iSCSI interface.

Supported Firmware Versions

The local storage array and the remote storage array can have different versions
of firmware. The minimum firmware version supported is 7.84.

Data Repository Requirements

A data repository is required for each base volume in a mirrored pair.

Connectivity and Volume Ownership

The controller that owns the primary volume determines the current owner of
the secondary volume. The primary volume and the secondary volume in a
mirrored pair use the following ownership rules:
•

If the primary volume is owned by controller A on the primary side, the
secondary volume is owned by controller A on the secondary side.

•

If the primary volume is owned by controller B on the primary side, the
secondary volume is owned by controller B on the secondary side.

•

If primary controller A cannot communicate with secondary controller A ,
controller ownership changes do not take place. A primary controller
attempts to communicate only with its matching controller in the secondary
asynchronous mirror group.

The next remote write processed automatically triggers a matching ownership
change on the secondary side if one of these conditions exists:

Asynchronous mirroring

•

When an I/O path error causes a volume ownership change on the primary
side.

•

If the storage administrator changes the current owner of the primary
volume.
For example, a primary volume is owned by controller A, and then you
change the controller owner to controller B. In this case, the next remote
write changes the controller owner of the secondary volume from controller
A to controller B. Because controller ownership changes on the secondary
side are controlled by the primary side, they do not require any special
intervention by the storage administrator.
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Controller Resets and Storage Array
Power Cycles

•

Sometimes a remote write is interrupted by a controller reset or a storage
array power cycle before it can be written to the secondary volume. The
storage array controller does not need to perform a full synchronization of
the mirrored pair in this case.

•

Controller ownership might change if the time it takes to complete the
controller reset is long enough that a host requests it.

•

If a controller owner changes, when a remote write has been interrupted
during a controller reset, the new controller owner on the primary side reads
information stored in a log file in the mirror repository volume of the
preferred controller owner. The new controller owner then copies the
affected data blocks from the primary volume to the secondary volume,
eliminating the need for a full synchronization of the mirrored volumes.

Asynchronous Mirroring FC connections •
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If you are using a Fibre Channel (FC) connection, you must activate the
asynchronous mirroring feature. One FC host side I/O port on each
controller is solely dedicated to asynchronous mirroring operations.

•

Host-initiated I/O operations are not accepted by the dedicated port. I/O
requests received on this port are accepted only from remote controllers that
are participating in mirror operations with the controller.

Force to Primary in the Event of Disaster •

In the event of a disaster at the primary site, you can force the asynchronous
mirror group on the secondary side to transition to the primary role. Then
the recovery host is able to access the newly promoted group, and business
operations can continue.

•

Forced promotion of the asynchronous mirror group on the secondary side
causes all mirrored pairs in the group to function as primary volumes,
allowing write access and tracking writes to resynchronize with the
asynchronous mirror group on the secondary side.

•

Forced promotion of an asynchronous mirror group on the secondary side is
allowed only if all mirrored pairs of the group had been previously
synchronized and currently have snapshot images of a consistent data set.

•

If any mirrored pairs of the group were in the midst of the initial
synchronization, then forced promotion is not allowed. If any mirrored pairs
of the group do not have a point-in-time image of the consistency point (e.g.
due to a full-repository error), the forced promotion is not allowed.

Storage arrays

Secondary Thin Volume Capacity Errors

If the volume type you select as the secondary volume in the asynchronous
mirrored pair is a thin volume, make sure that the disk pool that contains the
thin volume has enough free capacity to satisfy the thin volume’s auto-expand
request.
Because the storage management software does not allocate the full capacity
when it creates a thin volume, sufficient free capacity may not exist in the disk
pool. Insufficient space can block writes to the disk pool not only for the thin
volumes, but also for other operations that require capacity from the disk pool.
If this situation occurs, the following actions take place:
•

The secondary volume in the asynchronous mirrored pair returns an error on
all data written from the primary side of the asynchronous mirrored pair to
the secondary side of the asynchronous mirrored pair.

•

The primary side transitions the asynchronous mirrored pair to the Stopped
state and the asynchronous mirror group to the Suspended state.

•

All host-initiated write operations continue to complete normally on the
primary side.

•

When a sufficient amount of free capacity increases in the disk pool that
contains the thin volume, that thin volume transitions from the full state and
becomes available for data requests. To continue mirroring operations, issue
a Recover operation on the asynchronous mirrored pair and a Resume
operation on the asynchronous mirror group.

Related concepts

How does asynchronous mirroring differ from synchronous mirroring? on page 280
What is an asynchronous mirror group?
An asynchronous mirror group is a container that can house several mirrored pairs, which are synchronized as a coordinated
data set to provide a consistent data set at the remote site. The asynchronous mirror group is associated with a local storage
array and a remote storage array that are used for mirroring.
•

The local storage array will be the primary side of the mirror group, while the remote storage array will be the secondary
side of the mirror group.

•

All volumes added to the mirror group on the local storage array will hold the primary role in the mirror relationship.

•

All volumes added to the mirror group on the remote storage array will hold the secondary role in the mirror relationship.

•

The types of volumes that might participate in a mirror relationship are a standard volumes and thin volumes. Snapshot
volumes cannot participate.

Because applications might need to use more than one volume, asynchronous mirror groups allow multiple mirrored pairs to be
synchronized and managed as a group. This ensures that all of the secondary volumes in the same mirror group are always
synchronized to the exact same point in time.
You create an asynchronous mirror group to define the synchronization settings for all mirrored pairs within the mirror group.
Each mirrored pair in an asynchronous mirror group share the same synchronization settings, primary and secondary role, and
write mode.
Related concepts

How does asynchronous mirroring differ from synchronous mirroring? on page 280
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What is an asynchronous mirrored pair and a mirror repository?
An asynchronous mirrored pair is comprised of two volumes, a primary volume and a secondary volume, that contain identical
copies of the same data. The mirrored pair is a part of an asynchronous mirror group, which allows the mirrored pair to
synchronize at the same time as any other mirrored pairs within the mirror group. Write operations are performed first to the
primary volume and then to the secondary volume.
What kind of volumes can be used?
Standard volumes and thin volumes can be used for an asynchronous mirrored pair, but the primary volume must be paired with
a secondary volume of the same volume type.
About mirror repository volumes
Special mirror repository volumes are used to manage mirror data synchronization. Mirror repository volumes are required for
both the primary volume and the secondary volume in a mirrored pair.
A mirror repository stores three types of data.
1. The first is a repository used for preserving resynchronization images on the primary volume and recovery point images on
the secondary volume.
2. The second type of data is a pair of delta logs that are used to track regions on the primary volume that are written between
synchronization intervals. The delta logs are used only on the primary side of the mirrored pair, but they also must be
allocated on the secondary side of the mirrored pair because a role-reversal can occur at any time.
3. The third type of data is a log that tracks synchronization statistics on a per mirrored pair basis.
Related concepts

How does asynchronous mirroring differ from synchronous mirroring? on page 280

Activating and deactivating mirroring
Activating the mirroring features
Before you begin

•

The local storage array and the remote storage array must be connected through a proper Fibre Channel fabric or iSCSI
interface.
Note: If the mirroring feature is not enabled on the storage array or is already activated, the feature is disabled for selection.

About this task

When you activate one or both of the mirroring features, Asynchronous Mirroring or Synchronous Mirroring, the storage array
is automatically prepared to create and configure mirror relationships. After activation, the ports for each controller are reserved
and dedicated for mirroring data between storage arrays.
Any host-initiated I/O operations is not accepted by the dedicated port, and any requests received on this dedicated port is
accepted only from another controller participating in the mirror relationship.
Keep these guidelines in mind when activating the mirroring features:
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Mirroring Feature

What You Need to Know

Synchronous Mirroring

•

The Free Capacity node or Unconfigured Capacity node that you select for the
mirror repository volumes must have a total of 256 MB capacity available.
Two mirror repository volumes are created on this capacity, one for each
controller.

•

When this feature is in use, there are limits to the number of volumes that are
supported on a given storage array.

•

Before you activate this feature, make sure that the number of configured
volumes on your storage array is less than the supported limit. When you
activate Synchronous Mirroring, two mirror repository volumes are created
that count against the volume limit.

•

The number of supported mirror definitions is dependent on the hardware in
your storage array. Refer to the initial setup guide for your hardware for the
number of supported mirror definitions.

•

When this feature is in use, there are limits to the number of volumes that are
supported on a given storage array. A mirror repository volume must be
created for each mirrored pair and these repository volumes count against the
volume limit.

•

The number of supported mirror definitions is dependent on the hardware in
your storage array. Refer to the initial setup guide for your hardware for the
number of supported mirror definitions.

Asynchronous Mirroring

Note: Activation is not required if the local storage array is capable of mirroring only through an iSCSI interface.
Steps

1. From the Array Management Window, select Copy Services > Mirroring > Activate.
2. Depending on which Mirroring feature is enabled on the storage array, perform one of the following tasks:
•

If only the Asynchronous Mirroring feature is supported by the storage array, the system displays the Activate
Asynchronous Mirroring dialog. Click OK and then go to step 4 on page 290.

•

If only the Synchronous Mirroring feature is supported by the storage array, the system displays the Create Repositories
dialog. Go to step 3 on page 289 to continue with the activation process.

•

If both mirror features are supported by the storage array, the system displays the Select Mirroring Feature dialog. Click
the check box next to each mirror feature you want to activate and then, depending on your selection, do one of the
following:
◦

If you selected both mirror features for activation or only the Synchronous Mirroring feature, click Next to create two
mirror repository volumes for the Synchronous Mirroring feature, and then go to step 3 on page 289.

◦

If you selected only asynchronous mirroring for activation, click Finish to continue with the activation process, and
then go to step 4 on page 290.

3. On the Create Repositories dialog, select where the mirror repository volumes for the Synchronous Mirroring feature will
reside. Select one of the following:
•

Free capacity on existing disk pool or volume group. If this option is selected, a corresponding disk pool or volume
group must be selected as well.
◦

Select an existing disk pool or volume group.

Asynchronous mirroring
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•

◦

Select Finish to continue with the activation process.

◦

Go to step 4 on page 290.

Unconfigured capacity on a new. If this option is selected, more information must be collected about the new disk pool
or the new volume group.
◦

Click the Disk pool check box or the Volume group check box.

◦

Select Next to launch the Create Disk Pool wizard or the Create Volume Group wizard.

4. When you click OK or Finish, the Mirroring Activated dialog is displayed. Make note of the following actions that the
system performs when the Mirroring feature is activated:
•

Logs out all hosts currently using the highest numbered Fibre Channel host port on the controllers.

•

Reserves the highest numbered Fibre Channel host port on the controllers for mirror data transmissions.

•

Rejects all host communication to this controller host port as long as the mirror feature is active.

•

If the Synchronous Mirroring feature has been activated, the two mirror repositories are created.

Related tasks

Creating a disk pool (not automatically) on page 77
Create Volume Group Wizard: Introduction on page 92
Deactivating one or both mirroring features
Before you begin

•

All existing asynchronous mirror groups or asynchronous mirrored pairs must be deleted from the local and remote storage
array before either Mirroring feature can be deactivated.

•

The local storage array and the remote storage array must be connected through a proper Fibre Channel fabric or iSCSI
interface.

About this task

Deactivating one or both of the Mirroring features re-establishes normal use of dedicated ports on the storage array and, for the
Synchronous Mirroring feature, deletes both of the associated mirror repository volumes.
When both Mirroring features are in the deactivated state, no mirror activity can occur on the local and remote storage arrays.
Note: Deactivation is not required for storage arrays that are capable of mirroring only through an iSCSI interface.
Steps

1. Verify that all asynchronous mirror groups and/or asynchronous mirrored pairs have been deleted. For more information, see
the help topics, Deleting an asynchronous mirror group on page 304 and Removing an asynchronous mirrored pair from an
asynchronous mirror group on page 302.
2. From the Array Management Window, select Copy Services > Mirroring > Deactivate.
The system displays the Select Mirroring Feature dialog.
Note: If the Mirroring feature has not been enabled on the storage array or has already been deactivated, the feature is
disabled for selection.

3. Click the check box next to each mirroring feature you want to deactivate and then, click Yes to continue with the
deactivation process.
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If the mirroring feature or features have been successfully deleted, the system displays the Mirroring Deactivated
confirmation dialog.
4. Make note of the following actions that the system performs when mirroring is deactivated.
•

•

If both mirroring features have been deactivated:
◦

The highest numbered Fibre Channel host port is available for host communication.

◦

The two mirror repository volumes for synchronous mirroring are deleted.

◦

You cannot create any asynchronous mirrored pairs on this storage array until at least one mirroring feature is
reactivated.

If only the asynchronous mirroring feature has been deactivated:
◦

•

The highest numbered Fibre Channel or iSCSI host port continues to be reserved for synchronous mirroring.

If only the Synchronous Mirroring feature has been deactivated:
◦

The two associated mirror repositories are deleted.

◦

The highest numbered Fibre Channel or iSCSI host port continues to be reserved for asynchronous mirroring as well
as for the individual repository volumes associated with each asynchronous mirrored pair.

Deactivating asynchronous mirroring
Before you begin

•

All existing asynchronous mirror groups or asynchronous mirrored pairs must be deleted from the local and remote storage
array before either Mirroring feature can be deactivated.

•

The local storage array and the remote storage array must be connected through a proper Fibre Channel fabric or iSCSI
interface.

About this task

Use the Deactivate Mirroring option to deactivate the Asynchronous Mirroring feature.
Note: Deactivation is not required for storage arrays that are capable of mirroring only through an iSCSI interface.

Keep these guidelines in mind when deactivating asynchronous mirroring:
•

You must delete all mirror relationships before you can deactivate the Asynchronous Mirroring feature. If you do not delete
all mirror relationships before performing this procedure, an error message appears.

•

Deactivating asynchronous mirroring does not disable the feature. While the feature is enabled, you can activate the
asynchronous mirroring again by using the Activate Mirroring option.

Steps

1. Select Copy Services > Mirroring > Deactivate.
2. Click Yes.
These results occur:
•

The controller host bus adapter host channels that were dedicated for asynchronous mirroring communication can now
accept host read and write requests.

•

None of the volumes in this storage array are able to participate in mirror relationships as either primary volumes or
secondary volumes.

Asynchronous mirroring
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Creating an asynchronous mirror group
Before you begin

•

The local and remote storage arrays must be connected through a proper Fibre Channel (FC) fabric or iSCSI interface.

•

If you are using an FC connection, the Asynchronous Mirroring feature must be activated on the local and remote storage
arrays that will be used for mirror activities.

•

Make sure you know the password for the local and remote storage arrays.

About this task

An asynchronous mirror group is a container that can house several mirrored pairs so that they can be managed as one entity.
You create an asynchronous mirror group to define the synchronization settings for all mirrored pairs within the group. Each
mirrored pair in an asynchronous mirror group share the same synchronization settings, primary and secondary role, and write
mode.
The asynchronous mirror group is associated with the local storage array and remote storage array that is used for mirroring.
The local storage array is the primary side of the asynchronous mirror group, while the remote storage array is the secondary
side of the asynchronous mirror group. All volumes added to the asynchronous mirror group on the local storage array holds the
primary role in the mirror relationship. Subsequently, all volumes added to the asynchronous mirror group on the remote storage
array holds the secondary role in the mirror relationship.
Keep these guidelines in mind when creating an asynchronous mirror group:
•

Depending on your configuration, there is a maximum number of asynchronous mirror groups you can create on a storage
array.

•

Asynchronous mirror groups are created empty and asynchronous mirrored pairs are added to them later on. Only
asynchronous mirrored pairs can be added to an asynchronous mirror group. Each mirrored pair is associated with exactly
one asynchronous mirror group.

•

All storage arrays with the Asynchronous Mirroring feature activated are listed and can be used for mirror activities.

•

Storage arrays are displayed by their storage array name. If a storage array does not have a name, it will be displayed as
“Unnamed”.
Note: The Create Asynchronous Mirror Group option is available on the local storage array only. This option is not

available on the remote storage array.
Steps

1. From the Array Management Window, select Copy Services > Mirroring > Asynchronous Mirroring > Mirror Group >
Create.
The Create Asynchronous Mirror Group dialog appears.
2. In the Asynchronous mirror group name field, enter a unique name (30 character maximum) that best describes the
volumes selected for this group, for example, R&D Data.
3. In the Choose the remote storage array drop-down, select the remote storage array on which you want to create the
asynchronous mirror group. The drop-down lists the remote storage array that have the same connection type as the local
storage array.
Both Fibre Channel and iSCSI connections are supported. If the remote storage array is capable of both Fibre Channel and
iSCSI connectivity, you can simply choose which connection type to use.
4. If you chose a remote storage array that is capable of both Fibre Channel and iSCSI connectivity, do the following: In the
Connection type drop-down, choose which connection type to use (the default is Fibre Channel).

292

Storage arrays

5. Select View synchronization settings to set the synchronization settings for the asynchronous mirror group. Do the
following:
a. Set the interval method to specify whether you want to update the secondary point-in-time image on the remote storage
array either manually or automatically. Choose one of the following options:
•

Manual —Specifies that you must explicitly update the secondary point-in-time image using the Manual
Resynchronization menu option. Select this option to manually start resynchronization for all asynchronous mirrored
pairs within the asynchronous mirror group.

•

Automatic —Using the drop-down, specify the time from the beginning of the previous update to the beginning of
the next update. To change the automatic synchronization interval from the default of every 10 minutes, edit the
interval value, which is defined in minutes.

b. If you set the synchronization method to occur automatically, set the synchronization warning threshold.
The synchronization warning threshold is a configurable value that determines when a warning is triggered for cases in
which the synchronization of all of the volumes takes longer than the defined time.
c. If you set the synchronization method to occur automatically, set the recovery point warning threshold.
•

The recovery point warning threshold is a configurable value that determines when a warning is triggered when the
automatic data update for the point-in-time image on the remote storage array is older than the defined time. Define
the threshold from the end of the previous update.

•

To change the warning threshold from the default, edit the threshold value using the spinner box.

d. Set the repository warning threshold.
•

The repository warning threshold specifies a configurable value that determines when a warning is triggered when the
capacity of a mirror repository reaches the defined percentage. Define the threshold by percentage of the capacity
used.

•

To change the warning threshold from the default of 80 percent, edit the threshold value using the spinner box.
Note: You must set the Recovery Point Warning Threshold to be twice as large as the synchronization interval
threshold.

6. Click OK to create the asynchronous mirror group on the local storage array and on the remote storage array. The system
performs the following actions:
•

Prompts for a password if your local storage array or remote storage array is password protected. Enter the storage array
password (30 character maximum) for the local and/or remote storage array. Use the same password that you set up for
the system when you installed it and configured it.

•

Creates the asynchronous mirror group on the local storage array first, and then creates the asynchronous mirror group on
the remote storage array.

•

Displays the asynchronous mirror group under the Asynchronous Mirror Groups node in the navigation tree.
Note: If the system successfully creates the asynchronous mirror group on the local storage array but fails to create it on
the remote storage array, the system automatically deletes the asynchronous mirror group from the local storage array. If
an error occurs while the system is attempting to delete the asynchronous mirror group, you must manually delete it.

7. After successfully creating the asynchronous mirror group, the system displays the confirmation dialog, “The asynchronous
mirror group was successfully created. Would you like to create a mirrored pair using the new asynchronous mirror group?”
Do one of the following:
•

Select Yes to launch the Create Asynchronous Mirrored Pair wizard.

•

Select No to return to the Array Management Window.
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What steps do I need to complete before I can create an asynchronous mirror group?
To create an asynchronous mirror group, complete the following steps:
•

You must connect the local storage and the remote storage array through a proper Fibre Channel (FC) fabric or iSCSI
interface.

•

If you are using FC, you must activate the Asynchronous Mirroring feature on the local storage array and the remote storage
array that are used for mirroring.

•

You must make sure you know the password for the local storage array and the remote storage array.

Which synchronization method should I choose for asynchronous mirroring?
Two synchronization methods are available for asynchronous mirroring as described in the following table.
Method

Description

Manual

•

Manual resynchronization causes immediate resynchronization of data on all of the asynchronous
mirrored pairs within the asynchronous mirror group. Select this option to manually start
resynchronization for all mirrored pairs within the asynchronous mirror group.

•

If you choose Manual as the synchronization method, you must use the Manual
Resynchronization option to send updates of modified data from the local storage array to the
remote storage array.

•

Specifies the time (in minutes) from the beginning of the previous update to the beginning of the
next update. For example, if the synchronization interval is set at 30 minutes, and the
synchronization process starts at 4:00 pm, the next one is started at 4:30 pm.

•

To change the automatic synchronization interval from the default of every 10 minutes, you can
edit the interval value, which is defined in minutes.

•

If a communication failure occurs between the local storage array and the remote storage array
and a synchronization interval was missed during that time period, the controller owner of the
primary asynchronous mirror group starts the re-synchronization process immediately after
communication has been restored.

Automatic

Note: If you choose Automatic as the synchronization method, you also can execute a Manual

Resynchronization at any time using the Manual Resynchronization option.

Creating an asynchronous mirrored pair
Before you begin

•

An asynchronous mirror group exists on the local storage array and on the remote storage array.

•

The remote storage array must contain a volume that has a capacity that is greater than or equal to the capacity of the
primary volume on the local storage array.

About this task

An asynchronous mirrored pair is comprised of two volumes, a primary volume and a secondary volume, that contain point-intime copies of the same data. The asynchronous mirrored pair is a part of an asynchronous mirror group, which allows the
asynchronous mirrored pair to synchronize at the same time as any other mirrored pairs within the asynchronous mirror group.
Creation of an asynchronous mirrored pair is initiated when a volume is added to the asynchronous mirror group on the local
storage array. This volume becomes the primary volume in the asynchronous mirrored pair. The asynchronous mirrored pair

294

Storage arrays

creation process is complete when a volume is added to the asynchronous mirror group on the remote storage array. This volume
becomes the secondary volume in the asynchronous mirrored pair.
The two volumes comprising the asynchronous mirrored pair function as a single entity. This function allows you to perform
actions on the entire mirrored pair versus the two individual volumes.
Steps

1. From the Array Management Window on the local storage array, select Copy Services > Mirroring > Asynchronous
Mirroring > Mirror Group > Create Mirror Pair.
The Select Asynchronous Mirror Group dialog appears.
You can choose to create an asynchronous mirrored pair on an existing asynchronous mirror group or on a new
asynchronous mirror group. This procedure describes how to create the asynchronous mirrored pair on an existing
asynchronous mirror group.
Note: If the local storage array does not contain any asynchronous mirror groups, the system displays the Asynchronous
Mirror Group Required dialog. You must create an asynchronous mirror group on the local storage array before you can
proceed.

2. On the Select Asynchronous Mirror Group dialog, select an existing asynchronous mirror group from the existing
Asynchronous mirror groups table, and then click Next to proceed to the Select Primary Volume dialog.
3. On the Select Primary Volume dialog, do one of the following:
•

Select an existing volume to be used as the primary volume in the asynchronous mirrored pair from the existing volumes
tables, and then click Next and go to step 4 on page 295. (The existing volumes table shows only those volumes that are
capable of being used in the asynchronous mirrored pair.)

•

Select the new volume radio button to create a new volume and then click Next.

4. On the Select Repository dialog select how you wish to create the mirror repository for the asynchronous mirrored pair. Do
one of the following:
•

Select Automatic and click Finish to create the mirror repository with the default capacity settings. Use this
recommended option to automatically create the mirror repository with the default capacity settings.

•

Select Manual and click Next to define the properties for the mirror repository; then click Finish to continue with the
asynchronous mirrored pair creation process. Use this option if you want to specify all of the customizable settings for
the mirror repository. The Manual method is considered advanced and only those who understand drive redundancy and
optimal drive configurations should use this method.

5. After you click Finish, the system displays the confirmation dialog, “The tasks to create an asynchronous mirrored pair were
successfully completed for the local storage array.” Do the following:
a. Click OK. The system performs the following actions:
•

Creates the new mirror repository for the asynchronous mirrored pair on the local storage array.

•

Displays the asynchronous mirrored pair and its properties under the individual volume node for the primary volume.

•

For both the local and remote storage arrays, in the Properties pane for the mirror group, the Associated Mirrored
Pairs table is updated with the new primary volume. A placeholder is also created for the secondary volume.

b. Go to step 6 on page 295 to complete the asynchronous mirrored pair creation process on the remote storage array.
6. Complete the Asynchronous Mirrored Pair on the Remote Storage Array: Perform the following steps on the remote
storage array that contains the asynchronous mirror group on which you want to complete the asynchronous mirrored pair
creation process.
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a. In the Array Management Window on the remote storage array, select the corresponding asynchronous mirror group from
the Asynchronous Mirror Groups node; then click the Complete mirrored pair link displayed in the Associated
Mirrored Pairs table in the Properties pane for the selected asynchronous mirror group.
You also can choose to right-click the corresponding asynchronous mirror group and select Complete Asynchronous
Mirrored Pair.
The system displays the Complete Asynchronous Mirrored Pair dialog. You can choose to complete the asynchronous
mirrored pair creation process automatically or manually.
b. On the Complete Asynchronous Mirrored Pair dialog, select how you wish to create the secondary side of the
asynchronous mirrored pair. Do one of the following:
•

Select Automatic and select an existing disk pool or volume group from the table, then click Finish to automatically
complete the mirrored pair creation process with the default secondary volume selection and repository settings. Go
to step 8 on page 296.
Use this recommended option to use an existing disk pool or volume group to automatically create the secondary
volume and the repository parameters for the remote side of the asynchronous mirrored pair based on the primary
volume selection and repository parameters defined for the primary side of the asynchronous mirrored pair.

•

Select Manual, and then click Next to choose an existing volume as the secondary volume and define the repository
parameters for the remote side of the asynchronous mirrored pair. Go to step 7 on page 296.
Use this option if you want to define your own parameters for the remote side of the asynchronous mirrored pair.

7. If you chose to complete the asynchronous mirrored pair creation process manually, perform the following steps (otherwise
you can proceed to step 8 on page 296):
a. On the Select Secondary Volume dialog, do one of the following:
•

Select an existing volume to be used as the secondary volume in the asynchronous mirrored pair from the existing
volumes tables, then click Next. (The existing volumes table shows only those volumes that are capable of being used
in the asynchronous mirrored pair.)
Note: The volume type added as the secondary volume must match the volume type of the primary volume.

•

Select the A new volume radio button and select an existing disk pool or volume group from the table, and then click
Next to create a new volume.

b. On the Select Repository dialog select how you want to create the mirror repository for the asynchronous mirrored pair.
Do one of the following:
•

Select Automatic and click Finish to create the mirror repository with the default capacity settings.
Use this recommended option to automatically create the mirror repository with the default capacity settings.

•

Select Manual and click Next to define the properties for the mirror repository; then click Finish to continue with the
asynchronous mirrored pair creation process.
Use this option if you want to specify all of the customizable settings for the mirror repository. The Manual method is
considered advanced and only those who understand drive redundancy and optimal drive configurations should use
the Manual method.

8. After you click Finish, review the following actions that the system performs:
•

Begins initial synchronization between the local storage array and the remote storage array.
Note: If the volume being mirrored is a thin volume, only the provisioned blocks are transferred to the secondary
volume during the initial synchronization. This reduces the amount of data that must be transferred to complete the
initial synchronization.

•
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Displays the asynchronous mirrored pair and its properties under the individual volume node for the secondary volume.
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•

Updates the Associated Mirrored Pairs table for the asynchronous mirror group with the secondary volume selection and
mirror repository information.

Related concepts

Notes on using asynchronous mirroring on page 283
Related tasks

Creating the mirror repository (manually) on page 299
Creating a volume from a volume group on page 110
Creating a standard volume from a disk pool on page 112
Creating an asynchronous mirror group on page 292
Selecting the primary volume and repository for an asynchronous mirrored pair
About this task

Creation of an asynchronous mirrored pair is initiated when a volume is added to the asynchronous mirror group on the local
storage array. This volume becomes the primary volume in the asynchronous mirrored pair. The asynchronous mirrored pair
creation process is complete when a volume is added to the asynchronous mirror group on the remote storage array. This volume
becomes the secondary volume in the asynchronous mirrored pair.
The two volumes comprising the asynchronous mirrored pair function as a single entity. This function allows you to perform
actions on the entire mirrored pair versus the two individual volumes.
Steps

1. On the local storage array, select an existing asynchronous mirror group, and then select Mirrored Pair > Create.
2. On the Select Primary Volume dialog, do one of the following:
•

Select an existing volume to be used as the primary volume in the asynchronous mirrored pair from the existing volumes
tables, and then click Next and go to step 3 on page 297. (The existing volumes table shows only those volumes that are
capable of being used in the asynchronous mirrored pair.)

•

Select the new volume radio button to create a new volume, and then click Next. Go to the help topic, Creating a volume
from a volume group on page 110 or Creating a standard volume from a disk pool on page 112 for instructions.

3. On the Select Repository dialog, select how you want to create the mirror repository for the asynchronous mirrored pair. Do
one of the following:
•

Select Automatic and click Finish to create the mirror repository with the default capacity settings. Use this
recommended option to automatically create the mirror repository with the default capacity settings.

•

Select Manual and click Next to define the properties for the mirror repository; then click Finish to continue with the
asynchronous mirrored pair creation process. Use this option if you want to specify all of the customizable settings for
the mirror repository. The Manual method is considered advanced and only those who understand drive redundancy and
optimal drive configurations should use this method.

4. After you click Finish, the system displays the confirmation dialog, “The tasks to create an asynchronous mirrored pair were
successfully completed for the local storage array.” Do the following:
a. Click OK.
The system performs the following actions:
•

Creates the new mirror repository for the asynchronous mirrored pair on the local storage array.

•

Displays the asynchronous mirrored pair and its properties under the individual volume node for the primary volume.
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•

For both the local and remote storage arrays, in the Properties pane for the asynchronous mirror group, the Associated
Mirrored Pairs table is updated with the new primary volume. A placeholder is also created for the secondary volume.

b. See the Completing an asynchronous mirrored pair on page 298 help topic to complete the asynchronous mirrored pair
creation process on the remote storage array.
Related tasks

Creating the mirror repository (manually) on page 299
Completing an asynchronous mirrored pair
About this task

The asynchronous mirrored pair creation process is complete when a volume is added to the asynchronous mirror group on the
remote storage array. This volume becomes the secondary volume in the asynchronous mirrored pair.
Understanding the free capacity of the secondary thin volume
If the volume type you select as the secondary volume in the asynchronous mirrored pair is a thin volume, make sure the disk
pool that contains the thin volume has enough free capacity to satisfy the thin volume’s auto-expand request. Because the
storage management software does not allocate the full capacity when it creates a thin volume, insufficient free capacity might
exist in the disk pool. Insufficient space can block writes to the disk pool not only for the thin volumes, but also for other
operations that require capacity from the disk pool. If this situation occurs, the following actions take place:
•

The secondary volume in the asynchronous mirrored pair returns an error on all newly-written data from the primary side of
the asynchronous mirrored pair to the secondary side of the asynchronous mirrored pair.

•

The primary side transitions the asynchronous mirrored pair to the Stopped state and the asynchronous mirror group to the
Suspended state.

•

All host-initiated write operations continue to complete normally on the primary side.

•

When a sufficient amount of free capacity increases in the disk pool that contains the thin volume, that thin volume
transitions from the full state and becomes available for data requests. To continue mirroring operations, issue a Recover
operation on the asynchronous mirrored pair and a Resume operation on the asynchronous mirror group.

Steps

1. Perform the following steps on the remote storage array that contains the asynchronous mirror group on which you want to
complete the asynchronous mirrored pair creation process.
a. In the Array Management Window on the remote storage array, select the corresponding asynchronous mirror group from
the Asynchronous Mirror Groups node; then click the Complete mirrored pair link displayed in the Associated
Mirrored Pairs table in the Properties pane for the selected asynchronous mirror group.
You also can choose to right-click the corresponding asynchronous mirror group and select Complete Asynchronous
Mirrored Pair.
The system displays the Complete Asynchronous Mirrored Pair dialog. You can choose to complete the asynchronous
mirrored pair creation process automatically or manually.
b. On the Complete Asynchronous Mirrored Pair dialog, select how you wish to create the secondary side of the
asynchronous mirrored pair. Do one of the following:
•

298

Select Automatic and select an existing disk pool or volume group from the table, then click Finish to automatically
complete the asynchronous mirrored pair creation process with the default secondary volume selection and repository
settings. Go to step 3 on page 299.
Use this recommended option to use an existing disk pool or volume group to automatically create the secondary
volume and the repository parameters for the remote side of the mirrored pair based on the primary volume selection
and repository parameters defined for the primary side of the mirrored pair.
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•

Select Manual and click Next to choose an existing volume as the secondary volume and define the repository
parameters for the remote side of the asynchronous mirrored pair. Go to step 2 on page 299.
Use this option if you want to define your own parameters for the remote side of the mirror.

2. If you chose to complete the asynchronous mirrored pair creation process manually, perform the following steps (otherwise
you can proceed to step 3 on page 299):
a. On the Select Secondary Volume dialog, do one of the following:
•

Select an existing volume to be used as the secondary volume in the asynchronous mirrored pair from the existing
volumes tables, and then click Next. (The existing volumes table shows only those volumes that are capable of being
used in the asynchronous mirrored pair.)

•

Select the A new volume radio button and select an existing disk pool or volume group from the table, and then click
Next to create a new volume. Go to the help topic, Creating a volume from a volume group on page 110 or Creating a
standard volume from a disk pool on page 112 for instructions.

b. On the Select Repository dialog select how you want to create the mirror repository for the asynchronous mirrored pair.
Do one of the following:
•

Select Automatic and click Finish to create the mirror repository with the default capacity settings.
Use this recommended option to automatically create the mirror repository with the default capacity settings.

•

Select Manual and click Next to define the properties for the mirror repository; then click Finish to continue with the
asynchronous mirrored pair creation process.
Use this option if you want to specify all of the customizable settings for the mirror repository. The Manual method is
considered advanced and only those who understand drive redundancy and optimal drive configurations should use
the Manual method. See the Creating the mirror repository (manually) on page 299 help topic for instructions on how
to set the repository parameters.

3. After you click Finish, review the following actions that the system performs:
•

Begins initial synchronization between the local storage array and the remote storage array.

•

Displays the asynchronous mirrored pair and its properties under the individual volume node for the secondary volume.

•

Updates the Associated Mirrored Pairs table for the asynchronous mirror group with the secondary volume selection and
mirror repository information.

Creating the mirror repository (manually)
About this task

During the creation of an asynchronous mirrored pair, a mirror repository is created to store the data for each volume in the
asynchronous mirrored pair. An asynchronous mirrored pair’s overall repository is created initially with one individual
repository volume. You can create the overall repository automatically using the default settings or you can manually create the
overall repository by defining the capacity settings for the repository as described in this help topic.
Use the Mirror Repository Settings - Manual dialog to manually define the capacity requirements for the repository. The manual
method is considered advanced and only those who understand drive redundancy, provisioning, and optimal drive configurations
should use this method.
When creating the mirror repository, keep these guidelines in mind:
•

There is a minimum required capacity for a mirror repository (depending on your configuration).

•

When you define the capacity requirements for a repository, keep in mind any future requirements that you might have for
other volumes in this volume group or disk pool. Make sure that you have enough capacity to meet your data storage needs,
but you do not over allocate because you can quickly use up all the storage in your storage array.

•

The list of repository candidates can contain both new and existing repository volumes. Existing repository volumes are left
on the storage array by default when you delete an asynchronous mirrored pair. Existing repository volumes are placed at the
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top of the list. The benefit to reusing an existing repository volume is that you can avoid the initialization process that occurs
when you create a new one.
•

Mirror repository volumes are independent of the associated primary volume and secondary volume so that they can be
created on separate volume groups with different RAID levels.

•

Primary and secondary mirror repository volumes are not required to be the same size.

•

If you are using secure-capable drives, the repository volumes and the associated primary or secondary volume must have
compatible security settings. This restriction is not enforced by the firmware, therefore you must verify it yourself.

•

•

◦

If the primary volume or the secondary volume is secure capable, the associated repository must be either secure capable
or secure enabled.

◦

If the primary volume or the secondary volume is secure enabled, the associated repository must be secure enabled.

If you are using secure-capable drives, the repository volumes and the associated primary or secondary volume should use
the same drive type or a drive with a higher security level. This restriction is not enforced by the firmware, therefore you
must verify it yourself.
◦

If the primary volume or the secondary volume uses FDE drives, the repository should use either FDE drives or FIPS
drives.

◦

If the primary volume or the secondary volume uses FIPS drives, the repository should use FIPS drives.

If you are using Data Assurance (DA), the repository volumes and the associated primary or secondary volumes must have
the same DA settings.
◦

If the primary volume or the secondary volume are DA enabled, the repository must be DA enabled.

◦

If the primary volume or the secondary volume are not DA enabled, the repository must be not DA enabled.

Steps

1. From the Select Repository (Create Asynchronous Mirrored Pair) dialog, select Manual and click Next to define the
properties for the mirror repository.
The system displays the Mirror Repository Settings - Manual dialog.
2. Choose how you want to filter the repository candidates in the repository candidates table, based on either a percentage of
the base volume capacity or by preferred capacity. Select one of the following options:
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Filter Options

Description

Percentage of base volume capacity

Use the Percent spinner box to set the desired capacity percentage of the base
volume.
The default setting for the mirror repository capacity is 40% of the capacity of
the base, and usually this capacity is sufficient. The capacity needed varies,
depending on the frequency and size of I/O writes to the base volume and how
long you need to keep the repository.
In general, choose a larger capacity for the repository volume if one or both of
these conditions exist:
•

You intend to keep the repository for a long period of time.

•

A large percentage of data blocks will change on the base volume during the
life of the repository due to heavy I/O activity. Use historical performance
monitor data or other operating system utilities to help you determine
typical I/O activity to the base volume.
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Filter Options

Description

Preferred capacity

Use the Capacity spinner box to indicate the capacity of the repository and the
Units spinner box to indicate the specific capacity units to use (MB, GB, or
TB).
The capacity value, shown by default, is the equivalent percentage of the base
volume capacity. For example, if the default entry for percentage is 40%, the
default entry for the preferred capacity is 40% * base volume capacity.

The system displays the repository candidates based on your selections above.
3. Select the repository, from the repository candidates table, that you want to use. Select a repository candidate that is closest
to the capacity you specified.
•

The repository candidates table shows both new and existing repositories that are capable of being used for the an
asynchronous mirrored pair based on the value you specified for percentage or the value you specified for preferred
capacity.

•

The Difference column shows the mathematical difference between your selected capacity and the actual capacity of the
repository candidate. If the repository candidate is new, the system uses the exact capacity size that you specified and
displays zero (0) in the difference column.

4. Click Finish to create the repository with the capacity settings that you specified.
Why can I not see all of my volumes in the table?
When you create a new primary volume or secondary volume for the asynchronous mirrored pair, the system displays a list of
all the eligible volumes for that asynchronous mirrored pair. Any volumes that are not eligible to be used do not display in that
list. Volumes are not eligible for any of the following reasons:
•

A standard volume and a thin volume are the only types of volumes that can be used for an asynchronous mirrored pair.
Non-standard volumes, such as snapshot volumes, cannot be used in an asynchronous mirrored pair.

•

For thin volumes to be considered as valid primary volume or secondary volume candidates, Auto-Expansion must be
enabled. Thin volumes with Auto-Expansion disabled are not shown as candidates for asynchronous mirroring.

•

A volume that is in a non-optimal state is not eligible.

•

If the capacity of a volume is too small, it is not eligible.

If you're selecting a secondary volume, the following reasons apply:
•

•

•

If you are using secure-capable drives, the primary volume and the secondary volume must have compatible security
settings. This restriction is not enforced by the firmware, therefore you must verify it yourself.
◦

If the primary volume is secure capable, the secondary volume can be either secure capable or secure enabled. If a role
change occurs, a Needs Attention condition instructs you to enable security on the now secondary volume.

◦

If the primary volume is secure enabled, the secondary volume must be secure enabled.

If you are using secure-capable drives, the primary volume and the secondary volume should use the same drive type. This
restriction is not enforced by the firmware, therefore you must verify it yourself.
◦

If the primary volume uses Full Disk Encryption (FDE) drives, the secondary volume should use FDE drives.

◦

If the primary volume uses Federal Information Processing Standards (FIPS) drives, the secondary volume should use
FIPS drives.

If you are using Data Assurance (DA), the primary volume and the secondary volume must have the same DA settings.
◦

If the primary volume is DA enabled, the secondary volume must be DA enabled.
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◦

If the primary volume is not DA enabled, the secondary volume must not be DA enabled.

Why can I not see all of my disk pools and volume groups?
When you create a new secondary volume for the asynchronous mirrored pair, the system displays a list of all the eligible
volume groups and disk pools for that asynchronous mirrored pair. Any volume group or disk pool that is not eligible to be used
does not display in that list. Volume groups or disk pools are not eligible for any of the following reasons:
•

The volume group or disk pool is in a non-optimal state.

•

The capacity of the volume group or disk pool is too small.

If you are selecting a secondary volume, the following reasons apply:
•

•

•

If you are using secure-capable drives, the primary pool or volume group and the secondary pool or volume group must have
compatible security settings.
◦

If the primary pool or volume group is secure capable, the secondary pool or volume group can be either secure capable
or secure enabled. If a role change occurs, a Needs Attention condition instructs you to enable security on the now
secondary volume.

◦

If the primary pool or volume group is secure enabled, the secondary pool or volume group must be secure enabled.

If you are using secure-capable drives, the primary pool or volume group and the secondary pool or volume group should
use the same drive type.
◦

If the primary pool or volume group uses Full Disk Encryption (FDE) drives, the secondary pool or volume group should
use FDE drives or FIPS drives.

◦

If the primary pool or volume group uses Federal Information Processing Standards (FIPS) drives, the secondary pool or
volume group should use FIPS drives.

If you are using Data Assurance (DA), the primary volume group or disk pool and the secondary volume group or disk pool
must have the same DA settings.
◦

If the primary volume group or disk pool is DA enabled, the secondary volume group or disk pool must be DA enabled.

◦

If the primary volume group or disk pool is not DA enabled, the secondary volume group or disk pool must not be DA
enabled.

Removing an asynchronous mirrored pair from an asynchronous mirror group
About this task

Removing an asynchronous mirrored pair from an asynchronous mirror group breaks the mirror relationship between the
primary volume on the local storage array and the secondary volume on the remote storage array. Data on the volumes is not
affected. As a result of this operation, the primary volume and the secondary volume become host-accessible, non-mirrored
volumes.
Keep these guidelines in mind when removing an asynchronous mirrored pair:
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•

This option is not available unless the asynchronous mirror group contains asynchronous mirrored pairs.

•

This option is available either by selecting the individual asynchronous mirrored pair itself, or by selecting the associated
asynchronous mirror group.

•

The mirror relationship is first removed on the local storage array and then on the remote storage array. Sometimes, the
mirror relationship is successfully removed on the local storage array but cannot be removed on the remote storage array
because of a communication problem. In this case, an error message appears, which shows:
◦

The name of the remote storage array with the orphaned asynchronous mirrored pair.

◦

The name of the volume.
Storage arrays

To resolve the problem, open the Array Management Window for the remote storage array, select the orphaned
asynchronous mirrored pair, and remove the mirror relationship.
•

Sometimes, the mirror relationship is successfully removed on the remote storage array, but not on the local storage array. In
this case, the next synchronization operation from the primary volume to the secondary volume causes the synchronization
process to pause. The Logical pane of the primary Array Management Window also shows an unresponsive remote
secondary volume. Remove the mirror relationship on the local storage array to correct the problem.

Steps

1. In the Array Management Window, select the asynchronous mirror group that contains the asynchronous mirrored pair you
want to remove and then perform one of the following steps:
•

Select Copy Services > Mirroring > Asynchronous Mirroring > Mirror Group > Remove.

•

From the Associated Mirrored Pairs table in the right pane, select the asynchronous mirrored pair that you want to
remove and then select Copy Services > Mirroring > Asynchronous Mirroring > Mirror Pair > Remove.

The system displays the Confirm Remove Mirrored Pair dialog.
2. Type yes to remove the asynchronous mirrored pair from the selected asynchronous mirror group and then click Remove.
When you remove a asynchronous mirrored pair, the system deletes the associated mirror repositories. You can de-select the
Delete mirrored pair repositories check box to retain the mirror repositories for future use.
3. Review the following actions that the system performs:
•

Removes the asynchronous mirrored pair from the asynchronous mirror group on the local storage array and on the
remote storage array, and deletes the mirror repositories (if selected).

•

For both the local and remote storage arrays, the Properties pane for the asynchronous mirror group is updated with the
removal of the asynchronous mirrored pair (and any associated repositories).

•

Removes the category node Mirror from the individual node for the volume.

Managing asynchronous mirror groups
Renaming an asynchronous mirror group
About this task

Use the Rename option to change the name of the asynchronous mirror group when the current name is no longer meaningful
or applicable.
Keep these guidelines in mind when you rename an asynchronous mirror group:
•

A name can consist of letters, numbers, and the special characters underscore (_), hyphen (-), and pound (#). If you choose
any other characters, an error message appears. You are prompted to choose another name.

•

Limit the name to 30 characters. Any leading and trailing spaces in the name are deleted.

•

Use a unique, meaningful name that is easy to understand and remember.

•

Avoid arbitrary names or names that would quickly lose their meaning in the future.
Note: If you try to rename an asynchronous mirror group with a name that is already in use by another asynchronous mirror
group, an error message appears, and you are prompted to choose another name for the asynchronous mirror group.

Steps

1. Identify the asynchronous mirror group you want to rename.
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2. In the Array Management Window, select the asynchronous mirror group you want to rename and then select Copy Services
> Mirroring > Asynchronous Mirroring > Mirror Group > Rename.
The system displays the Rename Asynchronous Mirror Group dialog.
3. Enter a new name for the asynchronous mirror group.
4. Click Rename.
Deleting an asynchronous mirror group
Before you begin

•

Make sure that all asynchronous mirrored pairs are removed from the asynchronous mirror group before deleting the
asynchronous mirror group.
Note: Sometimes the asynchronous mirror group is successfully deleted from the local storage array, but a communication
error prevents the asynchronous mirror group from being deleted from the remote storage array. In this case, you must access
the remote storage array to delete the corresponding asynchronous mirror group.

About this task

Use the Delete option to delete asynchronous mirror groups that are no longer needed on the local storage array and on the
remote storage array.
Steps

1. In the Array Management Window on the local storage array, select the asynchronous mirror group that you want to delete
and then select Copy Services > Mirroring > Asynchronous Mirroring > Mirror Group > Delete.
The system displays the Confirm Delete Asynchronous Mirror Group dialog.
2. Click Delete to delete the asynchronous mirror group on the local storage array and on the remote storage array. The system
performs the following actions.
•

Deletes the asynchronous mirror group on the local storage array first, and then deletes the asynchronous mirror group on
the remote storage array.

•

Removes the asynchronous mirror group from the Asynchronous Mirror Groups node in the navigation tree on both the
local and remote storage arrays.
Note: If a communication error occurs while the system is attempting to delete the asynchronous mirror group, you must
manually delete the asynchronous mirror group on the remote storage array using the Copy Services > Mirroring >
Asynchronous Mirroring > Mirror Group > Delete option.

Changing the role of an asynchronous mirror group
About this task

Use the Change Role option to perform a role reversal between asynchronous mirror groups. You can either promote the
selected asynchronous mirror group to a primary role or demote the selected asynchronous mirror group to a secondary role.
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•

A suspended asynchronous mirror group resumes during the change role operation.

•

The role reversal change affects all asynchronous mirrored pairs within the selected asynchronous mirror group. For
example, when a primary asynchronous mirror group is demoted to a secondary role, all the primary volumes of the
asynchronous mirrored pairs in that mirror group are also demoted to secondary volumes.

•

If demoting a primary asynchronous mirror group to a secondary role and the current secondary asynchronous mirror group
can be contacted, it is automatically promoted to a primary role in the mirror relationship. Likewise, if promoting a
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secondary asynchronous mirror group to a primary role and the current primary asynchronous mirror group can be
contacted, it is automatically demoted to a secondary role in the mirror relationship.
•

You also can use the Change Role option during a Recovery Guru procedure for a dual primary asynchronous mirroring
condition.

Keep these guidelines in mind:
•

Any hosts that are accessing the primary asynchronous mirror group through a mapping have read-only access to the
asynchronous mirrored pairs within the asynchronous mirror group. When the primary asynchronous mirror group becomes
a secondary asynchronous mirror group, hosts that has been mapped to the mirrored volumes within the group no longer
have write access to it.

•

When the secondary asynchronous mirror group becomes a primary mirror group, any hosts that are accessing the
asynchronous mirrored pairs within the asynchronous mirror group are now be able to write to the asynchronous mirrored
pairs.

•

If a communication problem between the local site and remote site prevents the promotion of the secondary asynchronous
mirror group, an error message appears. However, you can still force the secondary asynchronous mirror group to a primary
role. This forced promotion leads to a dual primary asynchronous mirroring condition.

Steps

1. In the Array Management Window, select the asynchronous mirror group for which you want to change roles, and then
select Copy Services > Mirroring > Asynchronous Mirroring > Mirror Group > Change > Role to <Primary |
Secondary>.
Depending on your selection the system displays either the Confirm Change to Primary dialog or the Confirm Change to
Secondary dialog.
2. Type Yes to confirm that you want to reverse the role of the selected asynchronous mirror group and then click Change
Role. You can click Resynchronize mirror group check box if you want to resynchronize data written to the primary
volumes since the last synchronization. The system performs the following actions:
•

Promotes the secondary asynchronous mirror group to a primary role or demotes the primary asynchronous mirror group
to a secondary role (depending on your selection).

•

If you demoted the primary asynchronous mirror group to a secondary role, and the associated secondary asynchronous
mirror group can be contacted, it is automatically promoted to the primary role. Likewise, if you promoted the secondary
asynchronous mirror group to a primary role, and the associated primary asynchronous mirror group can be contacted, it
is automatically demoted to the secondary role.

•

For both the local and remote storage arrays, the Properties pane for the asynchronous mirror group is updated with the
new role.

Forcing the role change for an asynchronous mirror group
About this task

Use the Force to Primary or Force to Secondary to force a role reversal between asynchronous mirror groups. You can either
force the promotion of the selected asynchronous mirror group to a primary role or force the demotion of the selected
asynchronous mirror group to a secondary role.
You might want to use the Force to Primary option or Force to Secondary option when you want to perform a role reversal
and a communication problem between the local storage array and the remote storage array is preventing the promotion of the
secondary asynchronous mirror group at the remote site or the demotion of the primary asynchronous mirror group at the local
site. When the communication problem has been resolved, a Dual Primary Asynchronous Mirroring condition occurs. Use the
Recovery Guru to recover from this error. Note that a forced promotion is not allowed when resolving a dual-role conflict.
To avoid the Dual Primary Asynchronous Mirroring condition and subsequent recovery steps, wait until the connection between
the storage arrays is operational to perform the role reversal.
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Note: If two storage arrays of a mirroring configuration become disconnected, and the primary side of an asynchronous
mirror group is force demoted to a secondary role, and the secondary side of an asynchronous mirror group is force promoted
to a primary role, then when communication is restored, the asynchronous mirror groups on both storage arrays are placed in
the Role-Change-In-Progress state and will complete the role change process by transferring the change logs, resynchronizing, setting the asynchronous mirror group state back to a normal operating state, and continuing with periodic
synchronizations.

When is a force promotion allowed?
•

Forced promotion of a secondary asynchronous mirror group is allowed only if all member volumes of the asynchronous
mirror group have been synchronized and have consistent recovery points.

•

If any of the member volumes of an asynchronous mirror group are in the process of an initial synchronization, then forced
promotion is not allowed.

•

If any of the member volumes of an asynchronous mirror group do not have a point-in-time image of the consistency point
(for example, due to a full-repository error), then forced promotion is not allowed.

•

Forced promotion of a secondary asynchronous mirror group is not allowed if the asynchronous mirror group does not
contain member volumes.

•

Forced promotion of an asynchronous mirror group is not allowed if the asynchronous mirror group is in the Failed, RoleChange-Pending, or Role-Change-In-Progress states or if any of the associated member volumes or repository volumes are
failed.

Guidelines
Keep these guidelines in mind:
•

The role reversal change affects all asynchronous mirrored pairs within the selected asynchronous mirror group. For
example, when a primary asynchronous mirror group is demoted to a secondary role, all the primary volumes of the
asynchronous mirrored pairs in that asynchronous mirror group are also demoted to secondary volumes.

•

If demoting a primary asynchronous mirror group to a secondary role and the current secondary asynchronous mirror group
cannot be contacted, you can force the promotion to a primary role in the mirror relationship. Likewise, if promoting a
secondary asynchronous mirror group to a primary role and the current primary asynchronous mirror group cannot be
contacted, you can force the demotion to a secondary role in the mirror relationship.

•

Any hosts that are accessing the primary asynchronous mirror group through a mapping have read-only access to the
asynchronous mirrored pairs within the asynchronous mirror group. When the primary asynchronous mirror group becomes
a secondary asynchronous mirror group, hosts that has been mapped to the mirrored volumes within the group no longer
have write access to it.

•

When the secondary asynchronous mirror group becomes a primary asynchronous mirror group, any hosts that are accessing
the asynchronous mirrored pairs within the asynchronous mirror group are now be able to write to the asynchronous
mirrored pairs.

Canceling a pending role change
About this task

Use the Cancel Pending Role Change option to cancel a pending role change operation for an asynchronous mirror group. The
synchronization operation completes for the asynchronous mirror group, even though the role change operation is cancelled.
Periodic synchronization resumes as usual.
To cancel the pending role change operation, perform the following:
From the Array Management Window, select the asynchronous mirror group that is in the pending role change and then select
Copy Services > Mirroring > Asynchronous Mirroring > Mirror Group > Advanced > Cancel Pending Role Change.
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Changing the synchronization settings for an asynchronous mirror group
About this task

Use the Change Synchronization Settings option to change the synchronization settings and warning thresholds that the
controller owner of the primary side of the asynchronous mirror group uses when it performs an initial synchronization or
resynchronization. Changing the synchronization settings affects the synchronization operations of all asynchronous mirrored
pairs within the asynchronous mirror group.
Note: The controller owner of the primary side of the asynchronous mirror group uses the synchronization settings, so this
change option is not available for the secondary side of the asynchronous mirror group.

Keep these guidelines in mind:
•

The asynchronous mirroring process is initiated at a defined synchronization method, which is either manual or automatic.
Periodic point-in-time images are replicated instead of primary storage as only the changed data is copied and not the entire
volume.

•

If you choose manual as the synchronization method, then you must use the Manual Resynchronization option to send
updates of modified data from the local storage array to the remote storage array. If you choose automatic as the
synchronization method, you must specify the interval value. The interval value defines the time between automatically
sending updates of modified data from the local storage array to the remote storage array.

Steps

1. In the Array Management Window, select the primary asynchronous mirror group and then select Copy Services >
Mirroring > Asynchronous Mirroring > Mirror Group > Change > Synchronization Settings.
2. On the Change Synchronization Settings dialog, edit the following synchronization settings as appropriate:
Setting

Description

Synchronization method

Set the synchronization method to specify whether you want to update the
secondary point-in-time image on the remote storage array either manually or
automatically. Choose one of the following options:

Synchronization warning threshold

•

Manual —Specifies that you must explicitly update the secondary point-intime image using the Manual Resynchronization menu option. Select this
option to manually start resynchronization for all asynchronous mirrored
pairs within the asynchronous mirror group.

•

Automatic —Using the drop-down, specify the time from the beginning of
the previous update to the beginning of the next update. To change the
automatic synchronization interval from the default of every 10 minutes, edit
the interval value, which is defined in minutes.

If you set the synchronization method to occur automatically, set the
synchronization warning threshold.
•
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The synchronization warning threshold is a configurable value that
determines when a warning is triggered for cases in which the
synchronization of all of the volumes takes longer than the defined time.
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Setting

Description

Recovery point warning threshold

If you set the synchronization method to occur automatically, set the recovery
point warning threshold.
•

The recovery point warning threshold is a configurable value that determines
when a warning is triggered when the automatic data update for the point-intime image on the remote storage array is older than the defined time. Define
the threshold from the end of the previous update. To change the warning
threshold from the default, edit the threshold value using the spinner box.
Note: You must set the Recovery Point Threshold to be twice as large as

the synchronization interval threshold.
Repository warning threshold

Set the repository warning threshold.
•

The repository warning threshold specifies a configurable value that
determines when a warning is triggered when the capacity of a mirror
repository reaches the defined percentage. Define the threshold by percentage
(%) of the capacity remaining. To change the warning threshold from the
default of 80%, edit the threshold value using the spinner box.

3. Click OK to apply your changes to the synchronization settings.
Testing the communication link between asynchronous mirror groups
Before you begin

Make sure that the asynchronous mirror group that you want to test exists on the local and remote storage arrays.
About this task

Use the Test Communication Link dialog to diagnose possible communication problems between the local storage array and the
remote storage array associated with an asynchronous mirror group.
Note: This topic applies only to asynchronous mirroring.

The communication test has four tests:
1. Connectivity — Verifies that the two controllers have a communication path. The connectivity test sends an inter-controller
message between the storage arrays, and then validates that the corresponding asynchronous mirror group on the remote
storage array exists. It also validates that the member volumes of the asynchronous mirror group on the remote storage array
match the member volumes of the asynchronous mirror group on the local storage array.
2. Latency — Sends a SCSI test unit command to each mirrored volume on the remote storage array associated with the
asynchronous mirror group to test the minimum, average, and maximum latency.
3. Bandwidth — Sends two inter-controller messages to the remote storage array to test the minimum, average, and maximum
bandwidth as well as the negotiated link speed of the port on the controller performing the test.
4. Port connections — Shows the port that is being used for mirroring on the local storage array and the port that is receiving
the mirrored data on the remote storage array.
After the communication test has been completed, this dialog shows a Normal status or a Passed status or a Failed status. The
tests can fail with the following error conditions:
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•

Network error

•

Timeout error

•

Login error
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•

Missing remote asynchronous mirror group

•

Asynchronous mirror group member mismatch

•

A volume on the remote storage array is offline

•

Connection error (Local storage array is not connected or the remote storage array cannot be contacted.)
Note: If the communication test returns a Failed status, the test continues to run after you close this dialog until

communication between the asynchronous mirror group is restored. If you have enabled resynchronization, the asynchronous
mirror group automatically synchronizes. Otherwise, select Copy Services > Mirroring > Asynchronous Mirroring >
Mirror Group > Manual Resynchronization to manually start re-synchronization.
Steps

1. In the Array Management Window, select the asynchronous mirror group you want to test, and select Copy Services >
Mirroring > Asynchronous Mirroring > Mirror Group > Test Communication Link.
2. Select one or more communication tests to perform between the local and remote storage arrays associated with the
asynchronous mirror group and click Start.
3. Review the information displayed in the dialog.
•

If the communication test is normal with no errors, the asynchronous mirror group is communicating correctly.

•

If the communication test returns a Passed status (but not normal), check possible network or connection problems and
retry the test.

•

If the communication test returns a Failed status, the reason for the failure is indicated. Refer to the Recovery Guru to
correct the problem.

•

If the communication test returns a port connection error, the reason may be that the local storage array is not connected
or the remote storage array cannot be contacted. Refer to the Recovery Guru to correct the problem.

Viewing the asynchronous mirroring port connections
Before you begin

•

The local storage array and the remote storage array must be connected through a proper Fibre Channel (FC) fabric or iSCSI
interface.

•

If you are using an FC connection, the Asynchronous Mirroring feature must be activated on the local storage array and on
the remote storage array that is used for mirroring activities.

About this task

Use the View Mirroring Port Connections option to view the available port connections between the local storage array and the
selected remote storage array that can be used for the asynchronous mirroring configuration. You can also use this option to help
diagnose connectivity problems between the storage arrays. This operation may take several minutes to complete.
Steps

1. From the Array Management Window, select the local storage array for which you want to gather port connection
information and then select Copy Services > Mirroring > Asynchronous Mirroring > View Mirroring Port
Connections.
The View Mirroring Port Connections dialog appears.
2. To show the remote storage arrays that can be used for the asynchronous mirroring configuration, select a remote storage
array from the drop-down list.
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The drop-down lists the remote storage arrays that have the same connection type as the local storage array.
Both Fibre Channel and iSCSI connections are supported. If the remote storage array is capable of both Fibre Channel and
iSCSI connectivity, you can simply choose which connection type to use.
3. If you chose a remote storage array that is capable of both Fibre Channel and iSCSI connectivity, do the following: In the
Connection type drop-down, choose which connection type to use (the default is Fibre Channel).
4. Click Start.
Values appear for the selected storage arrays in the Results area. The system displays all the ports that the local controller
can use to connect to the remote storage array.

Suspending and resuming asynchronous mirror groups
Suspending an asynchronous mirror group
About this task

Use the Suspend option to suspend data transfer between all asynchronous mirrored pairs in an asynchronous mirror group
without removing the mirror relationship.
The Suspend option lets you suspend the synchronization of data on all asynchronous mirrored pairs at the asynchronous mirror
group level. This option is more efficient than suspending asynchronous mirrored pairs individually, and helps to reduce any
performance impact to the host application that might occur while any changed data on the local storage array is copied to the
remote storage array.
When an asynchronous mirror group is in a suspended state, no attempt is made to copy data from the primary volumes to the
secondary volumes of the asynchronous mirrored pairs. Any writes to the primary side of the asynchronous mirror group are
persistently logged in its associated mirror repository volumes. After the asynchronous mirror group is resumed, only the
modified regions of the primary volumes are written to the secondary volumes.
Note: The Suspend Asynchronous Mirror Group option is available on the local storage array only. This option is not
available on the remote storage array.

Keep these guidelines in mind when you suspend an asynchronous mirror group:
•

Any data that is written to the primary side of the asynchronous mirror group is logged while the mirror group is suspended
and is written automatically to the secondary side of the asynchronous mirror group when the asynchronous mirror group is
resumed. A full synchronization is not required.

•

The state of the asynchronous mirror group and asynchronous mirrored pairs stays suspended until you use the Resume
option to resume synchronization activity.

Steps

1. In the Array Management Window of the local storage array, select an asynchronous mirror group to suspend and then select
Copy Services > Mirroring > Asynchronous Mirroring > Mirror Group > Suspend to suspend the selected
asynchronous mirror group.
The system displays the Confirm Suspend Asynchronous Mirror Group dialog.
2. On the Confirm Suspend Asynchronous Mirror Group dialog, type yes in the text box to confirm that you want to
suspend mirror operations for the asynchronous mirror group, and then click Suspend.
3. After the Suspend operation is complete, the system performs the following actions:
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•

Displays the asynchronous mirror group and asynchronous mirrored pairs as Suspended in the Properties pane in the
Array Management Window.

•

The Suspended icon appears next to the suspended asynchronous mirrored pairs.
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Resuming an asynchronous mirror group
About this task

Use the Resume Asynchronous Mirror Group option to resume data transfer between all asynchronous mirrored pairs in an
asynchronous mirror group. Data written to the primary volumes while the asynchronous mirror group was suspended is written
to the secondary volumes immediately. Periodic synchronization resumes if an automatic synchronization interval has been set.
The Resume Asynchronous Mirror Group option enables you to resume synchronization of data for all asynchronous
mirrored pairs at the asynchronous mirror group level. After an asynchronous mirror group is resumed, only the modified
regions of the primary volumes are written to the secondary volumes.
Note: The Resume Asynchronous Mirror Group option is available on the local storage array only. This option is not

available on the remote storage array.
Steps

1. Select an asynchronous mirror group designated with the primary role for which you wish to resume mirror operations and
then select Copy Services > Mirroring > Asynchronous Mirroring > Mirror Group > Resume to resume the
asynchronous mirror group.
The system displays the Confirm Resume Asynchronous Mirror Group dialog.
2. On the Confirm Resume Asynchronous Mirror Group dialog, select Yes to confirm that you want to resume mirroring
operations for the asynchronous mirror group.
After the resume operation is complete, the system displays the asynchronous mirror group and asynchronous mirrored pair
status as Optimal or Non-Optimal in the Properties pane in the Array Management Window that contains the resumed
asynchronous mirror group.

Synchronous mirroring
Note: The availability of the Synchronous Mirroring feature varies depending on your controller, your specific model of
controller, and the features that you have enabled.

Two types of mirroring are available on the storage array:
•

Asynchronous mirroring

•

Synchronous mirroring

This section describes synchronous mirroring.
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on

the E2600 controller and the E5400 controller. It is not supported on the later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.
Related tasks

Changing a primary mirror volume to a secondary volume on page 329
Changing a secondary mirror volume to a primary volume on page 328
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About synchronous mirroring
The Synchronous Mirroring feature is used for online, real-time data replication between storage arrays over a remote distance.
Storage array controllers manage the mirror operation, which is transparent to host machines and software applications.
You create one or more mirrored pairs that consist of a primary volume at the primary site and a secondary volume at a
secondary, remote site. After you create the mirror relationship between the two volumes, the current owner of the primary
volume copies all of the data from the primary volume to the secondary volume. This process is called a full synchronization.
Attention: Possible loss of data access – You cannot create a mirror relationship if the primary volume contains unreadable

sectors. Furthermore, if an unreadable sector is discovered during a mirror operation, the mirror relationship fails.
Note: Because replication is managed on a per-volume basis, you can mirror individual volumes in a primary storage array to
appropriate secondary volumes in several different remote storage arrays.

Supported hardware configurations and connectivity requirements
•

Synchronous mirroring is supported only in dual-controller hardware configurations.

•

You must attach dedicated synchronous mirroring ports to a Fibre Channel fabric environment. In addition, these ports must
support the Directory Service interface and the Name Service.

•

You can use a fabric configuration that is dedicated solely to the synchronous mirroring ports on each controller. In this case,
host systems can connect to the storage arrays using fabric, Fibre Channel Arbitrated Loop (FC-AL), or point-to-point
configurations. These configurations are totally independent of the dedicated synchronous mirroring fabric.
Alternatively, you can use a single Fibre Channel fabric configuration for both the synchronous mirroring connectivity and
for the host I/O paths to the controllers.

Disaster recovery
The secondary, remote volume is unavailable to secondary host applications while the mirror operation is in progress. In the
event of a disaster at the primary site, you can fail over to the secondary site. To fail over, perform a role reversal to promote the
secondary volume to a primary volume. Then the recovery host is able to access the newly promoted volume, and business
operations can continue.
Data replication
When the current owner of the primary volume receives a write request from a host, the controller first logs information about
the write to a special volume. This volume is called a mirror repository volume. It writes the data to the primary volume. Next,
the controller initiates a remote write operation to copy the affected data blocks to the secondary volume at the remote site.
Finally, the controller sends an I/O completion indication back to the host system to confirm that the data was copied
successfully to the secondary storage array. The write mode that you selected when you first created a remote mirror determines
when the I/O completion indication is sent to the host system.
The storage management software provides two write modes:
•

Synchronous write mode – When you select this write mode, any host write requests are written to the primary volume and
then copied to the secondary storage volume. The controller sends an I/O completion indication to the host system after the
copy has been successfully completed.

•

Asynchronous write mode – When you select this write mode, host write requests are written to the primary volume. Then
the controller sends an I/O completion indication back to the host system before the data has been successfully copied to the
secondary storage array.
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.

312

Storage arrays

When write caching is enabled on either the primary volume or the secondary volume, the I/O completion is sent when data is in
the cache on the side (primary or secondary) where write caching is enabled. When write caching is disabled on either the
primary volume or the secondary volume, the I/O completion is not sent until the data has been stored to physical media on that
side.
Host write requests received by the controller are handled normally. No communication takes place between the primary storage
array and the secondary storage array.
Link interruptions or secondary volume errors
When processing write requests, the primary controller might be able to write to the primary volume, but a link interruption
prevents communication with the remote secondary controller.
In this case, the remote write cannot complete to the secondary volume. The primary volume and the secondary volume are no
longer appropriately mirrored. The primary controller changes the mirrored pair into Unsynchronized status and sends an I/O
completion to the primary host. The primary host can continue to write to the primary volume, but remote writes do not take
place.
When connectivity is restored between the current owner of the primary volume and the current owner of the secondary volume,
a full synchronization takes place. Only the blocks of data that have changed on the primary volume during the link interruption
are copied to the secondary volume. The mirrored pair changes from an Unsynchronized state to Mirror Synchronization in
Progress status.
The primary controller also marks the mirrored pair as Unsynchronized when a volume error on the secondary side prevents the
remote write from completing. For example, an offline secondary volume or a failed secondary volume can cause the remote
mirror to become unsynchronized. When the volume error is corrected (the secondary volume is placed online or is recovered to
Optimal status), a full synchronization automatically begins. The mirrored pair then changes to Synchronization in Progress
status.
Connectivity and volume ownership
A primary controller attempts to communicate only with its matching controller in the secondary storage array. For example,
controller A in the primary storage array attempts communication only with controller A in the secondary storage array. The
controller (A or B ) that owns the primary volume determines the current owner of the secondary volume. If the primary volume
is owned by controller A on the primary side, the secondary volume is owned by controller A on the secondary side. If primary
controller A cannot communicate with secondary controller A , controller ownership changes do not take place.
The next remote write processed automatically triggers a matching ownership change on the secondary side if one of these
conditions exists:
•

When an I/O path error causes a volume ownership change on the primary side

•

If the storage administrator changes the current owner of the primary volume

For example, a primary volume is owned by controller A , and then you change the controller owner to controller B. In this case,
the next remote write changes the controller owner of the secondary volume from controller A to controller B. Because
controller ownership changes on the secondary side are controlled by the primary side, they do not require any special
intervention by the storage administrator.
Controller resets and storage array power cycles
Sometimes a remote write is interrupted by a controller reset or a storage array power cycle before it can be written to the
secondary volume. The storage array controller does not need to perform a full synchronization of the mirrored pair in this case.
A controller reset causes a controller ownership change on the primary side from the preferred controller owner to the alternate
controller in the storage array. When a remote write has been interrupted during a controller reset, the new controller owner on
the primary side reads information stored in a log file in the mirror repository volume of the preferred controller owner. It then
copies the affected data blocks from the primary volume to the secondary volume, eliminating the need for a full
synchronization of the mirrored volumes.
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Synchronous Mirroring feature activation
Like other features, you enable the Synchronous Mirroring feature by purchasing a feature key file from your storage supplier.
You must enable the feature on both the primary storage array and the secondary storage array.
Unlike other features, you also must activate the feature after you enable it. To activate the feature, use the Activate Synchronous
Mirroring Wizard in the Array Management Window (AMW). Each controller in the storage array must have its own mirror
repository volume for logging write information to recover from controller resets and other temporary interruptions. The
Activate Synchronous Mirroring Wizard guides you to specify the placement of the two mirror repository volumes (on newly
created free capacity or existing free capacity in the storage array).
After you activate the feature, one Fibre Channel (FC) host side I/O port on each controller is solely dedicated to synchronous
mirroring operations. Host-initiated I/O operations are not accepted by the dedicated port. I/O requests received on this port are
accepted only from remote controllers that are participating in synchronous mirroring operations with the controller.
Restrictions
These restrictions apply to mirrored volume candidates and storage array mirrors:
•

The Synchronous Mirroring feature is not supported in a simplex configuration.

•

RAID level, caching parameters, and segment size can be different on the two mirrored volumes.

•

The secondary volume must be at least as large as the primary volume.

•

The only type of volume that might participate in a mirror relationship is a standard volume.

•

A primary volume can be a source volume or a target volume in a volume copy. A secondary volume cannot be a source
volume or a target volume unless a role reversal was initiated after the copy has completed. If a role reversal is initiated
during a Copy in Progress status, the copy fails and cannot be restarted.

•

A given volume might participate in only one mirror relationship.

Performance considerations for synchronous mirroring
When the data on the primary volume and the secondary volume that are participating in synchronous mirroring are no longer
synchronized, the current owner of the primary volume performs a copy operation to resynchronize the data between the
mirrored pair.
The current owner of the primary volume performs this operation in the background. At the same time, the controller processes
local I/O writes to the primary volume and associated remote writes to the secondary volume. Because the resynchronization
diverts controller processing resources from I/O activity, resynchronization can have a performance impact to the host
application. The synchronization priority defines how much processing time is allocated for synchronization activities relative to
system performance.
Keep these guidelines in mind to help you determine how long a synchronization priority might take and how much various
synchronization priorities can affect system performance.
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.

Synchronization priority rates
These priority rates are available:
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•

Lowest

•

Low

•

Medium
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•

High

•

Highest

The lowest priority rate supports system performance, but the resynchronization takes longer. The highest priority rate supports
the resynchronization, but system performance might be compromised. These guidelines roughly approximate the differences
between the five priorities. Volume size and host I/O rate loads affect the synchronization time comparisons.
Priority Rate for Full
Synchronization

Time Elapsed Compared to Highest Synchronization Rate

Lowest

Approximately eight times as long as at the highest priority rate.

Low

Approximately six times as long as at the highest priority rate.

Medium

Approximately three-and-a-half times as long as at the highest priority rate.

High

Approximately twice as long as at the highest priority rate.

Related tasks

Changing the synchronous mirroring synchronization settings on page 330
Create Synchronous Mirroring Wizard: Select synchronization settings on page 321

Activating the Synchronous Mirroring feature
Use the Activate Synchronous Mirroring Wizard to activate the Synchronous Mirroring feature on both the storage array that
contains the primary volume candidate and the storage array that contains the secondary volume candidate. The wizard guides
you through the major steps.
Keep these guidelines in mind when you work with the Synchronous Mirroring feature:
•

When the Synchronous Mirroring feature is in use, there are limits to the number of volumes that are supported on a given
storage array. Before you activate the Synchronous Mirroring feature, make sure that the number of configured volumes on
your storage array is less than the supported limit. When you activate the Synchronous Mirroring feature, two mirror
repository volumes are created that count against the volume limit.

•

The number of supported mirror definitions is dependent on the hardware in your storage array. Refer to the initial setup
guide for your hardware for the number of supported mirror definitions.

•

Make sure that the switch fabric is configured appropriately before you start this procedure.

•

Reservations on secondary volumes are blocked. However, reservations on primary volumes are allowed.

•

You must complete these tasks before you can use the wizard:
◦

Make sure that the storage arrays that contain the two volumes for which you want to create a mirror relationship are
connected together through a Fibre Channel fabric interface.

◦

Enable the Synchronous Mirroring feature on both storage arrays (primary and secondary) by using a feature key file.

Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.

To learn more about the wizard before you start, see the “Preview of the Activate Synchronous Mirroring Wizard” section.
Using the Activate Synchronous Mirroring Wizard
To use the Activate Synchronous Mirroring Wizard, select Copy Services > Mirroring > Activate.
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Follow the directions on each wizard dialog, and click Next to move to the next wizard dialog. For context-sensitive help for
each wizard dialog, click Help.
To close the confirmation dialog, click OK. These conditions occur:
•

Two mirror repository volumes, one for each controller, are created as a resource for the controller that manages the remote
mirror.

•

The host port on each controller is now dedicated to Synchronous Mirroring communication.

•

The dedicated host ports will not accept read/write requests from a host application.

•

You can now create a remote mirror.
Note: Before you continue, make sure that the Synchronous Mirroring feature is enabled and active on both the primary

storage array and the secondary storage array.
Preview of the Activate Synchronous Mirroring Wizard
After you enable the Synchronous Mirroring feature and before you create a remote mirror, you must activate the Synchronous
Mirroring feature. This list describes some of the dialogs that you will encounter when you use the Activate Synchronous
Mirroring Wizard:
•

The Activate Synchronous Mirroring Wizard - Introduction dialog lets you select the free capacity or the unconfigured
capacity node on which to place the mirror repository volumes.

•

The Activate Synchronous Mirroring Wizard - Create Volume Group dialog lets you specify a new volume group where the
mirror repository volumes will reside. This dialog also lets you specify the RAID level of the volume group that will meet
the mirror repository volume data storage requirements and protection requirements.

•

The Activate Synchronous Mirroring Wizard - Preview dialog explains the results of the activation and lets you return to
previous dialogs or to finish the activation.

Activate Synchronous Mirroring Wizard: Introduction
About this task

Use the Activate Synchronous Mirroring Wizard - Introduction dialog to specify where to allocate capacity for the mirror
repository volumes.
Note: The Free Capacity node or Unconfigured Capacity node that you select for the mirror repository volumes must have a
total of 256 MB capacity available. Two mirror repository volumes are created on this capacity, one for each controller.
Steps

1. Choose the capacity node on which to place the mirror repository volumes.
Note: If you do not highlight either type of node, the Free Capacity option is selected. However, if no capacity is

available, the Unconfigured Capacity option is selected.
•

Free Capacity – Go to step 2 on page 317.

•

Unconfigured Capacity – Go to step 4 on page 317.

The Free Capacity option is selected by default if you first highlighted a free capacity node on the Storage & Copy
Services tab before entering the wizard. This option is also the default selection if you have free capacity on the storage
array, but no unconfigured capacity.
The Unconfigured Capacity option is selected if you first highlighted the unconfigured capacity node on the Storage &
Copy Services tab or if you selected unassigned drives on the Hardware tab before you entered the wizard. This option is
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also the default selection if you have unconfigured capacity on the storage array but do not have free capacity on any existing
volume groups.
2. Select a Free Capacity node on which to place the mirror repository volumes.
A list of Free Capacity nodes on the existing volume groups appears. The list shows the capacities and the RAID levels for
the nodes.
3. Select the node on which to place the volume, and click Next to continue the volume creation process.
The Activate Synchronous Mirroring - Preview dialog appears.
4. Select an Unconfigured Capacity node on which to place the mirror repository volumes.
5. To continue the volume creation process by creating a new volume group, click Next.
The Activate Synchronous Mirroring - Create Volume Group dialog appears.
Activate Synchronous Mirroring Wizard: Create volume group
About this task

Use the Activate Synchronous Mirroring Wizard - Create Volume Group dialog to specify a new volume group where the mirror
repository volume will reside. In addition, use this dialog to specify the RAID level of the volume group that will meet data
storage and protection requirements for the mirror repository volume.
Steps

1. Select the RAID level that meets your data storage and protection requirements for the mirror repository volume.
Note: The RAID level settings for the volume groups where the mirror repository volumes reside do not have to be the

same as the RAID level settings for the volume groups that contain the primary volumes or the secondary volumes.
RAID level choices are:
•

RAID Level 1

•

RAID Level 5

•

RAID Level 6
Note: Select only RAID Level 1, RAID Level 5, or RAID Level 6. You cannot select RAID Level 0, which does not have
redundancy. Your choice of RAID level affects the capacities of the listed volume groups.

2. Choose one of these methods for defining which available drives to use in the volume group. The Automatic drive selection
choice is the default selection.
Note: The Manual method requires an expert understanding of drive redundancy and the use of optimal drive
configurations.

•

Automatic – Go to step 3 on page 317.

•

Manual – Go to step 4 on page 317.

3. Select one volume group, and click Next.
The Activate Synchronous Mirroring Wizard - Preview dialog appears.
4. Select the specific drives that will comprise the volume group. A table shows the drive location information and the
individual drive capacities.
Note: You are limited as to how much drive capacity you can have in a single volume group. These limits vary according

to your storage array. For more information, refer to the initial setup guide for your hardware.
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5. Select either a drive or multiple drives to include in the volume group, and click Apply.
Note: RAID Level 1 requires an even number of drives, and RAID Level 5 require a minimum of three drives. RAID

Level 6 requires a minimum of five drives. If you do not select the applicable number of drives for the chosen RAID level,
an error message appears. Change your drive selections, and click Apply again.
The area next to the Apply button shows the corresponding volume group capacity.
6. Click Next.
Activate Synchronous Mirroring Wizard: Preview
Activating the Synchronous Mirroring feature logs out of any connections to controller host bus adapter (HBA) host port 4 for
both controllers in the storage array. This process reserves the port for mirror data transmission. I/O requests received on this
port are accepted only from the remote preferred owner of the other volume in the mirrored pair.
Note: Before you can create a remote mirror, you must activate synchronous mirroring on both the primary site and the
secondary site.

After you have activated synchronous mirroring on the primary storage array and the secondary storage array, you can start
creating remote mirrors. If you have not already created the primary volume and secondary volume, create those volumes before
you create the remote mirror.
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on the later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.

If you need to deactivate the Synchronous Mirroring feature at a later time, select Copy Services > Mirroring > Deactivate.

Deactivating synchronous mirroring
About this task

Use the Deactivate Synchronous Mirroring option to deactivate the Synchronous Mirroring feature.
Keep these guidelines in mind when deactivating synchronous mirroring:
•

You must delete all mirror relationships before you can deactivate the Synchronous Mirroring feature. If you do not delete all
mirror relationships before performing this procedure, an error message appears.

•

The Deactivate Synchronous Mirroring option does not disable the feature. While the feature is enabled, you can activate the
Synchronous Mirroring again by using the Activate Synchronous Mirroring Wizard.

•

Using the Deactivate Synchronous Mirroring option deletes the two mirror repository volumes. Using this option is the only
way that you can delete the mirror repository volumes.

Steps

1. Select Copy Services > Mirroring > Deactivate.
2. Click Yes.
These results occur:
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•

The two mirror repository volumes are deleted.

•

The controller host bus adapter host channels that were dedicated for synchronous mirroring communication can now
accept host read and write requests.

•

None of the volumes in this storage array are able to participate in mirror relationships as either primary volumes or
secondary volumes.
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Related concepts

Premium feature options on page 23

Creating the synchronous mirroring relationship
Related tasks

Changing the write mode on page 331
Testing communications on page 332
Create Synchronous Mirroring Wizard: Introduction
The Create Synchronous Mirroring Wizard guides you through the mirror creation process. Before you continue, make sure that
you have completed these tasks:
•

Make sure that the storage arrays containing the two volumes you want to mirror are connected together through a Fibre
Channel fabric interface.

•

Enable the Synchronous Mirroring feature on both storage arrays (primary and secondary) by using a feature key file.

•

Activate the Synchronous Mirroring feature on both storage arrays (primary and secondary) by selecting Copy Services >
Mirroring > Activate in the Array Management Window.

•

Make sure that the secondary storage array contains a volume that has a capacity that is greater than or equal to the capacity
of the primary volume in the mirrored pair.

To start creating a remote mirror, follow the directions on the wizard dialog, and click Next.
Create Synchronous Mirroring Wizard: Select storage array
About this task

Use the Create Synchronous Mirroring Wizard - Select Storage Array dialog to specify the storage array that contains the
secondary volume to include in the mirrored pair.
Steps

1. Select the storage array that contains the secondary volume that you want to include in the mirrored pair.
If the storage array you want to use is not in the list, add it in the Enterprise Management Window by selecting Edit > Add
Storage Array.
Keep these guidelines in mind:
•

All storage arrays with the Synchronous Mirroring feature activated are listed and can be used for Synchronous
Mirroring.

•

Storage arrays are listed by their storage array name. If you have not named the storage arrays, they will all be listed as
"unnamed."

2. Click Next.
Create Synchronous Mirroring Wizard: Select secondary volume
About this task

Use the Create Synchronous Mirroring Wizard - Select a Secondary Volume dialog to select the volume to be used as the
secondary volume in the mirrored pair.
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The volumes that appear in this dialog are sorted by capacity, starting with the volume nearest to the capacity of the primary
volume capacity. Volumes with identical capacity are sorted alphabetically. Selected primary volumes and selected secondary
volumes can have different RAID levels, segment sizes, and caching parameters.
Keep these guidelines in mind when you select a secondary volume:
•

Secondary volumes are read only. Hosts that are mapped to a volume no longer have write access to the volume after the
volume is selected as the secondary volume in a Synchronous Mirroring. Defined mappings remain, which permit any
mapped host to write to the volume if it is promoted to the primary role during a role reversal, or if the mirror relationship is
removed.

•

Persistent reservations are not allowed on a secondary volume. If a volume has any type of reservation when it is selected as
a secondary volume, the primary volume detects a reservation conflict at its first write request to the secondary volume. The
primary volume clears the reservation automatically. Subsequent requests to place a reservation on the secondary volume are
rejected.

•

A storage array volume can participate in only one mirror relationship.

•

If the volume that you want to use is not in the list, make sure that its capacity is greater than or equal to the capacity of the
primary volume.

•

If compatible volumes do not exist on the storage array, an error message appears. Click OK in the error dialog to return to
the Create Synchronous Mirroring Wizard - Select Remote Storage Array dialog.

Steps

1. Select the secondary volume to be included in the mirrored pair. You can select only one.
These volumes are not valid secondary volume candidates and do not appear in the list:
•

Volumes that are already participating in a mirror relationship

•

Mirror repository volumes

•

Standard volumes with a Failed status

•

Standard volumes with actual capacities that are smaller than the primary volume
Note: If a secondary volume is chosen with an actual capacity that is larger than the primary volume, the usable capacity
is restricted to the size of the primary volume.

2. Click Next.
Create Synchronous Mirroring Wizard: Set write mode
About this task

Use the name of the dialog to set the way in which you want writes to the remote storage array acknowledged to the host system
that sent the I/O request.
When Synchronous write mode is selected, the controller on the primary storage array waits until data has been successfully
copied to the secondary storage array before sending an I/O completion back to the host system. If Asynchronous write mode is
selected, the primary-side controller sends an I/O completion to the host system before the data has successfully been copied to
the secondary storage array.

320

•

Synchronous write mode – This mode offers the best chance of full data from the secondary storage array in the event of a
disaster. This event occurs at the expense of host I/O performance and is the preferred mode of operation.

•

Asynchronous write mode – This mode offers faster host I/O performance, but the mode does not guarantee that data was
successfully written to the secondary volume before indicating a successful write to the host system.
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Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.
Steps

1. Select one of these write modes:
•

Synchronous write mode

•

Asynchronous write mode
Note: If you select Asynchronous write mode, the Add to write consistency mode group check box is available.

2. If you want to make sure that writes to the secondary storage array are completed in the same order as on the primary storage
array, select the Add to write consistency mode group check box.
Note: Selecting this option might impact host I/O performance.

3. Click Next.
Related concepts

What is a write consistency group? on page 423
What is a write consistency group? on page 423
Create Synchronous Mirroring Wizard: Select synchronization settings
About this task

Use the Create Synchronous Mirroring Wizard - Select Synchronization Settings dialog to set the rate at which the controller
owner of the primary volume synchronizes data with the secondary volume and the resynchronization setting for the mirrored
pair.
The controller owner of the primary volume uses the synchronization priority, but a synchronization priority is also set on the
secondary volume at this time in case it is promoted to a primary volume.
Note: The rate set on this dialog applies to both the primary volume and the secondary volume. You can modify the rate on

the primary volume at a later time by selecting Copy Services > Mirroring > Synchronous Mirroring > Change >
Synchronization Settings.
Steps

1. To change the synchronization priority to a higher setting or a lower setting, move the slider bar to the right or left.
Note: Higher settings allocate more resources to synchronization at the expense of system performance. If you decide
later that the synchronization priority is too low or too high, you can change it.

2. Choose one of these resynchronization methods:
•

Manual Resynchronization (the recommended option) – Select this option to start resynchronization manually after
communication is restored to a mirrored pair in an Unsynchronized state. This option provides the best opportunity for
recovering data.

•

Automatic Resynchronization – Select this option to start resynchronization automatically after communication is
restored to a mirrored pair in an Unsynchronized state.
Note: If you have a problem with Synchronous Mirroring resynchronization, you cannot set the synchronization mode to
automatic in an attempt to restart synchronization. You must manually resynchronize the mirrored pair. Use the resume
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syncMirror command to manually resynchronize the mirrored pair. After you manually resynchronize the mirrored pair,

you can set the synchronization mode to automatic, and, if you encounter any communication problems later, the mirrored
pair automatically resynchronizes.
3. To set the synchronization priority and resynchronization method and to finish the creation of the Synchronous Mirroring,
click Finish.
Related concepts

Performance considerations for synchronous mirroring on page 314
About synchronous mirroring on page 312
Which resynchronization method should I choose? on page 416
Create Synchronous Mirroring Wizard: Select primary volume
About this task

Use the Create Synchronous Mirroring Wizard - Select a Primary Volume dialog to select the volume on the local storage array
to be used as the primary volume in the mirrored pair.
The valid primary volume candidates appear alphabetically in the Create Synchronous Mirroring Wizard - Select a Primary
Volume dialog.
Steps

1. Select the primary volume to be included in the mirrored pair. You can select only one.
These volumes are not valid primary volume candidates and do not appear in the list:
•

Volumes that are already participating in a mirror relationship

•

Mirror repository volumes

•

Standard volumes with a failed status

2. To continue the mirror creation process, click Next.

Monitoring the synchronous mirroring status
The synchronous mirroring status indicates whether the data on the primary volume is replicated identically (fully synchronized)
on the secondary volume. A mirror status is independent of the component status of the underlying volumes in the mirrored pair.
The primary volume icons and the secondary volume icons on the Storage & Copy Services tab indicate both the state of the
volume as well as the state of the remote mirror.
Synchronous mirroring can be in one of four statuses: Synchronized, Synchronization in Progress, Unsynchronized, and
Suspended.
The synchronous mirroring status is represented with different icons on the Storage & Copy Services tab, depending on which
storage array you are monitoring and whether the storage array contains the primary volume or the secondary volume.
Note: Local volumes that are participating in a mirror relationship in either the primary role or the secondary role and
engaged in a long-running operation (such as a modification operation) show the long-running operations icon for standard
volumes until the operation completes. An informational tool tip identifies the volume as either a primary volume or a
secondary volume.

When the storage array that you are monitoring contains the primary volume
If you have opened the Array Management Window for the storage array that contains the primary volume, then the mirror
status is indicated by these icons on the Storage & Copy Services tab.
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Primary Volume Status

Synchronous Mirroring Status and Representation on the Storage & Copy Services tab
Synchronous Mirroring Status

Optimal

Represented on the Storage & Copy
Services tab

Synchronized

Synchronization in Progress

Unsynchronized

Suspended

Degraded

Synchronized

Synchronization in Progress

Unsynchronized

Suspended

Failed

Synchronized

Synchronization in Progress

Unsynchronized

Suspended
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Primary Volume Status

Synchronous Mirroring Status and Representation on the Storage & Copy Services tab
Synchronous Mirroring Status

Offline

Represented on the Storage & Copy
Services tab

Synchronized

Synchronization in Progress

Unsynchronized

Suspended

Representation of the remote secondary volume
If you are monitoring the storage array that contains the primary volume, then the remote secondary volume is represented by
the icons on the Storage & Copy Services tab as shown in these two tables.
Icon

Remote Secondary Volume Representation
The fabric connection between the storage arrays is operational, and the remote storage array and the remote
volume are accessible.
Note: This icon represents the remote volume regardless of its true status (Optimal, Failed, Degraded, or
Offline). To view the true status of the remote volume, open the Array Management Window for the storage
array that contains the volume.

Unresponsive remote secondary volume. One of four different causes appears in the informational tool tip:
•

The remote volume is not accessible.

•

The remote storage array is not accessible.

•

The fabric connection between the storage arrays is not accessible.

•

The remote volume cannot be updated with a new World Wide Identifier (WWID).

The Synchronous Mirroring has been suspended. When synchronous mirroring is in a Suspended status, no
attempt is made to contact the secondary volume. Any writes to the primary volume are persistently logged in the
mirror repository volumes.

When the storage array you are monitoring contains the secondary volume
If you have opened the Array Management Window for the storage array that contains the secondary volume, then the mirror
status is indicated by these icons on the Storage & Copy Services tab.
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Secondary Volume Status

Synchronous Mirroring Status and Representation on the Storage & Copy Services tab
Synchronous Mirroring Status

Optimal

Represented on the Storage & Copy
Services tab

Synchronized

Synchronization in Progress

Unsynchronized

Suspended

Degraded

Synchronized

Synchronization in Progress

Unsynchronized

Suspended

Failed

Synchronized

Synchronization in Progress

Unsynchronized

Suspended
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Secondary Volume Status

Synchronous Mirroring Status and Representation on the Storage & Copy Services tab
Synchronous Mirroring Status

Offline

Represented on the Storage & Copy
Services tab

Synchronized

Synchronization in Progress

Unsynchronized

Suspended

Suspending a mirrored pair
About this task

Use the Suspend Mirrored Pair dialog to suspend data transfer between a primary volume and a secondary volume that are
participating in synchronous mirroring without removing the mirror relationship.
The Suspend option lets you control when the data on the primary volume and the secondary volume should be synchronized.
This option helps to reduce any performance impact to the host application that might occur while any changed data on the
primary volume is copied to the secondary volume.
When a remote mirror is in a Suspended status, no attempt is made to contact the secondary volume. Any writes to the primary
volume are persistently logged in the mirror repository volumes. After the mirrored pair is resumed, only the modified regions
of the primary volume are written to the secondary volume.
Attention: Possible loss of data access – If the selected mirrored pair is part of a write consistency mode group, you will

automatically suspend all mirrored pairs in the write consistency mode group. Use the command line interface to resume
single write-consistent mirrored pairs.
Keep these guidelines in mind when you suspend a mirrored pair:
•

Any data that is written to the primary volume will be logged while the mirrored pair is suspended, and will be written
automatically to the secondary volume when synchronous mirroring is resumed. A full synchronization is not required.

•

The state of the remote mirror stays suspended until you use the Resume Mirrored Pair option to resume synchronization
activity.
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.

Steps

1. Select Copy Services > Mirroring > Synchronous Mirroring > Suspend.
2. In the Suspend Mirrored Pair dialog, select one more mirrored pairs to be suspended.
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To suspend multiple mirrored pairs, select the primary volume or the secondary volume in the mirrored pairs area.
•

To select non-adjacent mirrored pairs, press Ctrl+click.

•

To select adjacent mirrored pairs, press Shift+click.

•

To select all of the available mirrored pairs, click Select All.

3. Click Suspend.
4. In the Suspend Mirrored Pair - Confirmation dialog, type yes in the text box, and click OK.
5. When the selected mirrored volumes have been suspended, in the Suspend Mirrored Pair - Progress dialog, click OK.
The Array Management Window appears, and the primary volume and the secondary volume appear with an Optimal/
Suspended status.
Related concepts

Creating the synchronous mirroring relationship on page 319
What is a write consistency group? on page 423

Resuming a mirrored pair
About this task

Use the Resume Synchronous Mirroring dialog to resume data transfer between a primary volume and secondary volume
participating in synchronous mirroring, after the mirror has been suspended or unsynchronized.
The Resume Mirrored Pairs option enables you to control when the data on the primary volume and the secondary volume
should be synchronized. This ability helps to reduce any performance impact to the host application that might occur while any
changed data on the primary volume is copied to the secondary volume.
After the mirrored pair is resumed, only the regions of the primary volume modified since the mirrored pair were suspended are
written to the secondary volume.
Attention: Possible loss of data access – If the selected mirrored pair is part of a write consistency group, you automatically

suspend all mirrored pairs in the write consistency group. Use the command line interface to resume single write-consistent
mirrored pairs. Any data that is written to the primary volume is logged while the mirrored pair is suspended and is
automatically written to the secondary volume when synchronous mirroring is resumed. A full synchronization is not
required. The state of the remote mirror remains suspended until you use the Resume Mirrored Pair option to resume
synchronization activity.
Steps

1. Select Copy Services > Mirroring > Synchronous Mirroring > Resume.
2. Select one or more suspended mirrored pairs.
3. Click Resume.
4. To resume data transfer to the mirrored pairs that you selected, click Yes.
5. Click OK.
Related concepts

Creating the synchronous mirroring relationship on page 319
What is a write consistency group? on page 423
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Viewing mirror repository volume properties
About this task

Use the Volume - Properties dialog to view basic information about a mirror repository volume. When you activate the
Synchronous Mirroring feature, you specify the placement of the volumes. Either you can use existing free capacity, or you can
create a volume group for the volumes from unconfigured capacity and specify the RAID level. You can choose RAID Level 1,
RAID Level 3, RAID Level 5, or RAID Level 6 for the mirror repository volumes.
Two mirror repository volumes are created for remote mirrors. Each volume stores mirror information for one of the controllers
in the storage array; however, the volumes are both owned by one of the controllers. The capacity is set at approximately 128
MB for each volume. The segment size is set at 32 KB (or 64 blocks). The controller determines the modification priority. You
cannot change the segment size or the modification priority for a controller.
Note: To delete mirror repository volumes, select Copy Services > Mirroring > Deactivate. Deactivating the Synchronous
Mirroring feature automatically removes the mirror repository volumes for the storage array.
Steps

1. Select the Storage & Copy Services tab.
2. Select a mirror repository volume.
The properties for the mirror repository volume appear in the Properties pane on the right.
Related concepts

About synchronous mirroring on page 312

Changing the synchronous mirroring options
Changing a secondary mirror volume to a primary volume
About this task

Use the Change Role to Primary option to perform a role reversal between the two paired volumes in synchronous mirroring.
This option promotes a selected secondary volume to become the primary volume of the mirrored pair. If the associated primary
volume can be contacted, the primary volume is automatically demoted to be the secondary volume.
Use this option in this situation:
•

A catastrophic failure has occurred to the storage array that contains the primary volume, and

•

You want to promote the secondary volume so that hosts can access data and business operations can continue.

When the secondary volume becomes a primary volume, any hosts that are accessing the volume are now be able to write to the
volume.
If a communication problem between the secondary site and the primary site prevents the demotion of the primary volume, an
error message appears. However, you are given the opportunity to proceed with the promotion of the secondary volume. This
promotion leads to a dual primary synchronous mirroring condition.
Note: This option is available only if the Synchronous Mirroring feature has been activated.
Steps

1. In the Logical pane, select the secondary volume, and select Copy Services > Mirroring > Synchronous Mirroring >
Change > Role to Primary.
2. Click Yes.
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The secondary volume is promoted to be the primary volume in the remote mirror. If the controller owner of the primary
volume can be contacted, the primary volume is automatically demoted to be the secondary volume in the remote mirror.
Related concepts

Synchronous mirroring on page 311
Premium feature options on page 23
Forcing a secondary volume to change to a primary volume
About this task

Use the Force a Secondary Volume to Change to a Primary Volume option when these conditions exist:
•

When a catastrophic failure has occurred to the storage array that contains the primary volume.

•

The primary storage array cannot be contacted.

•

You want to promote the secondary volume so that hosts can access data and business operations can continue.

When the remote storage array has recovered and any communication problems have been resolved, a Dual Primary
Synchronous Mirroring condition occurs. Use the Recovery Guru to recover from this error.
You might want to use this option when a catastrophic failure has not occurred to the storage array that contains the primary
volume. However, you want to perform a role reversal for some other reason and a communication problem between the local
and remote sites is preventing the demotion of the primary volume at the remote site. When the communication problem has
been resolved, a Dual Primary error condition occurs. Use the Recovery Guru to recover from this error.
Keep these important guidelines in mind before you force a secondary volume to change to a primary volume:
•

When the secondary volume becomes a primary volume, any hosts that are accessing the volume through a mapping are now
able to read from or write to the volume.

•

You can avoid the Dual Primary error condition and subsequent recovery steps when a catastrophic failure has not occurred
to the storage array that contains the primary volume. Wait until the connection between the storage arrays is operational to
perform the role reversal.

To force a secondary volume to become a primary volume, click Yes on the Change to Primary - Error dialog.
Changing a primary mirror volume to a secondary volume
About this task

Use the Change Role to Secondary option to perform a role reversal between the two paired volumes in synchronous mirroring.
This option demotes a selected primary volume to become the secondary volume of the mirrored pair. If the associated
secondary volume can be contacted, the secondary volume is automatically promoted to be the primary volume.
Use this option for role reversals during normal operating conditions. You can also use this option during a Recovery Guru
procedure for a dual primary synchronous mirroring condition.
Keep these guidelines in mind:
•

Any hosts that are accessing the primary volume through a mapping will have read-only access to the volume. When the
primary volume becomes a secondary volume, only remote writes initiated by the primary controller will be written to the
volume.

•

If a communication problem between the primary site and secondary site prevents the promotion of the secondary volume,
an error message appears. However, you can still demote the primary volume. This demotion leads to a dual secondary
synchronous mirroring condition. Refer to the Forcing a Primary Volume to Change to a Secondary Volume online help
topic.
Note: This option is not available unless the Synchronous Mirroring feature has been activated.
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Steps

1. In the Logical pane, select the primary volume, and select Copy Services > Mirroring > Synchronous Mirroring >
Change > Role to Secondary.
2. Click Yes.
The primary volume is demoted to be the secondary volume in the remote mirror. If the associated secondary volume can be
contacted, the secondary volume is automatically promoted to be the primary volume in the remote volume.
Related concepts

Synchronous mirroring on page 311
Premium feature options on page 23
Forcing a primary volume to change to a secondary volume
Attention: Possible loss of data access – When the local primary volume becomes a secondary volume, any hosts that are

accessing the volume through a mapping are not able to read from or write to the volume. The other volume in the remote
mirror also has a secondary role, so the mirrored data is not accessible by the host on either side.
You might want to use the Force Primary Volume to Change to a Secondary Volume option when you want to perform a role
reversal and a communication problem between the local site and the remote site is preventing the promotion of the secondary
volume at the remote site. When the communication problem has been resolved, a Dual Secondary Synchronous Mirroring
condition occurs. Use the Recovery Guru to recover from this error.
To avoid the Dual Secondary Synchronous Mirroring condition and subsequent recovery steps, wait until the connection
between the storage arrays is operational to perform the role reversal.
To force a primary volume to change to a secondary volume, click Yes on the Change to Secondary - Error dialog.
Changing the synchronous mirroring synchronization settings
About this task

Use the Change Synchronization Settings option to change the synchronization priority and the resynchronization method that
the controller owner of the primary volume uses when it performs a full synchronization or resynchronization.
Note: You must enable and activate the Synchronous Mirroring feature to use this option. The controller owner of the primary
volume uses the synchronization priority, so this option is not available for secondary volumes.

You must enable and activate the Synchronous Mirroring feature to use this option. The controller owner of the primary
volume uses the synchronization priority, so this option is not available for secondary volumes.

Steps

1. Select the Storage & Copy Services tab.
2. Select a primary volume.
3. Select Copy Services > Mirroring > Synchronous Mirroring > Change > Synchronization Settings.
4. In the Select volumes area, select the primary volumes for which you want to change the synchronization priority.
5. In the Select synchronization priority area, use the slider bar to select the appropriate synchronization priority. You can
choose from five priority levels: lowest, low, medium, high, and highest. These settings are shown with five tick marks on
the slider bar. The lowest and highest settings are labeled. The higher the setting, the more the primary controller will
prioritize a full synchronization over host I/O, and the larger the impact to system performance.
6. Select the resynchronization method:
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•

Manual Resynchronization – Select this option to start resynchronization manually after communication is restored to a
mirrored pair in an unsynchronized state. This option is recommended.

•

Automatic Resynchronization – Select this option to start resynchronization automatically after communication is
restored to a mirrored pair in an Unsynchronized state.

7. Click OK.
8. Click Yes.
The synchronization priority is changed.
Related concepts

Performance considerations for synchronous mirroring on page 314
About synchronous mirroring on page 312
Which resynchronization method should I choose? on page 416
Changing the write mode
About this task

You can change the write consistency mode for selected mirrored pairs on your storage array.
When you select Synchronous write mode, the controller on the primary storage array waits until data has been successfully
copied to the secondary storage array before sending and I/O completion back to the host system. If Asynchronous write mode
is selected, the controller on the primary storage array sends an I/O completion to the host system before the data has
successfully been copied to the secondary storage array.
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on

the E2600 controller and the E5400 controller. It is not supported on the later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.
Steps

1. Select Copy Services > Mirroring > Synchronous Mirroring > Change > Write Mode.
2. Select one or more mirrored pairs.
3. Select one of these write modes:
•

Synchronous write mode – This mode offers the best chance of full data from the secondary storage array in the event
of a disaster, at the expense of host I/O performance and is the preferred mode of operation.

•

Asynchronous write mode – This mode offers faster host I/O performance but does not guarantee that data was
successfully written to the secondary volume before indicating a successful write to the host system.

4. Select the Add to write consistency mode group check box if you want to make sure that writes to the secondary storage
array are completed in the same order as on the primary storage array.
Attention: Selecting this option might impact host I/O performance.

5. To continue the mirror creation process, click Next.
Related concepts

About synchronous mirroring on page 312
Creating the synchronous mirroring relationship on page 319

Synchronous mirroring
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Testing communications
About this task

Use the Test Communications dialog to diagnose possible communication problems between a primary volume and secondary
volume participating in synchronous mirroring.
After the communication test has been completed, this dialog shows either a Passed status, a Warning status, or a Failed status,
together with values for these items:
•

The test data round-trip time

•

The maximum allowed round-trip time

•

The average round-trip time
Note: If the communication test returns a Failed status, the test continues to run after you close this dialog until
communication between the mirrored pair is restored. If you have enabled resynchronization, the mirrored pair automatically
synchronizes. Otherwise, select Copy Services > Mirroring > Synchronous Mirroring > Resume to manually start resynchronization.

Steps

1. In the Logical pane, select a primary volume or secondary volume, and select Copy Services > Mirroring > Synchronous
Mirroring > Test Communication Link.
If the communication test returns a Passed with Caution status, the primary volume and secondary volume are
communicating correctly. The test data round-trip time is approaching the maximum time allowed. This problem indicates
that you need to take some type of corrective action.
If the communication test returns a Failed status, the reason for the failure is indicated. Refer to the Recovery Guru to correct
the problem.
2. Review the information displayed in the dialog, and click OK.
Related concepts

About synchronous mirroring on page 312
Creating the synchronous mirroring relationship on page 319
Removing the mirror relationship between two volumes
About this task

Use the Remove Mirror Relationship option to remove the mirror relationship between the two volumes in a synchronous
mirroring relationship.
Keep these guidelines in mind before performing the procedures:
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•

This option is not available unless defined mirror relationships exist on the storage array.

•

This option does not delete the primary volume, secondary volume, or the mirror repository volumes that support
synchronous mirroring for the storage arrays. Data on the volumes is not affected. As a result of this operation, the primary
volume and secondary volume become standard, host -accessible, non-mirrored volumes.

•

This option is only available for the local volume (primary or secondary) that is present in the storage array that you are
currently managing. This option is not available if you select a remote secondary volume in the Logical pane.
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•

The mirror relationship is first removed on the local storage array and on the remote storage array. Sometimes, the mirror
relationship is successfully removed on the local storage array but cannot be removed on the remote storage array because of
a communication problem. In this case, an error message appears, which shows:
◦

The name of the remote storage array with the orphaned mirrored volume

◦

The name of the volume

To resolve the problem, open the Array Management Window for the remote storage array, select the specified volume, and
remove the mirror relationship.
◦

Sometimes, the mirror relationship was successfully removed on the secondary side, but not the primary side. In this
case, the first I/O write to the primary volume causes the mirror state to change to Unsynchronized. The Logical pane of
the primary Array Management Window also shows an unresponsive remote secondary volume, which is represented by
the icon

. Remove the mirror relationship on the primary storage array to correct the problem.
◦

Sometimes, the mirror relationship was successfully removed on the primary side, but not on the secondary side. In this
case, there is no change to the representation of the secondary volume in the secondary Logical pane in the Array
Management Window. Remove the mirror relationship on the secondary storage array to correct the problem, and make
the volume accessible by hosts.

Steps

1. In the Logical pane, select a primary or secondary volume in the Logical pane (whichever is local), and select Copy
Services > Mirroring > Synchronous Mirroring > Remove Mirrored Relationship.
2. In the Select one or more mirrored pairs list box, select the mirrored volume pairs for which you want to remove the
mirror relationship.
3. Click OK.
4. Click Yes.
The Remove Mirror Relationship - Progress dialog appears. When the mirror relationship is removed, the volumes in the
mirrored pairs that you selected are no longer part of a mirrored pair. All data on the volumes remains intact and available.
Volumes that were the secondary volume in the mirrored pair are now accessible by hosts that are mapped to them.
Related concepts

Premium feature options on page 23

SSD cache
Learn about SSD cache
The SSD Cache feature is a way to improve read-only performance. SSD cache is a set of Solid-State Disk (SSD) drives that
you logically group together in your storage array. SSD cache is a secondary cache for use with the primary cache in the
controller DRAM. In controller cache, the data is stored in DRAM after a host read. In SSD cache, the data is copied from userspecified base volumes and stored on two internal RAID volumes (one per controller) that are automatically created when you
create an SSD cache. These volumes are used for internal cache processing purposes. These volumes are not accessible or
displayed in the user interface. However, these two volumes do count against the total number of volumes allowed in the storage
array.

SSD cache
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Using high performance SSDs to cache the data from the base volumes improves the application I/O performance and response
times and delivers sustained performance improvement across different workloads, especially for high-IOP workloads. Simple
volume I/O mechanisms are used to move data to and from the SSD cache. After data is cached and stored on the SSDs,
subsequent reads of that data are performed on the SSD cache, thereby eliminating the need to access the base volume.
To implement SSD cache, you do the following:
1. Create the SSD cache.
2. Associate the SSD cache with the volumes for which you want to implement SSD read caching.
SSD cache restrictions
•

Currently, only one SSD cache is supported per storage array.

•

The maximum usable SSD cache capacity on a storage array is dependent on the controller’s primary cache capacity.

•

SSD cache is not supported on snapshot images.

•

If you import or export base volumes that are SSD cache enabled or disabled, the cached data is not imported or exported.

•

You cannot remove the last drive in an SSD cache without first deleting the SSD cache.

•

If the associated volumes are secure enabled, create a secure-enabled SSD cache. You can enable security on the SSD cache
only when you are creating it, not later.

•

Any volume assigned to use a controller’s SSD Cache is not eligible for an automatic load balance transfer.

Related concepts

Tips on interpreting and saving SSD cache statistics on page 336
Tips on interpreting results of the SSD cache performance modeling tool on page 338
What is Automatic Load Balancing? on page 156

Creating SSD cache
Before you begin

Your storage array must contain SSD drives.
Steps

1. On the Storage & Copy Services tab, select the SSD Cache node.
2. Select Storage > SSD Cache > Create.
3. In the SSD Cache name text box, enter a name for the SSD cache.
4. In the Drive security drop-down list, select whether you want to use secure-capable drives.
If you want to create a secure-enabled SSD cache, look for Yes, Yes - FDE, or Yes - FIPS in the Security Capable
column of the SSD cache candidates table.
This option appears only if your storage array contains secure-capable drives.
5. In the Data assurance (DA) drop-down list, select whether you want to use only DA-capable drives.
This option appears only if your storage array contains DA-capable drives.
Data Assurance (DA) is automatically enabled if all the drives are DA capable. DA cannot be disabled on the SSD cache, nor
can you add non-DA-capable drives to a DA-enabled SSD cache.

334

Storage arrays

The SSD cache candidates table populates with available options.
6. In the SSD cache candidates table, select the group of drives that best meets your needs.
7. If you want to create a secure-enabled SSD cache, select the Secure Enable check box corresponding to the group of drives
that you have selected.
Note: You cannot enable Drive Security on an SSD cache later.

8. Optional: To see exactly which drives are being used for the SSD cache, click View Drives.
9. Optional: To enable SSD cache on compatible volumes immediately, select the Enable SSD cache on existing compatible
volumes that are mapped to hosts check box.
Volumes are compatible if they share the same Drive Security and Data Assurance capabilities.
10. Click Create.
After you finish

To associate the SSD cache with a volume, do one of the following:
•

If you are creating a volume, select the Use SSD cache check box.

•

If the volume already exists, select the volume, and then select Storage > Volume > SSD Cache > Enable.

SSD cache and Drive Security
To use SSD cache on a volume that is also using Drive Security (secure enabled), the Drive Security capabilities of the volume
and the SSD cache must match. If they do not match, the volume will not be secure enabled.
SSD cache restrictions
•

You can enable security on SSD cache only when you create the SSD cache. You cannot enable security later like you can on
a volume.

•

You cannot add a non-secure-capable drive to an SSD cache that contains all secure-capable drives.

•

Secure-enabled volumes must have an SSD cache that is secure enabled.

Learn about SSD cache performance modeling tool
The SSD Cache Performance Modeling Tool helps you determine the performance improvement for SSD cache capacity when
you run the performance modeling tool with a workload that has the same characteristics as what you run in production. The
tool provides an estimate of performance using two metrics: cache hit percentage and average response time. The tool shows
actual performance for the physical SSD cache that you created.
To access the performance modeling tool, highlight the SSD Cache Node in the logical tree view, and then select Storage >
SSD Cache > Run Performance Modeling. If the performance modeling is already running, an indication appears in both the
Monitor section of the Summary tab and the properties for the SSD cache in the logical view.
When the SSD Cache Performance Modeling dialog opens, you have several options available:
•

Review information in the Modeling Information portion of the screen.

•

Determine in which format you want to view the results by selecting either Response Time or Cache Hit % in the View
results drop-down menu.

SSD cache and Drive Security
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•

Show a read-only list of the volumes that are being used for this performance modeling session when you select the View
Volumes link near the top right portion of the screen. The volumes used in the modeling include any volumes that are
mapped to a host and that have SSD cache enabled.

•

Begin running the performance modeling tool by selecting Start.

Depending on the cache capacity and workload, it might take 10 to 20 hours to fully populate the cache. There is valid
information even after a run of a few minutes, but a number of hours generally needs to be run to obtain the most accurate
predictions.
While the modeling tool is running, a progress bar appears in the main portion of the screen. You can close or minimize the
window, and the performance modeling continues to run. You can even close the storage management software and the
performance modeling session continues to run.
Performance modeling data can be obtained only after the performance modeling session stops. You cannot get intermediate
results while the modeling is being run. When you stop the performance modeling tool, a graphical representation of the results
appears, but you can view the results in tabular format by saving the data to a .csv file. To save the results to a .csv file, select
the Save As button at the bottom of the screen. For comparison purposes, you might want to see different results. To compare
different results, you need to save each result to a .csv file and then use a spreadsheet program outside of the storage
management software to do the comparison. The performance modeling tool does not support the loading of saved files.
You can make changes by using options outside of the performance modeling tool. For example, you can enable or disable SSD
cache on base volumes. This parameter controls the working set for the performance modeling. You enable or disable SSD
cache on base volumes by selecting these menu options: Storage > Volume > SSD Cache.
Note: Performance modeling does not survive a controller reboot.
Related concepts

Tips on interpreting and saving SSD cache statistics on page 336
Tips on interpreting results of the SSD cache performance modeling tool on page 338

Tips on interpreting and saving SSD cache statistics
The SSD cache operates differently than primary cache. For primary cache, each I/O operation must stage data through the
cache in order to perform the operation. Conversely, the SSD cache is used only when the software within the storage array
determines that it is beneficial to place the data in cache to improve the overall performance. The SSD cache management
software uses a two-step process.
1. Allocate capacity within the SSD cache to a data extent on the cached volume. This capacity might come from SSD cache
that has not been assigned to a data extent yet (cache is still warming), or it might come from SSD cache that is being
reassigned or recycled (cache is no longer warming).
2. Populate the allocated SSD cache capacity with data from the cached volume.
Both steps might happen concurrently or individually. The first step happens when a cache Miss occurs for a host read
operation. The second step might happen immediately following the first step or it might be performed on some subsequent host
read operation that is also a cache Miss, but where the first step has already been performed.
Note: The SSD cache warming might take many hours, depending on workload and SSD cache capacity.

Any interpretation advice given in the following section is for a warmed cache. The interpretations might be different for a
cache in the warming process. An indicator of a warm cache is Cache Allocation = 100% or Cache Allocation remaining at a
stable value less than 100 percent during several readings spaced over some time, such as 10 minutes.
As you review and interpret the statistics, keep in mind that some interpretations are derived by looking at a combination of
statistics.
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Nominal statistics viewed on main screen
To view SSD cache statistics, highlight an SSD cache node from the logical tree view, and then select the View Statistics link
from the right-side properties pane. The nominal statistics are shown on the main SSD cache screen in the View SSD Cache
Statistics dialog.
The following list includes nominal statistics, which are a subset of the detailed statistics. The detailed statistics can be viewed
only when you save the statistics to a .csv file. The detailed statistics are described in the section following this list of nominal
statistics:
•

Reads/Writes – The total number of host reads from or host writes to the SSD cache-enabled volumes.
Compare the Reads relative to Writes. The Reads need to be greater than the Writes for effective SSD cache operation. The
greater the ratio of Reads to Writes the better the operation of the cache.

•

Cache Hits – A count of the number of cache hits.

•

Cache Hits (%) – Derived from (Cache Hits / (reads + writes)).
The Cache Hit percentage should be greater than 50 percent for effective SSD cache operation. A small number could be
indicative of several things:
◦

The ratio of Reads to Writes is too small

◦

Reads are not repeated

◦

Cache capacity is too small
Note: To help determine the ideal SSD cache capacity, you can run the Performance Modeling Tool, which you can
learn about in the online Help topics in the Array Management Window.

•

Cache Allocation (%) – The amount of SSD cache storage that is allocated, expressed as a percentage of the SSD cache
storage that is available to this controller. Derived from allocated bytes / available bytes.
Cache Allocation percentage normally shows as 100 percent. If this number is less than 100 percent, it means either the
cache has not been warmed or the SSD cache capacity is larger than all the data being accessed. In the latter case, a smaller
SSD cache capacity could provide the same level of performance. Note that this does not indicate that cached data has been
placed into the SSD cache; it is simply a preparation step before data can be placed in the SSD cache.

•

Cache Utilization (%) – The amount of SSD cache storage that contains data from enabled volumes, expressed as a
percentage of SSD cache storage that is allocated. This value represents the utilization or density of the SSD cache. Derived
from user data bytes / allocated bytes.
Cache Utilization percentage normally is lower than 100 percent, perhaps much lower. This number shows the percent of
SSD cache capacity that is filled with cache data. This number is lower than 100 percent because each allocation unit of the
SSD cache, the SSD cache cache-block, is divided into smaller units called sub-blocks, which are filled somewhat
independently. A higher number is generally better, but performance gains can be significant even with a smaller number.

Detailed statistics viewed in a saved file
The detailed statistics consist of the nominal statistics, plus additional statistics. These additional statistics are saved along with
the nominal statistics, but unlike the nominal statistics, they do not display in the View SSD Cache Statistics dialog. You can
view the detailed statistics only after saving the statistics to a .csv file. When viewing the .csv file, notice that the detailed
statistics are listed after the nominal statistics:
•

Read Blocks – The number of blocks in host reads.

•

Write Blocks – The number of blocks in host writes.

•

Full Hit Blocks – The number of blocks cache hits.
The full hit blocks indicate the number of blocks that have been read entirely from SSD cache. The SSD cache is only
beneficial to performance for those operations that are full cache hits.

Tips on interpreting and saving SSD cache statistics
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•

Partial Hits – The number of host reads where at least one block, but not all blocks, were in the SSD cache. A partial hit is
an SSD cache miss where the reads were satisfied from the base volume.

•

Partial Hits - Blocks – The number of blocks in Partial Hits.
Partial cache hits and partial cache hit blocks result from an operation that has only a portion of its data in the SSD cache. In
this case, the operation must get the data from the cached hard disk drive (HDD) volume. The SSD cache offers no
performance benefit for this type of hit. If the partial cache hit blocks count is higher than the full cache hit blocks, a
different I/O characteristic type (file system, database, or web server) could improve the performance. It is expected that
there will be a larger number of Partial Hits and Misses as compared to Cache Hits while the SSD cache is warming.

•

Misses – The number of host reads where none of the blocks were in the SSD cache. An SSD cache miss occurs when the
reads were satisfied from the base volume. It is expected that there will be a larger number of Partial Hits and Misses as
compared to Cache Hits while the SSD cache is warming.

•

Misses - Blocks – The number of blocks in Misses.

•

Populate Actions (Host Reads) – The number of host reads where data was copied from the base volume to the SSD cache.

•

Populate Actions (Host Reads) - Blocks – The number of blocks in Populate Actions (Host Reads).

•

Populate Actions (Host Writes) – The number of host writes where data was copied from the base volume to the SSD
cache.
The Populate Actions (Host Writes) count might be zero for the cache configuration settings that do not fill the cache as a
result of a Write I/O operation.

•

Populate Actions (Host Writes) - Blocks – The number of blocks in Populate Actions (Host Writes).

•

Invalidate Actions – The number of times data was invalidated or removed from the SSD cache. A cache invalidate
operation is performed for each host write request, each host read request with Forced Unit Access (FUA), each verify
request, and in some other circumstances.

•

Recycle Actions – The number of times that the SSD cache block has been re-used for another base volume and/or a
different logical block addressing (LBA) range.
For effective cache operation, the number of recycles must be small compared to the combined number of read and write
operations. If the number of Recycle Actions is close to the combined number of Reads and Writes, the SSD cache is
thrashing. Either the cache capacity needs to be increased or the workload is not favorable for use with SSD cache.

•

Available Bytes – The number of bytes available in the SSD cache for use by this controller.

•

Allocated Bytes – The number of bytes allocated from the SSD cache by this controller. Bytes allocated from the SSD cache
might be empty or they might contain data from base volumes.

•

User Data Bytes – The number of allocated bytes in the SSD cache that contain data from base volumes.
The available bytes, allocated bytes, and user data bytes are used to compute the Cache Allocation percentage and the Cache
Utilization percentage.

Tips on interpreting results of the SSD cache performance modeling tool
These are the characteristics of a workload that benefits from using SSD cache:
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•

Performance is limited by hard disk drive (HDD) IOPs.

•

There are a high percentage of reads relative to writes.

•

A large number of reads that are repeat reads to the same or adjacent areas of the drive.

•

The capacity of the data that is repeatedly accessed is smaller than the cache capacity. The more volumes being cached, the
higher the probability that the capacity of the data accessed exceeds the capacity of the cache.
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Note: When operating closer to the maximum performance of the controllers, the predictions might be less accurate.

When you run the performance modeling tool with a workload that has the same characteristics as what you run in production,
the performance modeling tool can help you determine the relative performance improvement for various cache capacities. The
tool provides an estimate of performance with two metrics:
•

Cache hit percentage – The cache-hit percentage indicates the percentage of all read commands that find data in the SSD
cache for each of the cache capacities. For almost all workloads, a cache-hit percentage around 75 percent indicates that you
have sufficient capacity. A cache-hit percentage much higher than this means that the workload performance is likely to be
improved with more SSD cache capacity. However, for some workloads, a cache-hit percentage around 50 percent or even
lower indicates that you have sufficient capacity.
When looking at the graphs for trends, you must look at the bars on either side of the bar that represents your current SSD
cache. Also, if the graph indicates that you are not getting additional benefit from the current capacity, you might consider
reducing the capacity of the SSD cache.
The point at which the bars in the cache hit percentage view flatten out, that is, they reach a maximum value and are the
same for all subsequent bars, is the point at which the working set size (WSS) of the data fits in the capacity of the SSD
cache. If this occurs, it indicates that there is no additional gain for using a cache capacity that is larger than the first bar
where the bars flatten out. Keep in mind that this applies only to the workload, SSD cache configuration selections, and
duration that the SSD cache performance modeling tool was allowed to run. Changing any of these variables might change
the results. Configuration selections consist of the following items:
◦

The set of volumes that are enabled for SSD caching.

◦

The number of SSDs. More SSDs might perform better than fewer SSDs.

If the bars in the cache hit percentage view rise but never flatten out, it might be an indication that the WSS of the data is
greater than the capacity of the SSD cache. It might also be an indication that the SSD cache is thrashing and the workload is
not favorable for use with the SSD cache.
Note: Thrashing occurs when SSD cache is full and data is constantly being moved into and out of SSD cache. The SSD
cache processes do not move data from the base volume into the SSD cache if only one read occurs into a cache block;
therefore, a purely random read workload will not cause thrashing and unnecessary overhead with any working set size.
To determine whether cache thrashing might be occurring, look at the Recycle Actions statistic, which is available in the
detailed statistics that you can view by saving the SSD cache statistics to a .csv file. To view SSD cache statistics, select
an SSD cache node from the logical tree view, and then select the View Statistics link from the right-side properties pane.
The nominal statistics are shown on the main SSD cache screen in the View SSD Cache Statistics dialog. The detailed
statistics can be viewed only when you save the SSD cache statistics to a .csv file. You can learn about the SSD cache
statistics in the online Help topics in the Array Management Window.
You also might want to decrease the WSS or the SSD cache configuration selections. If numerous applications are running
concurrently during this SSD cache performance modeling tool run, try instead to run the applications serially, if possible.
Running the applications serially might be faster than running them concurrently because the WSS of the individual
applications might fit in the SSD cache, whereas the WSS of the combined applications might not fit in the SSD cache.
Currently, the SSD cache performance modeling tool does not consider controller limitations, such as maximum IOPs or
bandwidth; therefore, increasing the WSS by running more applications concurrently might not provide any additional
performance benefit. The percentage of reads relative to writes is not accounted for in this graph.

•

Average response time – The tool uses calculated response times from the operation of the SSD cache to estimate the time
it takes to run during each external and internal I/O operation. The tool uses these response time measurements along with
measurements of I/O operations performed during the run of a workload that is applied to the base volumes with SSD cache
enabled. Keep in mind that workload on other volumes can affect these results due to increased response time. The resulting
estimates are of the average response time for external I/O operations. When making a decision to increase or decrease the
capacity of your current SSD cache, look at the average response times on the graph for an acceptable response time, and
then compare that with the response time of your current SSD cache capacity.
Note: Performance modeling stops if the controller reboots.

When reviewing the results of the Performance Modeling Tool, keep the following information in mind:

Tips on interpreting results of the SSD cache performance modeling tool
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•

The tool shows actual performance for the physical SSD cache that was created. In addition, the tool provides performance
estimates, through a patent-pending software modeling technique, for a variety of other SSD cache capacities. The results are
only approximations, but are close to the actual results that are achieved with the SSD cache of that capacity.

•

Depending on the cache capacity and workload, it might take 10 to 20 hours to fully populate the cache. There is valid
information even after a run of a few minutes, but a number of hours generally need to be run to obtain the most accurate
predictions.

•

The values in the graphs are estimates and should be used to understand relative performance of various cache capacities. Do
not use them as absolute measurements for quality of service or other purposes.

•

After running the performance modeling tool, you can review the results of each graph by switching between them by
selecting either Response Time or Cache Hit % in the View results drop-down menu. Notice that the two graphs show the
same trends, although from the different perspectives of response time versus cache-hit percentages. If the bars on each of
the graphs are level, you might want to run the tool for a longer period of time.

•

While viewing the Response Time graph, if you hover your pointer over any of the bars, you see the Average Overall
Response time, and then two values (Average Response Time and Percentage of I/Os) for each of the following: SSD Reads
(Cache Hits), HDD Reads, and HDD Writes. The Average Overall Response time is not the result of averaging the other
three items of information. Instead, the system calculates the Average Overall Response time by using the following
formula:
Average Overall Response Time = (AvgSSDReadResponseTime * SSDReadIOCount +
AvgHDDReadResponseTime * HDDReadIOCount + AvgHDDWriteResponseTime * HDDWriteIOCount)/
TotalIOCounts

340

•

While viewing the Cache Hit % graph, if you hover your pointer over any of the bars, you see the actual cache hit
percentage.

•

You can change which volumes have SSD cache enabled and then compare the results. Changing the volumes that use SSD
cache can give substantially different results.

•

Although the results of the performance modeling are shown only in graphical format, you can view the data in tabular
format by saving the data to a .csv file. The following details are shown when you save the results to a .csv file.
◦

SSD Cache Capacity (GB) – The amount of SSD cache capacity.

◦

SSD Cache Hits (%) – Derived from Cache Hits/total reads.

◦

Average Response Time (milliseconds) – The value represented on the Y-axis of the Response Time graph. This value
is the same as the Average Overall Response Time in the next paragraph.

◦

Average Overall Response Time – The value that appears when you hover your pointer over any of the bars in the
Response Time graph. This value is calculated by the software and is not the result of averaging the response times for
SSD Reads (Cache Hits), HDD Reads, and HDD Writes.

◦

SSD Reads (Cache Hits) – The total number of host reads of SSD cache-enabled volumes that were satisfied from the
SSD cache.

◦

Average Response Time – The average response time of the SSD Reads (Cache Hits).

◦

Percentage of I/Os – An indication of the percentage of SSD Reads (Cache Hits).

◦

HDD Reads – The total number of host reads of SSD cache-enabled volumes.
Compare the Reads relative to Writes. The Reads need to be greater than the Writes for effective SSD cache operation.
The greater the ratio of Reads to Writes the better the operation of the cache.

◦

Average Response Time – The average response time of the HDD Reads.

◦

Percentage of I/Os – An indication of the percentage of HDD Reads.

◦

HDD Writes – The total number of host writes to SSD cache-enabled volumes.
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Compare the Reads relative to Writes. The Reads need to be greater than the Writes for effective SSD cache operation.
The greater the ratio of Reads to Writes the better the operation of the cache.
◦

Average Response Time – The average response time of the HDD Writes.

◦

Percentage of I/Os – An indication of the percentage of HDD Writes.

Why aren't all unassigned drives listed?
When you add capacity (drives) to an existing SSD cache, the Add Drives (Capacity) dialog lists the eligible unassigned drives
for that SSD cache. An unassigned drive that is in a non-optimal state, is not an SSD drive, or is not compatible with the drives
currently in the SSD cache is not listed.

Advanced
Maintenance options
Upgrading firmware for your controllers
Upgrading the controller firmware
About this task

Use this procedure to download the controller firmware and, optionally, the nonvolatile static random access memory
(NVSRAM) firmware.
A version number exists for each firmware file. For example, 06.60.08.00 is a version number for a firmware file. The first two
digits indicate the major revision of the firmware file. The remaining digits indicate the minor revision of the firmware file. You
can view the version number of a firmware file in the Upgrade Controller Firmware window and the Download Firmware
dialog. You can use this procedure to download and activate only the minor firmware versions. However, you can use the
Enterprise Management Window to download and activate both the major firmware versions and the minor firmware versions.
Steps

1. Select Upgrade > Controller Firmware > Upgrade.
Note: For storage arrays managed by the browser-based SANtricity System Manager (controller firmware version 8.40
and above), you are prompted to enter a user name and password for this task. You might also be prompted to verify that
the connection is trusted; in this case, you can either import a signed CA certificate or you can accept the self-signed
certificate.

A warning appears stating that a pre-upgrade check will occur.
2. Read the warning, and click OK.
3. The pre-upgrade health verification check begins. When the check is complete, the system reports either a pass, pass with
needs attention, or fail status. Do one of the following:
•

If the pre-upgrade check passes, the Download Controller Firmware dialog appears. Go to step 4 on page 342.

•

If the pre-upgrade check passes with a Needs Attention warning, the Needs Attention Warning dialog appears. Close the
warning dialog and then refer to the Recovery Guru to correct the problem. After the problem is corrected, select
Upgrade > Controller Firmware > Upgrade to re-initiate the firmware upgrade. Click OK at the pre-upgrade warning
dialog and then go to step 4 on page 342.

Why aren't all unassigned drives listed?
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•

If the pre-upgrade check fails, the Event Log Verification Error dialog appears, which indicates that too many events
occurred for the storage array that you want to upgrade. Contact technical support to resolve the problem. You can
choose to select the Allow upgrade when the pre-upgrade check fails check box and then click Continue to proceed
with the upgrade. Do not select this option unless instructed to do so by technical support.

•

If the pre-upgrade check fails with an error condition that prevents the upgrade, the error condition must be corrected
before you can upgrade the firmware. Use the Recovery Guru to resolve the problem or contact technical support to
resolve the problem.

4. On the Download Controller Firmware dialog, locate the directory in which the file to download resides. In the Controller
Firmware area, click Select File.
Note: The Controller Firmware area and the NVSRAM area list the current firmware and the current NVSRAM versions,

respectively.
5. Select the file to download from the File Selection area by double-clicking the file.
These actions occur:
•

By default, only the files that are compatible with the current storage array configuration appear.

•

When you select a file in the File Selection area of the dialog, applicable attributes (if any) of the file appear in the File
Information area. The attributes indicate the version of the file.

6. If you want to download an NVSRAM file with the firmware, select the Transfer NVSRAM file with controller firmware
check box, and click Select File next to the Selected NVSRAM file text box. Select the file to download from the File
Selection area by double-clicking the file.
7. To transfer the files to the controller without activating them, select the Transfer files but don't activate them (activate
later) check box.
8. Click Transfer.
Note: If the file selected was not valid or compatible with the current storage array configuration, the File Selection Error
dialog appears. Click OK to close it, and choose a compatible firmware file.

9. Click Yes on the Confirm Download dialog.
The download starts, and the Download Progress dialog appears.
Related concepts

Upgrading the controller firmware or NVSRAM packages on page 145
Monitoring the status of the download on page 352
Upgrading the controller firmware or NVSRAM packages
The storage management software lets you download firmware or nonvolatile static random access memory (NVSRAM)
packages from the storage management station to all of the controllers in the storage array. Depending on the version of storage
management software and model of controller that you are using, you might see different interfaces when you download the
package files:
•

Controller firmware download only with immediate activation

•

NVSRAM download only with immediate activation

•

Controller firmware download and, optionally, NVSRAM download with the option to activate both later
Attention: Risk of application errors – If you do not have a multi-path driver on your application host operating system,

stop I/O activity to the storage array before the download to prevent application errors.
Keep these important guidelines in mind before you begin downloading controller firmware or NVSRAM:
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•

Use this option only under the guidance of technical support.

•

A version number exists for each firmware file. The version number indicates whether the firmware is a major version or a
minor version. You can use the Array Management Window to download and activate only the minor firmware versions.
However, you can use the Enterprise Management Window to download and activate both the major firmware versions and
the minor firmware versions. For more information, refer to the Upgrading the Controller Firmware online help topic in the
Enterprise Management Window.

•

If a network problem occurs while the storage management software is polling a controller during a download, an error
message might appear, which indicates that the download could not complete. Although the download might have
successfully completed, the storage management software was unable to verify the success of the operation, which results in
the error message. Perform these steps to verify that the download successfully completed.
1. Turn off the power to the controller tray, and then turn on the power again. Wait until the storage array has finished
initializing (this might take several minutes).
2. Obtain the current firmware version by selecting Monitor > Reports > Storage Array Profile.
3. Select the Hardware tab and then select the Controllers tab. If the firmware listed does not match the version that you
tried to download, retry the download.

When you download new firmware or NVSRAM, the storage management software checks the operating status of the
controllers in the storage array. If any controllers are not in Optimal status, an error message dialog appears. You are given the
opportunity to stop or continue the download. Before continuing, correct any non-Optimal condition. If you choose to proceed
with the download, the code on the non-Optimal controller might not be synchronized after the non-Optimal condition has been
corrected. If the firmware is not synchronized, you might need to download the firmware again.
Related concepts

Understanding the possible firmware download errors on page 353
Related tasks

Upgrading the controller firmware on page 144
Downloading the NVSRAM on page 148
Upgrading the controller firmware and the NVSRAM (activate now or later) on page 146
Activating the controller firmware and the NVSRAM on page 149
Viewing the software and firmware inventory on page 361
Upgrading the controller firmware and the NVSRAM (activate now or later)
About this task

Use this procedure to download the controller firmware and, optionally, the nonvolatile static random access memory
(NVSRAM).
A version number exists for each firmware file. For example, 06.60.08.00 is a version number for a firmware file. The first two
digits indicate the major revision of the firmware file. The remaining digits indicate the minor revision of the firmware file. You
can view the version number of a firmware file in the Upgrade Controller Firmware window and the Download Firmware
dialog. You can use this procedure to download and activate only the minor firmware versions. However, you can use the
Enterprise Management Window to download and activate both the major firmware versions and the minor firmware versions.
For more information, refer to the Upgrading the Controller Firmware online help topic in the Enterprise Management Window.
You might choose to activate the files immediately or wait until a more convenient time. You might want to activate the
firmware or NVSRAM files at a later time because of these reasons:
•

Time of day – Activating the firmware and the NVSRAM can take a long time, so you might want to wait until I/O loads are
lighter. The controllers will go offline briefly to load the new firmware.
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•

Type of package – You might want to test the new firmware on one storage array before loading the files onto other storage
arrays.
Note: The ability to download both files and activate them later depends on the version of storage management software and

the type of controller in the storage array.
Note: You can use the command line interface to download and activate the firmware to several storage arrays by using a
script. For more information, refer to the Using the Command Line Interface online help topic in the Enterprise Management
Window.
Steps

1. Select Upgrade > Controller Firmware > Upgrade.
A warning appears stating that a pre-upgrade check will occur.
2. Read the warning, and click OK.
3. The pre-upgrade health verification check begins. When the check is complete, the system reports either a pass, pass with
needs attention, or fail status. Do one of the following:
•

If the pre-upgrade check passes, the Download Controller Firmware dialog appears. Go to step 4 on page 344.

•

If the pre-upgrade check passes with a Needs Attention warning, the Needs Attention Warning dialog appears. Close the
warning dialog and then refer to the Recovery Guru to correct the problem. After the problem is corrected, select
Upgrade > Controller Firmware > Upgrade to re-initiate the firmware upgrade. Click OK at the pre-upgrade warning
dialog and then go to step 4 on page 344.

•

If the pre-upgrade check fails, the Event Log Verification Error dialog appears, which indicates that too many events
occurred for the storage array that you want to upgrade. Contact technical support to resolve the problem. You can
choose to select the Allow upgrade when the pre-upgrade check fails check box and then click Continue to proceed
with the upgrade. Do not select this option unless instructed to do so by technical support.

•

If the pre-upgrade check fails with an error condition that prevents the upgrade, the error condition must be corrected
before you can upgrade the firmware. Use the Recovery Guru to resolve the problem or contact technical support to
resolve the problem.

4. On the Download Controller Firmware dialog, locate the directory in which the file to download resides. In the Controller
Firmware area, click Select File.
Note: The Controller Firmware area and the NVSRAM area list the current firmware and the current NVSRAM versions,

respectively.
5. Select the file to download from the File Selection area.
These actions occur:
•

By default, only the files that are compatible with the current storage array configuration appear.

•

When you select a file in the File Selection area of the dialog, applicable attributes (if any) of the file appear in the File
Information area. The attributes indicate the version of the file.

6. Click OK.
7. If you want to download a NVSRAM file with the firmware, select the Transfer NVSRAM file with controller firmware
check box, and click Select File next to the Selected NVSRAM file text box.
You can add the NVSRAM file as described in step 5 on page 344.
8. To transfer the files to the controller without activating them, select the Transfer files but don't activate them (activate
later) check box.
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9. Click Transfer.
Note: If the file selected was not valid or compatible with the current storage array configuration, the File Selection Error
dialog appears. Click OK to close it, and choose a compatible firmware file.

10. Click Yes on the Confirm Download dialog.
The download starts, and the Download Progress dialog appears.
Related concepts

Upgrading the controller firmware or NVSRAM packages on page 145
Monitoring the status of the download on page 352
Downloading the NVSRAM
About this task

Use this procedure to download only the nonvolatile static random access memory (NVSRAM). The NVSRAM is activated
immediately.
Steps

1. Select Upgrade > Controller NVSRAM.
A warning appears stating that a pre-upgrade check will occur.
2. Read the warning, and click OK.
3. The pre-upgrade health verification check begins. When the check is complete, the system reports either a pass, pass with
needs attention, or fail status. Do one of the following:
•

If the pre-upgrade check passes, the Download Controller NVSRAM dialog appears. Go to step 4 on page 345.

•

If the pre-upgrade check passes with a Needs Attention warning, the Needs Attention Warning dialog appears. Close the
warning dialog and then refer to the Recovery Guru to correct the problem. After the problem is corrected, select
Upgrade > Controller NVSRAM to re-initiate the firmware upgrade. Click OK at the pre-upgrade warning dialog and
then go to step 4 on page 345.

•

If the pre-upgrade check fails, the Event Log Verification Error dialog appears, which indicates that too many events
occurred for the storage array that you want to upgrade. Contact technical support to resolve the problem. You can
choose to select the Allow upgrade when the pre-upgrade check fails check box and then click Continue to proceed
with the upgrade. Do not select this option unless instructed to do so by technical support.

•

If the pre-upgrade check fails with an error condition that prevents the upgrade, the error condition must be corrected
before you can download the NVSRAM. Use the Recovery Guru to resolve the problem or contact technical support to
resolve the problem.

4. To locate the directory in which the file to download resides, in the NVSRAM area, click Select File.
5. Select the file to download from the File Selection area.
By default, only downloadable files that are compatible with the current storage array configuration appear.
When you select a file in the File Selection area of the dialog, applicable attributes (if any) of the file appear in the File
Information area. The attributes indicate the version of the file.
6. Click OK.
Note: If the file selected is not valid or is not compatible with the current the configuration, the File Selection Error dialog

appears. Click OK to close it, and choose a compatible NVSRAM file.
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7. Click Transfer.
8. Click Yes in the Confirm Download dialog.
The download starts, and the Download Progress dialog appears.
Related concepts

Upgrading the controller firmware or NVSRAM packages on page 145
Monitoring the status of the download on page 352
Activating the controller firmware and the NVSRAM
About this task

During the process of activation, the existing firmware file and the NVSRAM file in the memory of the controller are replaced
with the new firmware file and the NVSRAM file.
Attention: After you start the process of activating the controller firmware and the NVSRAM, the process cannot be stopped.

Ensure that the NVSRAM file is compatible with the controller firmware before you start the process of activation. Activating
the NVSRAM and the controller firmware that are not compatible will result in error. If you have questions or concerns about
the NVSRAM and the controller firmware compatibility, contact technical support.
Any custom settings that you have applied to the existing NVSRAM are lost during the process of activation. You need to apply
the custom settings to the NVSRAM again after the process of activation is complete.
The time it takes to activate the controller firmware and the NVSRAM in the storage array depends on the type of firmware
upgrade that you are performing. If you are performing a major upgrade (RAID Core 1 to RAID Core 2), the controllers will go
offline briefly to load the new controller firmware and the NVSRAM. The data in the storage array is not accessible when you
perform a major upgrade.
If you are performing a minor upgrade (RAID Core 1 to RAID Core 1, or RAID Core 2 to RAID Core 2), the controllers in the
storage array do not go offline at the same time. If a multi-path failover driver is installed on the hosts that are accessing the
storage array, the data in the storage array remains accessible during a minor upgrade.
Steps

1. Select Upgrade > Controller Firmware > Activation.
A warning appears stating that a pre-upgrade check will occur.
2. Read the warning, and click OK.
3. The pre-upgrade health verification check begins. When the check is complete, the system reports either a pass, pass with
needs attention, or fail status.
•

If the pre-upgrade check passes, the Activation dialog appears. Proceed with the activation.

•

If the pre-upgrade check passes with a Needs Attention warning, a warning dialog appears. Close the warning dialog and
then refer to the Recovery Guru to correct the problem. After the problem is corrected, select Upgrade > Controller
Firmware > Activation to re-initiate the firmware activation process. Click OK at the pre-upgrade warning dialog.

•

If the pre-upgrade check fails, the Event Log Verification Error dialog appears, which indicates that too many events
occurred for the storage array that you want to upgrade. Contact technical support to resolve the problem. You can
choose to select the Allow upgrade when the pre-upgrade check fails check box and then click Continue to proceed
with the upgrade. Do not select this option unless instructed to do so by technical support.

•

If the pre-upgrade check fails with an error condition that prevents the activation, the error condition must be corrected
before you can continue. Use the Recovery Guru to resolve the problem or contact technical support to resolve the
problem.

4. To start the process of activation, type yes in the text box.
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5. Click OK.
Related concepts

Upgrading the controller firmware or NVSRAM packages on page 145
Monitoring the status of the download on page 352

Upgrading firmware for your drives
Understanding drive firmware
Drive firmware controls the low-level operating characteristics of a disk drive. Periodically, the drive manufacturers release
updates to drive firmware to add new features, improve performance and fix defects.
Types of drive firmware downloads
Each firmware image file contains information about the drive type on which the firmware image runs. The specified firmware
image can be downloaded only to a compatible drive. Different firmware download methods are available depending on the type
and state of the volume group or disk pool to which that drive belongs as described in the following list.
•

Online: If the volume group or disk pool supports redundancy and is Optimal, you can use the Online method to download
the drive firmware. The Online method downloads firmware while the storage array is processing I/O to the associated
volumes using these drives. You do not have to stop I/O to the associated volumes using these drives. These drives are
upgraded one at a time to the volumes associated with the drives. If the drive is not assigned to a volume group or disk pool
(or is a standby Hot Spare), then its firmware may be updated by the Online or the Parallel method. System performance
may be impacted when you use the Online method to download drive firmware.

•

Parallel: If the volume group or disk pool does not support redundancy (RAID 0), or is degraded, you must use the Parallel
method to download the drive firmware. The Parallel method will download firmware only while all I/O activity is stopped
to the associated volumes using these drives. You must stop all I/O to any associated volumes using these drives. If the drive
is not assigned to a volume group or disk pool (or is a standby Hot Spare), then its firmware may be updated by the Online
or the Parallel method.

•

All: You can choose All to download firmware to all the drives included in the selection list, regardless of the state of the
volume group or disk pool. The selection list can contain a mixture of redundant and non-redundant volume group or disk
pool drives or SSD cache drives, therefore the system downloads firmware to all these drives using the Parallel method. All
I/O to the volumes using these drives must be stopped before the firmware download begins.

Guidelines
Keep these important guidelines in mind when you update the drive firmware to avoid the risk of application errors:
•

Perform downloads only under the guidance of technical support.

•

If using the Parallel download method, stop all I/O to the volume groups containing the drives before starting the download.

•

Do not make any configuration changes to the storage array while downloading the firmware.

•

Firmware on RAID 0 volume group drives can be updated only using the Parallel method.

About online drive firmware updates
During the Online firmware update process, all selected drives are updated while the volumes stay online and the storage array
responds normally to read and write requests. With the Online firmware update method, you can select up to four different drive
firmware files and download them to the storage array’s drives at the same time.
The Online drive firmware update process works as follows:
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1. The drives are updated sequentially and the target drive is temporarily taken offline while the firmware update commences.
As a result, I/O operations can continue to the volume group or disk pool while drives in the volume group or disk pool are
having drive firmware updates.
2. If any read and write request affects the offline drive, the read requests are satisfied by reconstructing data from other drives
in the RAID volume group or dynamic disk pool, while write requests are written to a log.
3. When the drive firmware update is complete, the drive is brought back online. Any write operations that took place while the
drive was offline are reconstructed.
Online drive firmware updates are supported for drives in Optimal volume groups with redundancy protection (RAID level 1,
RAID level 3, RAID level 5, and RAID level 6), and for optimal dynamic disk pools, as well as for unassigned or hot spare
drives.
About parallel drive firmware updates
During the Parallel firmware update process, all drives of the same drive type are updated together, in parallel. This method
requires stopping all host I/O to the volumes associated with the selected drives, but the overall downtime is significantly
reduced since multiple drives can be updated concurrently.
With the Parallel firmware update method, you can select up to four different drive firmware files and download them to the
storage array’s drives at the same time.
The following drives can be updated using only the Parallel firmware update process:
•

Drives in non-redundant volume groups

•

Drives in a disk pool or volume group that is degraded

•

Drives in SSD cache

•

Drives where all host I/O to the volumes associated with the drive has been stopped

The parallel firmware update method is supported for any optimal drives that do not have I/O running to them.
Steps to upgrade the drive firmware
Use the Upgrade Drive Firmware option to upgrade compatible drives in the storage array with the latest firmware version.
Steps

1. From the Array Management window, select Upgrade > Drive Firmware.
The Download Drive Firmware - Add Packages dialog appears. This dialog shows a list of firmware files that are currently
in use by the drives on the storage array.
2. Select View Associated Drives to view the drives that are currently using the firmware files listed.
3. To select the latest firmware, click Add, and do the following:
a. Navigate to the directory that contains the firmware files that you want to download and select up to four firmware files.
b. Click OK.
The system updates the Packages to Be Transferred information area with the firmware files you selected.
Note: Selecting more than one firmware file to update the firmware of the same drive might result in a file conflict error. If
a file conflict error occurs, an error dialog appears. To resolve this error, click OK and remove all other firmware files
except the one that you want to use for updating the firmware of the drive. To remove a firmware file, select the firmware
file in the Packages to Be Transferred information area, and click Remove. In addition, you can only select up to four (4)
drive firmware packages at one time.

4. Click Next to view the Download Drive Firmware - Select Drives dialog.
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The following actions occur:
•

All drives are scanned for configuration information and upgrade eligibility.

•

You are presented with a selection (depending on what variety of drives you have in the storage array) of compatible
drives that can be upgraded with the firmware you selected. The drives capable of being updated as an online operation
are displayed by default.

•

The selected firmware for the drive appears in the Proposed Firmware information area. If you must change the
firmware, click Back to return to the previous dialog.

5. From the Drive upgrade capability drop-down, filter the drives based on whether they can support an online or parallel
download operation or both (all):
•

Online (default) - Shows the drives that can support a firmware download while the storage array is processing I/O. You
do not have to stop I/O to the associated volumes using these drives when you select this download method. These drives
are upgraded one at a time while the storage array is processing I/O to those drives.

•

Parallel - Shows the drives that can support a firmware download only while all I/O activity is stopped on any volumes
that use the drives. You must stop all I/O activity on any volumes that use the drives you are upgrading when you select
this download method. Drives that do not have redundancy must be processed as a parallel operation. This requirement
includes any drive associated with SSD cache, a RAID 0 volume group, or any disk pool or volume group that is
degraded.

•

All - Shows a combination of drives that can support both an online firmware download operation and a parallel firmware
download operation. This option includes any drive associated with SSD cache, a RAID 0 volume group, or any disk
pool or volume group that is degraded. If you select “All” as the download type, the firmware files are downloaded as a
parallel operation. All I/O to the volumes using these drives must be stopped before the firmware download begins.

6. In the Compatible Drives table, select the drives for which you want to download the selected firmware files. Choose one of
the following actions:
•

For one or more drives – In the Compatible Drives table, select each drive you want to update.

•

For all compatible drives listed in the table – Click Select all.

7. Click Finish.
The Confirm Download dialog appears.
8. To start the firmware download, type yes in the text box.
9. Click OK.
The drive firmware download begins, and the following actions occur:
•

Download Drive Firmware - Progress dialog opens, indicating the status of the firmware transfer for all drives.

•

The status of each drive participating in the download appears in the Transfer Progress column of the Devices updated
area.

10. During the firmware download process, select one of the following options:
•

Click Stop to stop the firmware download in progress. Any firmware downloads currently in progress are completed.
Any drives that have attempted firmware downloads show their individual status. Any remaining drives are listed with a
status of Not attempted.

•

Click Save As to save a text report of the progress summary. The report saves with a default .log file extension. If you
want to change the file extension or directory, change the parameters in the Save Drive Download Log dialog.

11. After the drive firmware download operation completes, perform one of these actions:
•

To close the Drive Firmware Download Wizard – Click Close.

Maintenance options

349

•

To start the wizard again – Click Transfer More.

Why is my firmware download progressing so slowly?
About this task

The download progress depends on the overall load of the system.
During an online drive firmware download, if a volume transfer takes place during the rapid reconstruction process, the system
initiates a full reconstruction on the volume that was transferred. This operation might take a considerable amount of time.
Actual full reconstruction time depends on several factors, including the amount of I/O activity occurring during the
reconstruction operation, the number of drives in the volume group, the rebuild priority setting, and the drive performance.
Viewing the progress of the drive firmware download
Use the Download Drive Firmware - Progress dialog to monitor the progress of the drive firmware download.
About this task

The Drives Updated area contains a list of drives that are scheduled for firmware downloads and the transfer status of each
drive’s download.
Timing of the drive firmware download operation
•

The parallel drive firmware download operation can take as long as 90 seconds to complete if all drives are updated on a 24drive system. On a larger system, the execution time is slightly longer.

•

The online drive firmware download operation can range between two minutes per drive to complete to more than an hour
per drive to complete. Actual time depends on several factors, including the following:
◦

I/O load on the storage array and the amount of I/O activity occurring during an online firmware download operation
(write-heavy workloads will cause the online firmware download time to increase)

◦

Number of drives that are participating in the download

◦

Drive performance

◦

Number of volumes and size of volumes that reside on the drives that are participating in the download

◦

RAID level of the associated disk pool or volume group

Status of the drive firmware download
The progress and status of each drive that is participating in the download appears in the Transfer Progress column of the Drives
Updated area. When monitoring the progress of the firmware download, keep in mind the following:
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•

When an online drive firmware download operation is in-progress, a progress bar appears indicating both the status of the
firmware file transfer and the rapid reconstruction process.

•

During an online drive firmware download, if a volume transfer takes place during the rapid reconstruction process, the
system initiates a full reconstruction. The progress bar shows “Reconstruction in progress” as the download status. This
operation might take a considerable amount of time.
Transfer Progress Status

Definition

Pending

This status is shown for an online firmware download operation that has been scheduled but has
not yet started.

In progress

The firmware is being transferred to the drive.
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Transfer Progress Status

Definition

Reconstruction in progress This status is shown if a volume transfer takes place during the rapid reconstruction of a drive.
This is typically due to a controller reset or failure and the controller owner transfers the volume.
The system will initiate a full reconstruction of the drive.
Failed - partial

The firmware was only partially transferred to the drive before a problem prevented the rest of
the file from being transferred.

Failed - invalid state

The firmware is not valid.

Failed - other

The firmware could not be downloaded, possibly because of a physical problem with the drive.

Not attempted

The firmware was not downloaded, which might be due to a number of different reasons such as
the download was stopped before it could occur, or the drive did not qualify for the update, or the
download could not occur due to an error.

Successful

The firmware was downloaded successfully.

Upgrading firmware for your ESM
About this task

Use the Download ESM Firmware option to transfer a downloadable firmware file to the Environmental Services Module
(ESM) in the drive trays in the storage array.
Attention: Possible loss of data risk or risk of damage to the storage array – Downloading the ESM firmware incorrectly

could result in damage to the storage array or loss of data. Perform downloads only under the guidance of technical support.
Attention: Risk of making ESM unusable – Do not make any configuration changes to the storage array while downloading

ESM firmware. Doing so could cause the firmware download to fail and make the selected ESM unusable.
Steps

1. From the Array Management Window, select Upgrade > ESM Firmware.
Note: If an ESM does not show up in the list (because of a loss of redundancy or some other problem), run the Recovery

Guru to diagnose and fix the problem before continuing with the download.
2. In the Select trays area, either highlight each drive tray to which you want to download firmware, or click Select All to
highlight all drive trays in the storage array. Each selected drive tray should have the same product ID.
3. Enter the firmware file to download in the Select file area by performing one of these steps:
•

Enter the location and name of the file in the Select file text box (for example, C:\filename ).

•

Click Browse, and obtain the firmware file from a local drive or a network drive. (The Browse button is unavailable until
a you select a drive tray.)
Note: The Start button is unavailable until both a drive tray and a firmware file are selected.

4. Click Start. Confirm your selections, and either click Yes to continue with the firmware download, or click No to quit.
Note: If you click Stop while a firmware download is in progress, the download-in-progress finishes before the operation

stops. The status field for the remaining drive trays changes to Canceled.
5. Monitor the progress and completion status of the download to the drive trays. The progress and status of each drive tray that
is participating in the download appears in the status field of the Select Trays table.
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Note: Each firmware download can take several minutes to complete.

6. Perform one of these actions depending on whether the downloaded succeeded:
•

The download succeeded – The status fields of the drive trays show Complete. You can close the Download
Environmental Services Module (ESM) Firmware dialog by clicking Cancel. The ESM is now operating with the new
firmware.

•

The download failed – The status field of one drive tray shows Failed, and the remainder of the drive trays show
Canceled. Make sure the new firmware file is compatible before attempting another firmware download.

Monitoring the status of the download
Note: When the firmware download successfully completes, a dialog might appear stating that the current version of the
Array Management Window (AMW) is not compatible with the new firmware just downloaded. If you see this message,
dismiss the AMW for this storage array, and open the AMW again by selecting the storage array in the Enterprise
Management Window (EMW), and selecting Tools > Manage Storage Array. This action launches a new version of the
AMW that is compatible with the new firmware.

Monitor the progress and completion status of the download to the controllers in case any errors exist. After the Confirm dialog
is closed, the file is transferred to the storage array. Each controller is sent the new files one at a time. If the file transfer to the
first controller succeeds, then the file is transferred to the second controller. The status of the file transfer and the update to each
participating controller appears in the dialog, as follows.
The progress and status of Optimal controllers that are participating in the download appears. Controllers with statuses other
than Optimal are not represented on the dialog.
State of the File Transfer

Action

In progress

Transferring the firmware (or the
NVSRAM) and file size information

Successfully completes

The firmware (or the NVSRAM) is
transferred

Successfully completes but is not
activated

The firmware (or the NVSRAM)
transfer succeeded but is not activated

Status of an Update to a Controller
Is pending
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Icon and Text That Appear

Icon and Text That Appear

Action
Controller update pending
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Status of an Update to a Controller

Icon and Text That Appear

Action

Is activating

Activating the firmware (or the NVSRAM)
and the elapsed time

Successfully activates

The controller firmware (or the NVSRAM)
is activated

Status of the Completion of the Download

Result

Succeeded

The Download Progress dialog is dismissed. The controllers are now
operating with the new firmware or NVSRAM. Check the new versions of
these files by selecting Monitor > Reports > Storage Array Profile.

Failed

The Download Failure Information dialog appears. Read the information
shown in this dialog. Run the Recovery Guru, and follow any
recommended recovery procedures.

During firmware downloads, the storage management software periodically polls the controller to see if the download has
completed successfully. Sometimes, controller problems occur that keep the download from occurring. The following scenarios
show the results of the firmware downloads if a controller is failed.
Task

Result

Download the new firmware to a storage array with a failed
controller, and replace the failed controller with a new
controller.

After the new controller is installed, the storage array detects
the controller replacement and synchronizes the firmware on
both controllers.

Download the new firmware to a storage array with a failed
controller, but place the controller back online (assuming the
problem was with a component other than the controller).

The firmware synchronization does not occur.

Related concepts

Understanding the possible firmware download errors on page 353
Related tasks

Upgrading the controller firmware on page 144
Downloading the NVSRAM on page 148
Upgrading the controller firmware and the NVSRAM (activate now or later) on page 146
Activating the controller firmware and the NVSRAM on page 149

Understanding the possible firmware download errors
When you upgrade the firmware, the firmware file is downloaded from the host to the controller. During the download of the
firmware file, the storage management software checks for possible upgrade and download errors. Any of the following possible
errors can prevent the firmware upgrade or download:
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Firmware download error

Description

Recommended action

Failed assigned drives

Failed to upgrade an assigned drive in the
storage array.

One reason for the failure might be that the
drive does not have the appropriate signature.
Make sure that the affected drive is an
authorized drive. Contact technical support
for more information.
When replacing a drive, make sure that the
replacement drive has a capacity equal to or
greater than the failed drive you are replacing.
You can replace the failed drive while the
storage array is receiving I/O.

Check storage array

Cannot upgrade the firmware because the
host-agent software could not detect the
controller due to one of these reasons:

•

Make sure that an IP address has been
assigned to each controller.

•

Make sure that all cables connected to the
controller are not damaged.

•

Make sure that all cables are tightly
connected.

•
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The applicable network configuration
tasks have not been performed (for
example, IP address assigned to both
controllers, and so on).

•

The external cable between the host and
the controller is damaged or not
connected.

•

The controller was offline when the
storage array was added.

•

The wrong IP address was entered for the
controller. A connection problem exists.

•

The controller was installed or replaced
since the last time the host-agent software
was started.

Integrated hot spare drives

If the drive is marked as a hot spare and is in
use for a volume group, the firmware upgrade
process fails.

This error condition must be corrected before
you can upgrade the firmware. Launch the
Array Management Window and use the
Recovery Guru to resolve the problem.

Incomplete volume groups

If any drive that is part of a volume group is
bypassed, removed or unresponsive, it is
considered an incomplete volume group. An
incomplete volume group prevents firmware
upgrades.

If one or more volume groups or disk pools
are incomplete, you must correct this error
condition before you can upgrade the
firmware. Launch the Array Management
Window and use the Recovery Guru to
resolve the problem.

Exclusive operations (other
than background media/
parity scan) currently
running on any volume
groups

Cannot upgrade the firmware if any exclusive
operations are in progress on a volume.

If one or more exclusive operations are in
progress, the operations must complete before
the firmware can be upgraded. Use SANtricity
System Manager to monitor the progress of
the operations.

Missing volumes

Cannot upgrade the firmware if any volume is
missing.

You must correct the missing volume
condition before the firmware can be
upgraded. Launch the Array Management
Window and use the Recovery Guru to
resolve the problem.
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Firmware download error

Description

Recommended action

Either controller in a state
other than Optimal

Cannot upgrade the firmware if either
controller is in a state other than optimal.

One of the storage array controllers needs
attention. This condition must be corrected
before the firmware can be upgraded. Launch
the Array Management Window and use the
Recovery Guru to resolve the problem.

Mismatched Storage
Partition information
between Controller Object
Graphs

Cannot upgrade the firmware because the data
validation of the controllers failed.

An error occurred while validating the data on
the controllers. Contact technical support to
resolve this issue.

SPM Verify Database
Controller check fails

Cannot upgrade the firmware because the
storage partitions mappings database is
corrupted.

A storage partitions mapping database error
occurred on a controller. Contact technical
support to resolve this issue.

Configuration Database
Validation (If supported by
the storage array’s
controller version)

Cannot upgrade the firmware because the
configuration database is corrupted.

A configuration database error occurred on a
controller. Contact technical support to
resolve this issue.

MEL Related Checks

Cannot upgrade the firmware because the
Major Event Log (MEL) contains errors.

Contact technical support to resolve this issue.

More than 10 DDE
Informational or Critical
MEL events were reported
in the last 7 days

Cannot upgrade the firmware because there
are more than 10 DDE informational or
critical MEL events reported in the last seven
days.

Contact technical support to resolve this issue.

More than 2 Page 2C
Critical MEL Events were
reported in the last 7 days

Cannot upgrade the firmware because there
are more than two page 2C critical MEL
Events reported in the last seven days.

Contact technical support to resolve this issue.

More than 2 Degraded
Drive Channel Critical
MEL events were reported
in the last 7 days

Cannot upgrade the firmware because there
are more than two degraded drive channel
critical MEL events reported in the last seven
days.

Contact technical support to resolve this issue.

More than 4 critical MEL
entries in the last 7 days

Cannot upgrade the firmware because there
are more than four critical MEL Event entries
reported in the last seven days.

Contact technical support to resolve this issue.

You can correct some of these conditions by using the Recovery Guru in the Array Management Window. However, for some of
the conditions, you might need to contact technical support. The information about the latest controller firmware download is
available from the storage array. This information helps technical support to understand the error conditions that prevented the
firmware upgrade and download.
Related concepts

Learn about the Nonvolatile Static Random Access Memory (NVSRAM) on page 485
I/O data path protection on page 155
Upgrading the controller firmware or NVSRAM packages on page 145
Monitoring the status of the download on page 352
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Downloading the tray configuration settings
About this task

Use the Download Tray Configuration Settings option to transfer a downloadable configuration settings file or the factory
defaults file to the trays. The downloadable file contains the configuration settings for the environmental services modules
(ESMs) and the Drawer Control Module (DCM). DCM is used for drawer management in trays that contain drives in drawers.
You can download the configuration settings file to the drive trays or to the controller-drive trays.
Attention: Risk of data loss or damage to the storage array – Downloading tray configuration settings incorrectly can

result in damage to the storage array or loss of data. Perform downloads only under the guidance of technical support.
Attention: Risk of making tray unusable – Do not make any configuration change to the storage array while downloading

tray configuration settings. Doing so can cause the configuration settings download to fail and make the selected tray
unusable.
Steps

1. From the Array Management Window, select Upgrade > Tray Configuration Settings.
The Download Tray Configuration Settings dialog appears. The Trays table lists the details of all of the trays in the storage
array that contain drives.
Note: If a tray does not appear in the list because of a loss of redundancy or some other problem, run the Recovery Guru
to diagnose and fix the problem before continuing with the download.

2. In the Trays table, either select each tray to which you want to download the configuration settings, or select the Select All
check box to select all of the trays in the storage array.
Note: Each selected tray must have the same firmware version. Trays that contain mismatched firmware are listed in the
table; however, you receive an error message if you select trays with mismatched firmware.

3. Click Select File to select the file from a local drive or a network drive.
4. Click Start.
Note: The Start button is unavailable until both a drive tray and a tray configuration settings file are selected.

5. Confirm your selection by typing yes and clicking OK to continue with the tray configuration settings download.
6. Monitor the progress and the completion status of the download to the trays.
The progress and the completion status of the download appear above the command buttons. Each tray configuration settings
download can take several minutes to complete.
7. Perform one of these steps, depending on the result of the download:
•

If the tray configuration settings download is successful – Click Close to close the Download Tray Configuration
Settings dialog.

•

If the download failed – Before you attempt another download, make sure that the new configuration settings file is
compatible with the selected trays.

Downloading the drive and ATA translator firmware
About this task

Use the Download Drive/ATA Translator Firmware option to transfer a downloadable firmware file to drives and Advanced
Technology Attachment (ATA) translators in the storage array.
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The ATA translator provides Fibre Channel (FC) protocol to Serial Advanced Technology Attachment (SATA) protocol
translation for the SATA drives in the storage array. Each SATA drive in the storage array is connected to a corresponding ATA
translator.
Attention: Risk of application errors – Downloading the firmware could cause application errors.

Keep these important guidelines in mind when you download firmware to avoid the risk of application errors:
•

Downloading firmware incorrectly could result in damage to the drives or loss of data. Perform downloads only under the
guidance of your technical support Representative.

•

Stop all I/O to the storage array before the download.

•

Make sure that the firmware that you download to the drives and the ATA translators is compatible with the drives and the
ATA translators that you select.

•

Do not make any configuration changes to the storage array while downloading the firmware.
Attention: Downloads can take several minutes to complete. During a download, the Download Drive and ATA Translator -

Progress dialog appears. Do not attempt another operation when the Download Drive and ATA Translator- Progress dialog is
shown.
Steps

1. From the Array Management Window, select Upgrade > Drive/ATA Translator Firmware .
The Download Drive and ATA Translator Firmware - Introduction dialog appears.
2. Follow the directions on each dialog, and click Next to move to the next dialog.
Each dialog has context-sensitive help. Click Help to view the information applicable for that particular dialog.
A Preview of the Download Drive and ATA Translator Firmware Dialogs
These dialogs appear as part of the firmware download:
•

Download Drive and ATA Translator Firmware - Introduction dialog provides information about downloading the
firmware to the drives and the ATA translators.

•

Download Drive and ATA Translator Firmware - Add Packages dialog lets you select the firmware for the drives and the
ATA translators.

•

Download Drive and ATA Translator Firmware - Select Devices dialog lets you select the drives and ATA translators that
you want to update with the previously selected firmware.

•

Download Drive and ATA Translator Firmware - Progress dialog lets you monitor the progress of the firmware
download.

Using the Download Drive and ATA Translator Firmware Wizard
Use the Download Drive and ATA Translator Firmware Wizard to transfer a downloadable firmware file to drives and Advanced
Technology Attachment (ATA) translators in the storage array.
You can download firmware files to multiple drives and ATA translators at a time to keep downtime to a minimum. To learn
more about the wizard before you begin, see the "A Preview of the Download Drive and ATA Translator Firmware Wizard"
section in this topic.
Attention: Risk of application errors – Stop all I/O activity to the storage array before downloading the firmware to prevent

application errors. Before starting any firmware download, make sure that all data on the affected drives is backed up.
Attention: Possible loss of data – Perform downloads only under the guidance of your technical support Representative.

Downloading firmware files incorrectly could result in performance problems or loss of data.

Maintenance options

357

Attention: Possible damage to drives and loss of data access – Do not make any configuration changes to the storage array

while downloading firmware files.
1. From the Array Management Window, select Upgrade > Drive/ATA Translator Firmware .
2. Follow the directions on each wizard dialog, and click Next to move to the next wizard dialog.
Note: Each wizard dialog has context-sensitive help. Click Help to view the information applicable for that particular

dialog.
A preview of the Download Drive and ATA Translator Firmware Wizard
These dialogs appear as part of the firmware download:
•

Download Drive and ATA Translator Firmware - Introduction dialog provides information about downloading the firmware
to the drives and the ATA translators.

•

Download Drive and ATA Translator Firmware - Add Packages dialog lets you select the firmware for the drives and the
ATA translators.

•

Download Drive and ATA Translator Firmware - Select Devices dialog lets you select the drives and the ATA translators that
you want to update with the previously selected firmware.

•

Download Drive and ATA Translator Firmware - Progress dialog lets you monitor the progress of the firmware download.

Using the Download Drive and ATA Translator Firmware Wizard: Introduction
About this task

Keep these guidelines in mind before you download the firmware.
Attention: Possible risk of data loss – Download the firmware only under the guidance of your technical support

Representative. Downloading the firmware incorrectly could result in performance problems or loss of data.
Attention: Stop all I/O activity to the storage array before you download the firmware. Stopping I/O activity prevents

application errors. Before you start downloading any firmware, make sure that you have backed up all of the data on the
affected drives.
The Download Drive and ATA Translator Firmware - Introduction dialog is the first dialog of the Download Drive and ATA
Translator Firmware Wizard that downloads drive and Advanced Technology Attachment (ATA) translator firmware to one or
more drives and ATA translators in the storage array.
Steps

1. Review the information in the dialog to determine whether you are ready to download the firmware.
2. To continue with the firmware download process, click Next.
Using the Download Drive and ATA Translator Firmware Wizard: Add packages
About this task

Use the Download Drive and ATA Translator Firmware - Add Packages dialog to select the drive and Advanced Technology
Attachment (ATA) translator firmware that you want to download.
Steps

1. To open the dialog to select the firmware, click Add, and navigate to the directory that contains the files that you want to
download.
2. Select up to four firmware files.
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Note: Selecting more than one firmware file to update the firmware of the same drive or ATA translator might result in a
file conflict error. If a file conflict error occurs, an error dialog appears. To resolve this error, click OK and remove all
other firmware files except the one that you want to use for updating the firmware of the drive or ATA translator. To
remove a firmware file, select the firmware file in the Selected packages area, and click Remove.

3. To move to the next dialog, click Next.
Using the Download Drive and ATA Translator Firmware Wizard: Select devices
About this task

Use the Download Drive and ATA Translator Firmware - Select Devices dialog to select the drives and Advanced Technology
Attachment (ATA) translators that you want to update with the previously selected firmware. The selected firmware for the drive
appears in the Drive firmware information area. The selected firmware for the ATA translator appears in the ATA translator
firmware information area. If you must change the firmware, click Back to return to the previous dialog.
Steps

1. Select the drives and ATA translators for which you want to download the firmware.
•

For one or more drives and ATA translators – In the Select devices area, select the drive and ATA translator names.

•

For all compatible drives and ATA translators listed in the dialog – Click Select All.

2. Click Finish.
The Confirm Download dialog appears.
3. To start the firmware download, type yes in the text box.
4. Click OK.
Using the Download Drive and ATA Translator Firmware Wizard: Download progress
About this task

Use the Download Drive and ATA Translator Firmware - Progress dialog to monitor the progress of the drive and the Advanced
Technology Attachment (ATA) translator firmware download.
Attention: Possible loss of access to data or data loss – Stopping a firmware download might result in drive unavailability

or data loss.
Steps

1. Monitor the progress of the drive and the ATA translator firmware download. The progress and status of each drive and each
ATA translator that are participating in the download appears in the Progress column of the Devices updated area and in the
Progress summary area.
Note: Each firmware download can take several minutes to complete.

Status Shown

Definition

Scheduled

The firmware download has not yet started.

In progress

The firmware is being transferred to the drive or the ATA translator.

Failed - partial

The firmware was only partially transferred to the drive before a problem
prevented the rest of the file from being transferred.

Failed - invalid state

The firmware is not valid.
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Status Shown

Definition

Failed - other

The firmware could not be downloaded, possibly because of a physical
problem with the drive or ATA translator.

Not attempted

The firmware was not downloaded. The download was stopped before it could
occur.

Successful

The firmware was downloaded successfully.

Note: A drive or an ATA translator does not show in the Devices updated area until a firmware download is attempted or
the firmware download process is stopped.

2. To stop the firmware download in progress, click Stop.
Any firmware downloads currently in progress are completed. Any drives or ATA translators that have attempted firmware
downloads show their individual status. Any remaining drives or ATA translators are listed with a status of Not attempted.
3. If you want to save a text report of the progress summary, click Save As.
The report saves with a default .txt file extension. If you want to change the file extension or directory, change the
parameters in the Save As dialog.
4. Perform one of these actions:
•

To close the Drive Firmware Download Wizard – Click Close.

•

To start the wizard again – Click Transfer More.

Tips for updating your drive and ATA translator firmware
Download firmware to the drives and the Advanced Technology Attachment (ATA) translators only if the drives and the ATA
translators in the storage array are experiencing firmware-related limitations or performance issues. Obtain drive and ATA
translator firmware only from your storage supplier.
Attention: Risk of application errors – Stop all I/O activity to the storage array before the firmware download to prevent

application errors. Before you start any firmware download, make sure that all data on the affected drives is backed up.
Before you download firmware to all of the drives and the ATA translators in the storage array, consider downloading to just a
few drives and ATA translators to make sure that the downloads are successful and to test the performance of the new firmware.
When you are satisfied that the new firmware works correctly, download the firmware to the remaining drives and ATA
translators.
Do not physically remove any drives that are selected for firmware download. If you remove any selected drives, the firmware
download will fail.

Firmware inventory
A storage array is made up of many components, which might include controllers, drives, drawers, and environmental services
modules (ESMs). Each of these components contains firmware. Some versions of firmware are dependent on other versions of
firmware. To capture information about all of the firmware versions in your storage array, view the firmware inventory.
If the firmware inventory displays the message Firmware information is not available for the selected
storage array, the firmware inventory service is not available on that storage array.
You can also save the firmware inventory to a text file. You can then send the file to technical support for analysis. Technical
support will be able to detect any firmware mismatches.
Related tasks

Viewing the software and firmware inventory on page 361
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Viewing the software and firmware inventory
Steps

1. From the Array Management Window, select Upgrade > View Firmware Inventory.
This command is available only for storage arrays that support this option.
2. If you want to save the firmware inventory to a text file, perform these steps:
a. Click Save As.
b. In the Specify filename text box, enter a name for the file to be saved. You also might specify another drive and directory
if you want to save the file in a location other than the default.
Note: The suffix *.txt is added to the file name automatically if you do not specify a suffix for the file name.

c. Click Save.
An ASCII text file that contains the firmware inventory is saved to the designated directory.
Related concepts

Firmware inventory on page 360
Upgrading the controller firmware or NVSRAM packages on page 145

Using persistent reservations
The Persistent Reservations option lets you view and clear volume reservations and associated volume registrations. Persistent
reservations, which the cluster server software configures and manages, preserve volume reservations and volume registrations.
Persistent reservations also prevent other hosts from accessing the volume.
Attention: Possible application errors – Persistent reservations are allowed on a primary volume in a remote mirror, but they

are not allowed on a secondary volume. If a volume has any type of reservation when designated as a secondary volume, the
primary volume detects a reservation conflict at its first write request to the secondary volume and clears the reservation
automatically. Subsequent requests to place a reservation on the secondary volume are rejected.
Keep these guidelines in mind when you create persistent reservations:
•

Use this option only under the guidance of technical support.

•

A volume with a different type of reservation (for example, SCSI-2 reservations) cannot also have persistent reservations.
However, different volumes can have different types of reservations.

•

A volume with persistent reservations or persistent registrations rejects all other types of reservation commands with a
Reservation Conflict status. Likewise, a volume with other types of reservations rejects all persistent reservation commands
with a Reservation Conflict status.

•

You cannot use a volume that holds a persistent reservation as source volume candidates or target volume candidates for
volume copy operations.

•

You must clear persistent reservations before you can change a logical unit number (LUN) mapping or delete a LUN
mapping on a volume that holds a reservation.

•

You cannot delete volumes or volume groups with any type of persistent reservation. If you try to perform this action, an
error status is returned. However, you can delete volumes and volume groups that contain only registrations.

•

You can delete missing volumes that contain registrations or reservations.
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Viewing volume reservations and volume registrations
From the Storage & Copy Services tab, select any desired node, and select Monitor > Reports > Persistent Reservations.
The dialog shows any volumes in the storage array that have registrations, with the first volume in the list highlighted by default.
Interpreting persistent reservation data
The Persistent Reservation dialog shows any volumes in the storage array that have registrations, with the first volume in the list
highlighted by default. If there are no volumes with registrants, the dialog shows no data. This table describes the information
and buttons shown in the Persistent Reservation dialog.
Information or Button

Description

Volume Name

Shows the user label of the volume with persistent reservations. Volumes are listed in alphabetical
order. If a volume user label is not available, then its World Wide Identifier (WWID) appears.

LUN

Shows the assigned LUN number for the particular volume.

Registrations

Shows the number of registrations for the particular volume.

Reservation Type

Shows an abbreviated form of the associated reservation type for the particular volume.
Each addressable volume can have one reservation. Each reservation can grant access rights to one
or more registrants, depending on the reservation type. You can reserve a volume for a specific
access level by a group of registrants. All of the registrants within a group are restricted to the
access level defined by the reservation type. This list shows reservation types as follows:

PTPL?

•

None – The volume has registrants, but it currently has no reservation.

•

WE (Write Exclusive) – Writes exclusive: Only the host port that reserved the volume may
write to the volume. Reads shared: Any host port may read from the volume.

•

EA (Exclusive Access) – Only the host port that reserved the volume may read from or write to
the volume.

•

WE-RO (Write Exclusive - Registrants Only) – Writes exclusive: All registered host ports
may write to the volume. Reads shared: Any host port may read from the volume.

•

EA-RO (Exclusive Access - Registrants Only) – Only registered host ports may read from or
write to the volume.

•

WE-AR (Write Exclusive - All Registrants) – Writes exclusive: All registered host ports may
write to the volume. Reads shared: Any host port may read from the volume.

•

EA-AR (Exclusive Access - All Registrants) – Only a host port may read from or write to the
volume.

Shows Yes if the registrations are set to persist through a power loss.

To view the registrations that are associated with the volume reservation, either double-click the desired volume, or highlight the
volume and select the View Associated Registrations check box in the upper left of the dialog.
Note: You may view only one registration for a volume at a time.

This table describes the information that appears in the Persistent Reservation dialog that shows volume registrations.
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Information

Description

Interface Type

Shows the type of interface.

Host (Initiator) Port

Shows the associated user label for the particular host port. If the host port alias has not been
provided, then Not Available appears.
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Information

Description

Associated Host

Shows the host associated with the specific volume.

Controller (Target) Ports

Shows the port name of the target port.

Holds Reservation?

Shows either Yes or No, depending on whether the specific host port is the reservation holder.
•

If the registrant holds the reservation, the controller port that holds the reservation is
indicated. An example is Yes (A1), Yes (B2).

•

If the reservation type is such that all of the ports hold the reservation, then the
designation is Yes (a list of applicable controller ports). An example is Yes (A1, A2, B1).

•

For some reservation types, all registrants for the specific volume are considered
reservation holders, and each registrant has Yes in this column. In most cases, only one
registrant holds the reservation.

Use the Refresh option to update the reservation and registration view. An hourglass appears while the reservation and
registration information is updated. The first volume in the list should be highlighted. If you selected the check box before you
clicked Refresh, the check box stays selected. The reservation information shown in the bottom pane for the volume is
highlighted.
Saving reservation and registration details
Use the Save As option to save all reservation and registration information. All reservation and registration information for each
volume is saved, no matter how many volumes you have highlighted in the upper pane.
1. Click Save As.
2. In the Look In text box, navigate to the directory in which you will save the file.
3. In the File Name text box, enter the name of the file.
4. Click Save.
The Files of Type text box lists All Files (*.*) and Reservation data (*.txt). The Reservation data (*.txt) should be the
default file shown. The file is saved as a .txt file, which is an ASCII representation of the registration and reservation
information.
Clearing volume reservations
Volume reservation and registration data for host ports no longer part of the configuration might be retained along with current
registration and reservation data. Accumulation of the old data eventually can case the controller to reach the upper boundary of
allowed host ports and to issue an Insufficient Registrations Resources error if another host port tries to register. The maximum
number of registrants per volume is 512. The maximum number of registrants per storage array of total registrations is 100,000.
Keep these guidelines in mind when you use the Clear option:
•

To prevent an Insufficient Registration Resources error, clear old data that is associated with a volume when it no longer has
a reservation. Clear old data during scheduled downtime maintenance to prevent interference with cluster server operations.

•

This option clears the reservation and all associated registrations for the volumes that you have selected. This option does not
let you clear a particular reservation or registration for a selected volume.

Use the Clear option to perform these functions:
•

Release volume reservations and remove associated registrations when the host port is no longer part of the configuration.

•

Clear old data that is associated with a volume that no longer has a reservation.
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1. In the upper-left corner of the Persistent Reservations dialog, make sure that the View Associated Registrations check box
is deselected.
2. Click one or more desired volumes. To select all of the volumes, click Select All.
3. Click Clear.
4. In the text box in the Clear Registrations/Reservations dialog, type yes, and click OK. If you do not want to clear any
reservations, click Cancel to return to the Persistent Reservations dialog.
The reservation and registrations that were associated with the volumes that you highlighted in the upper pane are cleared.

Enabling a pre-read redundancy check
About this task
Note: You can enable the pre-read redundancy check option only for a volume in a volume group. This procedure does not
apply to volumes in a disk pool.

Use the Pre-Read Redundancy Check option to define a storage array's capability to pre-read volume redundancy information
and determine whether the data of that volume is consistent. A volume that has this feature enabled returns read errors if the data
is determined to be inconsistent by the controller firmware. You can enable this option for volumes that contain redundancy
information. RAID Level 1, RAID Level 3, RAID Level 5, and RAID Level 6 maintain redundancy information. You can enable
redundancy pre-read on a per-volume basis.
If a volume that is configured with pre-read is migrated to a RAID level that does not maintain redundancy information, the
metadata of the volume continues to show that pre-read is enabled. However, reads to that volume ignores redundancy pre-read.
If the volume is subsequently migrated back to a RAID level that supports redundancy, the option becomes available again.
You can view whether pre-read redundancy check is currently enabled by doing one of these actions:
•

Select the Storage & Copy Services tab, select a volume, and look at the information in the Properties pane.

•

Select a storage array, select Monitor > Reports > Storage Array Profile, and select the Storage tab and then the Volumes
tab.

Steps

1. In the Storage & Copy Services tab, select a volume, and select Storage > Volume > Change > Pre-read Redundancy
Check.
2. Select Enable pre-read redundancy check for selected volume, and click OK.
Note: Enabling the option on volumes without redundancy does not affect the volume. However, the attribute is retained
for that volume if it is ever changed to one with redundancy information.

3. Click Yes.

Updating the JRE used by SANtricity
About this task

If you update the Java Runtime Environment (JRE) on your computer, you can update SANtricity Storage Manager to use this
new JRE. You can do this update using either an automated script or a manual process.
Note: We recommend that you use the automated script to avoid potential errors.

You can check the JRE version that SANtricity is currently using by selecting Help > About. You can also find the JRE version
in the customer support data in the file msw-runtime-info.txt.
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Choices

•

To update the JRE using a script (Windows)
1. Run the file:
SANtricityInstallDirectory\UpdateJREPath.bat AbsolutePathToJRE

•

To update the JRE using a script (Linux, Solaris, HP-UX, AIX)
1. Run the file:
/opt/SMgr/UpdateJREPath.sh AbsolutePathToJRE

•

To update the JRE manually (Windows)
1. Using a text editor, open the file:
SANtricityInstallDirectory\client\SANtricity Storage Manager Client.lax

Change the line:
lax.nl.current.vm=..\\jre\\bin\\javaw.exe

to:
lax.nl.current.vm=JREInstallDirectory\\jre\\bin\\javaw.exe

2. (Optional) In the same file, if needed, add locations to the line:
lax.nl.valid.vm.list=J2 J1 MSJ

If the JRE version specified under lax.nl.current.vm doesn't exist in that path or couldn't be located, the launcher will
search the list of JRE versions specified under lax.nl.valid.vm.list.
3. Using the registry editor, navigate to the key:
HKEY_LOCAL_MACHINE\SOFTWARE\storage\SMclient

Change the value of:
JREPath

to:
JREInstallDirectory\jre

And change the value of:
SunJVMLocation

to:
JREInstallDirectory\jre\bin\client
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4. Using a text editor, open the file:
SANtricityInstallDirectory\client\SMcli.cfg

Change:
JREPATH=SANtricityInstallDirectory\JRE\BIN\JAVAW.EXE

to:
JREPATH=JREInstallDirectory\JRE\BIN\JAVAW.EXE

5. Using a text editor, open the file:
SANtricityInstallDirectory\client\SMclient.bat

Change:
JREPATH=SANtricityInstallDirectory\jre\bin\javaw.exe

to:
JREPATH=JREInstallDirectory\jre\bin\javaw.exe

6. Perform this step on all in-band management stations. Using the registry editor, navigate to the key:
HKEY_LOCAL_MACHINE\SOFTWARE\storage\SMagent

Change the value of:
JREPath

to:
JREInstallDirectory\jre

If you are running a 32-bit version of Windows, change the value of:
SunJVMLocation

to:
JREInstallDirectory\jre\bin\client

Or, if you are running a 64-bit version of Windows, change the value of:
SunJVMLocation

to:
JREInstallDirectory\jre\bin\server
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7. Perform this step on any I/O-attached host. Using a text editor, open the file:
JREPATH=SANtricityInstallDirectory\jre\bin\javaw.exe

to:
JREPATH=JREInstallDirectory\jre\bin\javaw.exe

•

To update the JRE manually (Linux, Solaris, HP-UX, AIX)
1. Using a text editor, open the file:
/opt/SMgr/SMclient

Change:
JAVA_EXEC=SANtricityInstallDirectory/JRE/BIN/JAVAW

to:
JAVA_EXEC=JREInstallDirectory/JRE/BIN/JAVAW

2. Using a text editor, open the file:
/opt/SMgr/SMcli

Change:
JAVA_EXEC=SANtricityInstallDirectory/JRE/BIN/JAVAW

to:
JAVA_EXEC=JREInstallDirectory/JRE/BIN/JAVAW

3. Using a text editor, open the file:
/usr/sbin/SMagent

Change:
JAVA_EXEC=SANtricityInstallDirectory/JRE/BIN/JAVAW

to:
JAVA_EXEC=JREInstallDirectory/JRE/BIN/JAVAW

4. Using a text editor, open the file:
/opt/SMgr/SMdevices
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Change:
JAVA_EXEC=SANtricityInstallDirectory/JRE/BIN/JAVAW

to:
JAVA_EXEC=JREInstallDirectory/JRE/BIN/JAVAW

5. Using a text editor, open the file:
/usr/bin/SMmonitor

Change:
$BASEDIR/jre/java

to:
JREInstallDirectory/JRE/BIN/JAVAW

Result

Troubleshooting
The following table lists some error messages that you might see if there is an inconsistency in the JRE installation location that
you have specified. Only the applications SMclient, SMdevices, and SMcli produce an error message. The SMagent,
SMmonitor, and SMutils applications do not produce an error message if they cannot find the JRE.
Error Message

Meaning

System cannot find the path specified

The JRE was not found in the specified location.

Error occurred during initialization of VM
Java/lang/NoclassDefFoundError: java/lang/
object

The JRE in the specified location is corrupt.

Error: Could not open JREInstallDirectory/
lib/.../jvm.cfg file

In the specified location, the /lib folder is missing.
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Viewing and saving the error details
About this task

Use the Error dialog to view error details, to hide error details, and to save error details to a text file. The Error dialog appears
when the storage management software detects an error. You can save the details of the error to a text file that technical support
can use to diagnose problems.
Steps

1. Choose one of these tasks:
•

368

View the error details – Go to step 2 on page 369.

Storage arrays

•

Hide the error details – Go to step 3 on page 369.

•

Save the error details to a text file – Go to step 4 on page 369.

2. In the Error dialog, click Show Details.
Error details appear, including environmental details and a controller firmware stack dump and thread dump. If multiple
errors are encountered, environmental details appear once for all of the errors, followed by individual error, stack, and thread
dump information. You are finished with this procedure.
3. In the Error dialog, click Hide Details.
The error details are hidden. You are finished with this procedure.
4. In the Error dialog, click Save As.
5. Select an applicable directory to which to save the file.
6. In the File Name text box, type the file name of your choice. You do not need to specify a file extension; however, an
extension, such as .txt, helps to associate the file with a specified software application that will open the file.
7. Click Save.
An ASCII text file that contains the error information data is saved to the specified directory.

Collecting support data manually
About this task

Depending on whether the Legacy Collect Support Data feature or the AutoSupport feature is enabled, the system displays one
of the following dialogs when you select Monitor > Health > Collect Support Data Manually from the Array Management
Window.
•

Collect All Support Data: If the Collect Support Data (Legacy) feature is enabled on your storage array, the system displays
the Collect All Support Data dialog, which you can use to gather various types of inventory, status, and performance data
that can help troubleshoot any problems with your storage array. All of the files gathered are compressed into a single
archive in a zipped-file (.7z) format. Then, you can forward the archive file to technical support for troubleshooting and
further analysis.

•

Collect AutoSupport Data: If the AutoSupport feature is enabled and activated on your storage array, the system displays
the Collect AutoSupport Data dialog, which you can use to manually collect complete AutoSupport data for your storage
array and save the data locally to a compressed zipped-file (.7z) format. The AutoSupport data is not automatically sent to
technical support. You must manually transfer the zip file using FTP or email to technical support.
Attention: Use this option only under the guidance of technical support.
Note: You can run only one collection operation at a time. If you try to start another operation, you receive an error message.
Note: If your tray contains drawers, the diagnostic data for that tray is archived in a separate zipped file named traycomponent-state-capture.7z in the same location specified for the support data file.

Steps

1. From the Array Management Window, select Monitor > Health > Collect Support Data Manually.
2. In the Specify filename text box, either enter a name for the file to be saved (for example, C:\filename.7z), or browse to
a previously saved file if you want to overwrite an existing file.
Use the convention filename.7z for the name of the file. (The suffix .7z is added automatically to the file if you do not
specify a suffix for the file.) You might also specify another drive and directory if you want to save the file in a location other
than the default.
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3. Click Start.
After all of the support files have been gathered, they are archived using the file name that you specified in step 2 on page
369.
4. Click OK.
The Array Management Window appears.
Related concepts

Which data am I collecting in a customer support bundle? on page 417

Collecting the drive data
About this task

Use the Collect Drive Data option to collect log sense data from all the drives on your storage array.
Log sense data consists of statistical information that is maintained by each of the drives in your storage array. Technical support
can use this information to analyze the performance of your drives and for troubleshooting problems that might exist.
Attention: Use this option only under the guidance of technical support.
Steps

1. From the Array Management Window, select Monitor > Health > Collect Drive Data.
You can select either All Drives or Selected Drives from the menu.
2. In the Specify filename text box, either enter a name for the file to be saved (for example, C:\filename.zip), or browse
to a previously saved file if you want to overwrite an existing file.
Use the convention filename.zip for the name of the file. (The suffix *.zip is added to the file automatically if you do
not specify a suffix for the file.) You might also specify another drive and directory if you want to save the file in a location
other than the default.
3. Click Start, and click OK.
Related concepts

Which data am I collecting in a customer support bundle? on page 417

About using the Event Log viewer
The Event Log is a detailed record of events that occur in the storage array. You can use the Event Log as a supplementary
diagnostic tool to the Recovery Guru for tracing storage array events. Always refer to the Recovery Guru first when you attempt
to recover from component failures in the storage array.
The Event Log is stored in reserved areas on the drives in the storage array.
You can perform these actions in the Event Log window:
•

View and filter the events that are displayed in the Event Log.

•

Update the display to retrieve any new events.

•

View detailed information about a selected event.

•

Save selected Event Log data to a file.

•

Clear the events in the Event Log.

The Event Log shows three levels of events:
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•

All Events, which include all events (emergency, alert, critical, error, warning, notice, and informational) that have occurred
on the storage array that are both actionable events and non-actionable events.

•

Actionable Events, which include event types that require immediate attention or action and are categorized into the
following severity levels:

•

◦

Emergency

◦

Alert

◦

Critical

◦

Error

◦

Warning

Non-actionable Events, which include event types that do not require any immediate action and are categorized into the
following severity levels:
◦

Notice

◦

Informational

Note: The event filter will display all possible event severity levels, however, not all event severity levels are supported by the
controller firmware and will not trigger an alert if specified.

To configure the destination addresses for delivery of email and SNMP trap messages that contain event details affecting
managed storage arrays, select Edit > Configure Alerts in the Enterprise Management Window. For more information about
configuring alert notifications, refer to the online help topics in the Enterprise Management Window.
Viewing the Event Log
From the Array Management Window (AMW), select Monitor > Reports > Event Log.
Several minutes might elapse for an event to be logged and become visible in the Event Log window.
Viewing the Event Log
Use the Event Log Viewer to show a detailed list of events that occur in a storage array. The Event Log is stored on reserved
areas on the storage array drives. It records configuration events and storage array component failures.
Attention: Use this option only under the guidance of technical support.

The Event Log stores approximately 8000 events before it replaces an event with a new event. If you want to keep the events,
you can save them, and clear them from the Event Log.
You can filter the events in the Event Log window to view either one of three types of event views:
Note: The event filter will display all possible event severity levels, however, not all event severity levels are supported by the
controller firmware and will not trigger an alert if specified.

•

View All Events – Includes all events (emergency, alert, critical, error, warning, notice, and informational) that have
occurred on the storage array that are both actionable events and non-actionable events.

•

View only Actionable Events – Includes event types that require immediate attention or action and are categorized into the
following severity levels:
◦

Emergency

◦

Alert

◦

Critical

◦

Error
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◦
•

Warning

View only Non-actionable Events – Include event types that do not require any immediate action and are categorized into
the following severity levels:
◦

Notice

◦

Informational

When you select the View Details check box, the Event Log window splits into two views: Summary view and Detail view. In
the Detail view, you can view the details of the event that is selected in the Summary view. To resize the panes, select the splitter
bar between the two views, and move it up or down.
The details pane shows all data contained in the summary view and includes the event sequence number, event type, any event
specific codes, event categories and the controller that logged the error. Each event type is mapped to a particular priority,
category and description.
Related tasks

Setting the storage array controller clocks on page 49
Related references

Resolving the critical events on page 376
Displaying events
About this task
Note: It can take several minutes for an event to be logged and become visible in the Event Log window.

You can view emergency, alert, critical, error, warning, notice, and informational events in the Event Log window. You can filter
the type of events that are shown, configure the number of events that are shown, and view details for each event.
Note: The event filter will display all possible event severity levels, however, not all event severity levels are supported by the

controller firmware and will not trigger an alert if specified.
Steps

1. From the Array Management Window, select Monitor > Reports > Event Log.
The Event Log dialog appears.
2. Select the type of events to retrieve in the Filter events displayed drop-down list. You can select one of these options.
•

View all events

•

View only actionable events
You can select to view a specific actionable event type: emergency, alert, critical, error, or warning.

•

View only non-actionable events
You can select to view a specific non-actionable event type: notice or informational.

3. To configure the number of events that are shown, select or type a value in the spinner box, and click Update.
Note: The spinner box label depends on the option that is selected in the Filter events displayed drop-down list. For
example, if the View only actionable events option is selected, the spinner box is labeled Retrieve most recent
actionable events.

4. To view details about an event, select the View details check box.
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The Event Log window splits into two views: Summary view and Detail view. In the Detail view, you can view the details of
the event that is selected in the Summary view.
5. To retrieve new events from the storage array for display, click Update.
Saving the selected events to a file
About this task

The Save Events dialog allows you to save selected events from the Event Log’s summary view to a file.
Steps

1. From the Array Management Window, select Monitor > Reports > Event Log.
The Event Log dialog appears.
2. Select the type of events to retrieve in the Filter events displayed drop-down list. You can select one of these options.
•

View all events

•

View only actionable events
You can select to view a specific actionable event type: emergency, alert, critical, error, or warning.

•

View only non-actionable events
You can select to view a specific non-actionable event type: notice or informational.

3. Select the events you want to save to a file.
•

Press Ctrl-click to select nonadjacent events to be saved.

•

Press Shift-click to select adjacent events to be saved.

•

Click Select All to save every shown event.

4. Click Save As.
The Save Events dialog appears.
5. Save the selected events by choosing an appropriate directory and file name.
The Save dialog can filter on files with a .log extension. Therefore, you might want to save the file with a .log extension
by using the file name conventions you used for any previous log files. If you do not specify an extension, the Save As dialog
appends a .log extension by default.
6. Type your desired file name in the File Name text box.
7. Click Save.
An ASCII text file containing the selected events, with a .log extension, is saved to the designated directory.
The text file contains the associated event information for each selected event type, as shown in the example below:
Date/Time: 9/30/12 8:30:43 AM
Sequence number: 102
Event type: 280 A
Event category: Internal
Event Priority: <Emergency/Alert/Critical/Error/Warning/Notice/Informational>
Description: Controller-drive tray removed
Event specific codes: 0/0/0
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Component type: Power-fan canister
Component location: Drive tray 0,Slot 2
Logged by: Controller in slot
Raw data:4d 45 4c 03 00 00 00 66 00 00 00 00 00 00 00 000a 28 4a 01 93 fa 22 4c 83 00 00 00
00 00 00 0000 00 00 00 04 00 00 00 22 00 00 00 22 00 00 0011 00 00

Clearing the events
About this task

The Clear All Events option allows you to delete all retrieved events in the events table on the Event Log dialog. All events are
cleared from the Event Log when you delete the entries in the log.
Note: If you want to save the current Event Log entries, be sure to save a copy of the log before clearing it.
Steps

1. To delete all entries in the Event Log, click Clear All.
2. Type yes, and click OK.
All events are cleared from the Event Log.
3. To close the Event Log, click Close.
Interpreting the event summary data
The Event Summary table has five columns, which are described in this table.
Column

Description

Date/Time

The date and time stamp of the event, according to the controller clock.
Note: The Event Log initially sorts events based on sequence number (shown in the
event details). Usually, this sequence corresponds to the date and time. However, the two
controller clocks in the storage array could be unsynchronized. In this case, some
perceived inconsistencies could appear in the Event Log relative to events and the date
and time shown. Select Hardware > Controller > Synchronize Clocks to synchronize
the storage array controller clocks with the clock on your storage management station.
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Column

Description

Priority

These priority values exist:
•

Emergency - System is unusable. An error has occurred that has affected multiple
applications, servers, or sites.

•

Alert - Immediate action is required. An error has occurred that requires immediate
attention. Potential loss of multiple devices or resources.

•

Critical – A problem exists with the storage array. However, if you take immediate
action, you might prevent losing access to data. Critical events are used for alert
notifications. All critical events are sent to any network management station (through
SNMP traps) or to the email recipient that you configured by selecting Edit >
Configure Alerts in the Enterprise Management Window.

•

Error – A non-urgent failure has occurred. The failure should be resolved within a
reasonable amount of time.

•

Warning – An error has occurred that has degraded the performance and the ability of
the storage array to recover from another error.

•

Notice – Significant events, but not error conditions. Notices might result in emails to
administrators, but no immediate action is required.

•

Informational – Non-critical information related to the storage array.
Note: The event filter will display all possible event severity levels, however, not all
event severity levels are supported by the controller firmware and will not trigger an alert
if specified.

Component Type

The component that is affected by the event. The component could be hardware, such as a
drive or a controller, or it could be software, such as a controller firmware.

Component Location

The physical location of the component in the storage array.

Description

A description of the event.
Example – Drive write failure - retries exhausted

Interpreting the event details
Select the View details check box to show event details of a single-selected Summary event. When you have selected the View
details check box, click a single event in the Summary view to see the details about that event in the Event Details view.
Note: Because some of the fields in the Event Details view require no explanation, this table describes only those fields that
require additional detail.

Column

Description

Sequence Number

A 64-bit number that uniquely identifies a specific log entry for a storage array. This
number increments by one with every new Event Log entry.

Event Type

A 4-digit number that identifies each type of logged event.
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Column

Description

Event Priority

Identifies the priority of the logged event, which can include the following:

Event Specific Codes
Event Category

•

Emergency

•

Alert

•

Critical

•

Error

•

Warning

•

Notice

•

Informational

This information is used by technical support.
•

Failure – A component in the storage array has failed; for example, drive failure or
battery failure.

•

State Change – An element of the storage array that has changed state; for example, a
volume transitioned to Optimal status, or a controller transitioned to Offline status.

•

Internal – Internal controller operations that do not require user action; for example,
the controller has completed start-of-day.

•

Command – A command that has been issued to the storage array; for example, a hot
spare has been assigned.

•

Error – An error condition has been detected on the storage array; for example, a
controller is unable to synchronize and purge cache, or a redundancy error is detected
on the storage array.

•

General – Any event that does not fit well into any other category.

Component Type

Indicates which component has failed.

Component Location

Indicates the location of the affected component.

Logged By

The name of the controller that logged the event.

Raw Data

This information is used by technical support.

Resolving the critical events
Critical events indicate a problem with the storage array. If you resolve the critical event immediately, you might prevent loss of
data access.
When a critical event occurs, it is logged in the Event Log. All critical events are sent to the SNMP management console or to
the email recipient that you have configured to receive alert notifications by selecting Edit > Configure Alerts in the Enterprise
Management Window. If the tray ID is not known at the time of the event, the tray ID is listed as "Tray unknown."
When you receive a critical event, refer to the Recovery Guru procedure for a detailed description of the critical event. You can
select Monitor > Health > View Health (Recovery Guru) or click the Needs Attention link to obtain the recovery procedure.
Complete the Recovery Guru procedure to correct the critical event. To correct certain critical events, you might need to contact
technical support.
Related concepts

Viewing the Event Log on page 371
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Related tasks

Setting the storage array controller clocks on page 49

Viewing the drive channel status
About this task

Use the Drive Channels option to manage the status of drive channels on your storage array. By effectively managing the drive
channel status on your storage array, you can diagnose any problems that might exist on a particular drive channel.
Steps

1. In the Array Management Window, select Hardware > Tray > View/Edit > Drive Channels.
The View Drive Channels (Expansion Ports) dialog appears. This dialog lists only expansion ports. If the message No
expansion trays are connected appears, then no drive trays are connected to the controllers.

2. In the Select an expansion port table, select an expansion port, and click Show Details. Use Ctrl-Click and Shift-Click to
select multiple expansion ports.
3. (Optional) To locate drive trays on a drive channel, click Locate.
The LEDs blink on all the drive trays on the selected drive channel in the storage array.
When you have located the drive trays, click OK. The LEDs stop blinking. If any other locate operations (Locate Storage
Array, Locate Volume Group, Locate Drive Tray, or Locate Drive) are being invoked from another storage management
station, these LEDs also stop blinking.
Note: If the LEDs from the Locate Drive Channel operation do not stop blinking, select Hardware > Locate > Stop All
Indications to stop the process manually.

4. (Optional) To save drive channel details, perform these substeps:
a. Click Save As.
b. In the File name text box, either enter a name for the file to be saved, or browse to a previously saved file if you want to
overwrite an existing file.
Use the convention filename.txt for the name of the file. (The suffix .txt is added to the file automatically if you do
not specify a suffix for the file.) You might also specify another drive and directory if you want to save the file in a
location other than the default.
c. Click Save.
The drive channel details are saved to the location that you selected.
5. To return to the Drive Channels dialog, click Close.

Capturing the state information
About this task

Use the Capture State Information option to capture information about the current state of your storage array and save the
captured information to a text file. You can then send the captured information to technical support for analysis.
Note: If your tray contains drawers, the diagnostic data for that tray is archived in a separate file named
TrayComponentsStateCapture_<user-defined>.zip in the same location specified for the state capture file.
Attention: Potential to cause an unresponsive storage array – The State Capture option can cause a storage array to

become unresponsive to both the host and the storage management station. Use this option only under the guidance of
technical support.
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Steps

1. From the Array Management Window, select Monitor > Health > Capture State Information.
2. Read the information in the Confirm State Capture dialog, and type yes to continue.
3. In the Specify filename text box, enter a name for the file to be saved, or browse to a previously saved file if you want to
overwrite an existing file.
Use the convention filename.dmp for the name of the file. The suffix .dmp is added to the file automatically if you do not
specify a suffix for the file.
4. Click Start.
Each test shows a status of Executing while it is in progress. The test then shows Completed when it successfully finishes. If
any of the tests cannot be completed, a status of Failed appears in the Execution summary window.
5. Monitor the progress and completion status of all of the tests. When they finish, click OK to close the State Capture dialog.
Note: Clicking Cancel stops the state capture process, and any remaining tests do not complete. Any test information that
has been generated to that point is saved to the state capture file.
Related concepts

Which data am I collecting in a customer support bundle? on page 417

Running the controller diagnostics
Use the Run Diagnostics Controller option to run various internal tests to verify that a controller is functioning correctly.
Note: If you run diagnostics while a host is using the volumes owned by the selected controller, the I/O directed to this
controller path is rejected.
Important: Use this option only under the guidance of technical support.

1. In the Physical pane, select a controller, and select Hardware > Controller > Advanced > Run Diagnostics > Controller.
2. Select the check boxes for the diagnostic tests to be run. Choose from these tests:
•

Read test

•

Write test

•

Data loopback test

Running the data loopback test on a single channel
Important: The data loopback test does not run on controllers that have SCSI connections between the controllers and the
drives. The data loopback test only runs on controllers that have Fibre Channel connections between the controller and the
drives.

1. Select a channel from the channel drop-down list.
2. Select a data pattern file for the data loopback test. Select Use default data pattern to use the default data pattern, or select
Use custom data pattern file to specify another file.
A custom data pattern file called diagnosticsDataPattern.dpf is provided on the root directory of the installation. You
can modify this file, but the file must have these properties to work correctly for the test:
•

You must enter the file values in hexadecimal format (00 to FF) with only one space between the values.

•

The file must be no larger than 64 bytes in size. Smaller files work, but larger files cause an error.

3. Click Run.
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4. In the text box, type yes, and click OK.
The selected diagnostic tests begin. When the tests are complete, the Status field is updated with test results. The test results
contain a generic, overall status message, and a set of specific test results. Each test result contains this information:
•

Test (Read/Write/Data Loopback)

•

Port (Read/Write)

•

Level (Internal/External)

•

Status (Pass/Fail)
Note: Events are written to the Event Log when diagnostics are started and when testing is completed. These events help

you to evaluate whether diagnostics testing was successful or failed and the reason for the failure. To view the Event Log,
select Monitor > Reports > Event Log.
5. Click Close.
Important: When diagnostics are completed, the controller should automatically allow data to be transferred to it.
However, if a situation exists where data transfer is not re-enabled, in the Physical pane, select the controller, and select
Hardware > Controller > Advanced > Enable Data Transfer.

Running the read link status diagnostics
About this task

Read link status error counts refer to link errors that have been detected in the traffic flow of a Fibre Channel loop. The errors
detected are represented as a count (32-bit field) of error occurrences accumulated over time. The errors provide a coarse
measurement of the integrity of the components and storage arrays on the loop.
Attention: Use this option only under the guidance of technical support.

The Read Link Status Diagnostics dialog retrieves the error counts and shows the controllers, drives, environmental services
modules (ESMs) and Fibre Channel ports in channel order.
By analyzing the error counts retrieved, you can determine the components or storage arrays within the Fibre Channel loop that
might be experiencing problems communicating with the other storage arrays on the loop. A high error count for a particular
component or storage array indicates that it might be experiencing problems and should be given immediate attention.
Error counts are calculated from the current baseline and might be reset by defining a new baseline. For more information, see
step 3 on page 380.
Steps

1. Select one of these tasks, and go to the indicated step:
•

Run the read link diagnostics – Go to step 2 on page 379.

•

Set the baseline – Go to step 3 on page 380.

•

Interpret the results – Go to step 4 on page 380.

•

Save the diagnostic results – Go to step 5 on page 381.

2. To run the read link diagnostics, perform these substeps:
a. From the Array Management Window, select a storage array, and select Monitor > Health > Storage Array
Diagnostics > Read Link Status.
This information appears:
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•

Devices – A list of all of the storage arrays on the Fibre Channel loop. The storage arrays appear in channel order,
and within each channel they are sorted according to the storage array's position within the loop.

•

Controller/Port – The controller ID or the port ID of the device.

•

ALPA ID – The arbitrated loop physical address of the device.

•

Baseline Time – The date and time of when the baseline was last set.

•

Sampling Interval – The elapsed time between when the baseline time was set and when the read link status data
was gathered using the Run option.

•

ITW – The total number of invalid transmission word (ITW) errors detected on the Fibre Channel loop from the
baseline time to the current date and time. ITW might be referred to as the "Received Bad Character Count." ITW is
the key error count to be used when analyzing the error count data.

•

LF – The total number of link failure (LF) errors detected on the Fibre Channel loop from the baseline time to the
current date and time.

•

LOS – The total number of loss of synchronization (LOS) errors detected on the Fibre Channel loop from the
baseline time to the current date and time.

•

LOSG – The total number of loss of signal (LOSG) errors detected on the Fibre Channel loop from the baseline time
to the current date and time.

•

PSP – The total number of primitive sequence protocol (PSP) errors detected on the Fibre Channel loop from the
baseline time to the current date and time.

•

ICRC – The total number of invalid cyclic redundancy check (ICRC) errors detected on the Fibre Channel loop from
the baseline time to the current date and time.

b. To view error count data for a particular device, select the device from the Show devices on list.
c. Interpret the results to determine where problematic components or storage arrays are located. For more information, see
step 4 on page 380. You are finished with this procedure.
3. To set the baseline, you need to understand some concepts about baselines.
Error counts are calculated from a baseline (which describes the error count values for each type of storage array in the Fibre
Channel loop), from the time when the baseline was established to the time at which the error count information is
requested.
The baseline is automatically set by the controller. You can also manually set a new baseline through the Read Link Status
Diagnostics dialog.
Note: This option establishes new baseline error counts for all storage arrays currently initialized on the loop.

To set the baseline, perform these substeps:
a. Select Set Baseline.
b. Click Yes.
c. Click OK.
d. To retrieve the current error counts, click Run. You are finished with this procedure.
4. To interpret the results, you need to understand some concepts about the results you will receive:
Analysis of the read link status results is based on the principle that the storage array immediately "downstream" of the
problematic component should see the largest number of invalid transmission word (ITW) error counts. The process involves
these tasks:
•
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•

Analyzing the data in loop order

•

identifying any large jumps in the ITW counts

For example, an increase in the ITW column of 10 to 40 counts over a 24-hour period indicates that a component or storage
array in the loop is experiencing problems. Typically, the ITW count should not change by more than a few counts over this
period of time.
Note: Because the current error counting standard is vague about when the ITW error count is calculated, different
vendor's storage arrays calculate at different rates. When you analyze the data, take this concept into account.
Note: When you analyze read link status (RLS) data for a storage array that contains both SATA drives and a controller in
a single tray, you will see NA (not applicable) for each SATA drive in this tray. The NA indicates that the SATA drives are
not communicating with the controller through the Fibre Channel (FC) protocol. However, if there are any SATA drive
trays in the storage array, the ESMs in those drive trays are identified as Fibre Channel devices. Therefore, they report
meaningful RLS data back to the controller. The SATA drives behind the ESMs report RLS data, but this data is coming
from the Fibre-to-SATA translation circuitry in the ESM.

To interpret the results, perform these substeps:
a. Open the Read Link Status Diagnostics dialog.
b. Look at the ITW column, and identify any unusual increase in the ITW counts.
If you are unable to determine which component is problematic, save your results, and forward them to technical support.
c. Click Close. You are finished with this procedure.
5. To save the diagnostic results, perform these substeps:
Note: For further troubleshooting assistance, save the read link status results, and forward them to technical support for
assistance.

a. Click Save As.
b. Select a directory, and type the file name of your choice in the File name text box. You do not need to specify a file
extension.
c. Click Save.
A comma-delimited file containing the read link status results is saved. You are finished with this procedure.
Related concepts

Learn about the read link status diagnostics on page 469

Cache backup device diagnostics
Note: The cache backup device diagnostics are not supported on the E2700 controller, E5400 controller, or E5500 controller.

After you replace a cache backup device, run the cache backup device diagnostics to check the status of the cache backup
device. Before you run these tests, you must make these changes to the controller that has the cache backup device on which you
want to run diagnostics:
•

The controller must be in Service mode.

•

The storage array must have a field-replaceable data cache backup device connected to it on either controller.

•

The controller firmware must support cache backup device diagnostics.

In the Cache Backup Device Diagnostic dialog, the status of each device is shown. The device can be one of these statuses:
•

Optimal

Troubleshooting options
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•

Failed

•

Removed

•

Unknown

•

Write Protected (not supported on the E2600 controller)

•

Incompatible

Select the device, and then you can choose to run either basic diagnostics or extended diagnostics.
Basic diagnostics
Note: The basic diagnostics are not supported on the E2600 controller.

The Basic option validates the ability of the cache memory to transport I/O data.
Basic diagnostics should take less than one minute to complete. A progress bar displays during the process to show the status of
the basic diagnostics. To cancel the basic diagnostics process, click Cancel.
Extended diagnostics
The Extended option performs an in-depth examination of the ability of the cache backup device to function.
Two options are available for extended diagnostics:
•

Random patterns test – This test writes a random pattern to each flash block within the cache backup device. The randomly
generated pattern is written to any randomly selected page within the flash block to be written. The pattern written is read
back and verified. The randomly selected pattern is written to the raw pool within the cache memory. The data is copied to
the processor memory first and is then sent through the direct memory access to the cache backup device.

•

Write patterns test – This test writes a pattern to the entire cache backup device in blocks. Each block written is read back,
and the data is verified for integrity purposes.

The extended diagnostics might take several minutes to complete. A progress bar displays during the process to show the status
of the extended diagnostics. To cancel the extended diagnostics process, click Cancel.
Results
For each test, the diagnostics return these results:
•

The diagnostics complete successfully – The Results table shows each test name and the associated result. The result is
either Passed, Failed, Cancelled by user, or Skipped.

•

The diagnostics do not complete because of an error – The Results table shows the test name and the associated error
information.

•

The diagnostics do not complete because the user canceled the diagnostics – The Results table is populated with the
string, Diagnostics canceled by user. After a line break, the completed tasks and their results are presented to the
user on separate lines. Any tests that did not start due to the cancellation by the user return the result Skipped.

Placing a controller in the online status
About this task

Placing a controller online makes it available for I/O operations. You do not need to manually redistribute volumes; as each
volume originally owned by this controller receives I/O requests, the volume is automatically transferred back to the controller.
Steps

1. In the Physical pane in the Array Management Window, select the controller to set online.
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2. On the menu bar, select Hardware > Controller > Advanced > Place > Online.
The Confirm Place Online message appears.
3. Click Yes.
The Redistribute volumes message appears.
Note: Placing a controller online and redistributing volume ownership might take a few minutes.

4. Click OK.
In the Properties pane, the Base Controller Properties status changes to Online.

About controllers in the In Service mode
Attention: Place a controller in the In Service mode only under the guidance of technical support.
Attention: Placing a controller in the In Service mode while an application is using the volumes on the controller causes I/O

errors unless a multi-path driver is installed on the host. Before you place a controller in the In Service mode, confirm either
that no volumes are in use or that a multi-path driver is installed on the host. If the host does not have a multi-path driver
installed, or the multi-path driver on the host is not an RDAC multi-path driver, you must modify the operating system to
make sure that moved volume groups are accessed on the new path.
•

Placing a controller in the In Service mode might significantly reduce system performance.

•

When the controller in the In Service mode is placed back online, volume groups are automatically transferred back to the
preferred controller.

Related tasks

Placing a controller into the In Service mode on page 383

Placing a controller into the In Service mode
About this task
Attention: Place a controller into the In Service mode only under the guidance of technical support.
Attention: Before you place a controller into the In Service mode, confirm either that no volumes are in use or that a multi-

path driver is installed on the host. If the multi-path driver on the host is not an RDAC multi-path driver, you must modify the
operating system to make sure that moved volume groups are accessed on the new path.
Steps

1. In the Physical pane in the Array Management Window, select the controller to place into the In Service mode.
2. On the menu bar, select Hardware > Controller > Advanced > Place > In Service Mode.
•

In the Physical pane, the controller that was placed into the In Service mode is highlighted.

•

In the Properties pane, the Base Controller Properties status changes to In service mode.

Related concepts

About controllers in the In Service mode on page 383
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Retrieving trace buffers
About this task

Use the Retrieve Trace Buffers option to save trace information to a compressed file. The firmware uses the trace buffers to
record processing, including exception conditions, that might be useful for debugging. Trace information is stored in the current
buffer. You have the option to move the trace information to the flushed buffer after you retrieve the information. (The option to
move the trace information to the flushed buffer is not available if you select Flushed buffer from the Trace Buffers list.)
Because each controller has its own buffer, there might be more than one flushed buffer. You can retrieve trace buffers without
interrupting the operation of the storage array and with minimal effect on performance.
Note: Use this option only under the guidance of technical support.

A zip-compressed archive file is stored at the location you specify on the host. The archive contains trace files from one or both
of the controllers in the storage array along with a descriptor file named trace_description.xml. Each trace file includes a
header that identifies the file format to the analysis software used by technical support. The descriptor file has the following
information:
•

The World Wide Identifier (WWID) for the storage array.

•

The serial number of each controller.

•

A time stamp.

•

The version number for the controller firmware.

•

The version number for the management application programming interface (API).

•

The model ID for the controller board.

•

The collection status (success or failure) for each controller. (If the status is Failed, the reason for failure is noted, and there
is no trace file for the failed controller.)

Steps

1. From the Array Management Window, select Monitor > Health > Retrieve Trace Buffers .
2. Select the Controller check box, the Controller check box, or both check boxes.
If the controller status message to the right of a check box is Failed or Disabled, the check box is disabled.
3. From the Trace Buffers drop-down list, select Current buffer, Flushed buffer, Current and flushed buffers, or Current,
flushed, and platform buffers.
4. If you choose to move the buffer, select the Move current trace buffer to the flushed buffer after retrieval option.
The Move current trace buffer to the flushed buffer after retrieval option is not available if you selected Flushed buffer
in step 3 on page 384.
5. In the Specify filename text box, either enter a name for the file to be saved (for example, C:\filename.zip ), or browse
to a previously saved file if you want to overwrite that file.
6. Click Start.
The trace buffer information is archived to the file that you specified in step 5 on page 384. If you click Cancel while the
retrieval process is in progress, and then click OK in the cancellation dialog that appears, the trace buffer information is not
archived, and the Retrieve Trace Buffers dialog remains open.
7. When the retrieval process is finished, the label on the Cancel button changes to Close. Choose one of the following options:
•
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•

To close the dialog and return to the Array Management Window, click Close.

Running configuration database diagnostics
About this task

The configuration database stores information that is used by the storage array to manage the controller firmware. Use the Run
Configuration Database Diagnostics option to check that the configuration database is consistent.
Attention: Use this option only under the guidance of technical support.
Steps

1. From the Array Management Window, select Monitor > Health > Storage Array Diagnostics > Validate Configuration
Database.
2. In the Specify filename text box, either enter a name for the file to save, or browse to a previously saved file to overwrite
that file.
Use the convention filename.zip for the name of the file. The extension .zip is added automatically to the file name if
you do not specify an extension. To save the file in a location other than the default, enter the full path for the location along
with the file name.
3. Click Start.
The progress bar fills in from left-to-right until the database check is complete. When the database check is complete, the
message Configuration database –Problems detected. File created. See ZIP file location above.
or the message Configuration database –Diagnosis completed. No problems detected. No ZIP file
created. appears below the progress bar. Any error messages that are generated as the database is checked are archived
using the file name that you specified in step 2 on page 385.
4. Click OK.
The Array Management Window appears.

Running the cable diagnostics
About this task

This operation is available only for specific controller models containing specific host interface cards (HICs).
You can diagnose errors with cables connected to the host ports on the controller. These errors include an open circuit or a short
circuit.
Steps

1. Select Hardware > Controller > Advanced > Run Diagnostics > Cable.
2. In the Run diagnostics on: drop-down list, select the ports for which you want to run the cable diagnostics.
Only ports that support this operation are shown in the drop-down list.
3. Click Run.
A warning appears that says that this operation might cause the selected ports to lose connectivity temporarily.
4. If you want to continue, click Yes.
The test results are displayed in the dialog.
5. If you want to save the results to a file, click Save As.
The file is saved in the comma-separated values format (.csv ).
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Result

The results displayed are as follows:
Result

Definition

Port

The port on which the diagnostic ran.

Host Interface Card (HIC)

The HIC associated with the port.

Status

The status reported is one of the following options:

Cable Length

•

Open Cable

•

Shorted Cable

•

Cable OK

•

Invalid or Incomplete Test

The approximate length of the cable in meters.
If the status is Open Cable or Shorted Cable, the length is a single distance to
where the error occurred. If there is more than one error, the length is reported as
a range of the shortest and longest distances to where the error occurred.
If the status is Cable OK, the length is reported as a range of the shortest and
longest cable pairs.
If the status is Invalid or Incomplete Test, the length is reported as a range of the
shortest and longest pairs on which the test completed.

Raw Register Values

The raw register values returned. Five 2-byte hexadecimal numbers are displayed
in the order: composite_value pair_D pair_C pair_B pair_A.

To fix any cable errors, take one of the following actions:
Status

Action

Open Cable

Replace the cable.

Shorted Cable

Replace the cable.

Invalid or Incomplete Test

Rerun the test.

Controller health image
Attention: Perform controller health image operations only under the guidance of technical support.
Note: The availability of the controller health image feature varies depending on your controller, your specific model of
controller, and the features that you have enabled. Depending on your configuration, a controller uses either controller health
image or diagnostic data capture (DDC) for controller diagnostics, not both.

A controller health image is a raw data dump of the controller’s processor memory. Technical support can use the controller
health image to diagnose a problem with a controller. The firmware automatically generates a controller health image when it
detects certain errors. The errors that cause a controller health image to generate are as follows:
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•

Assertion failures, panics, and other fatal errors

•

Watchdog time-outs, data aborts, page faults, and other hardware exceptions

•

Ancient I/O conditions

•

Any other firmware error condition that causes a controller to reboot

Storage arrays

After a controller health image occurs, the controller that had the error reboots and an event is logged in the Major Event Log
(MEL). When you receive notification of the MEL event, contact technical support who will instruct you to retrieve the
controller health image and send it to them for analysis.
A controller health image can be either a full controller health image or an alternate controller health image. The controller
firmware generates a full controller health image from the controller in the storage array that had the error. After a full controller
health image, the controller reboots. The controller firmware generates an alternate controller health image from the controller
in the storage array that did not have the error. The firmware generates an alternate controller health image only for specific
errors. An alternate controller health image does not reboot the controller.
Only one full controller health image and one alternate controller health image exist at a time. If an existing controller health
image is less than 48 hours old and you have not retrieved it, a new controller health image does not occur. If an existing
controller health image is more than 48 hours old when a new controller health image occurs, it will overwrite the existing one.
If you are instructed to do so by technical support, you can manually allow an overwrite. Other reasons why a controller health
image might not occur are if a cache backup operation is in progress or if a reboot due to a user-initiated event such as a
firmware download is in progress.
A controller health image is saved to a dedicated region of cache memory. If a cache backup device exists, a controller health
image is backed up to it where it will persist in the event of a power outage. A controller health image will occur regardless of
whether there are batteries or a cache backup device. The size of the controller health image file is slightly greater than the size
of the processor memory. Generation of a controller health image can take several minutes.
If a controller health image fails, the operation stops and the controller reboots. If you replace the controller, the controller
health image is invalid if the replacement controller has a controller health image stored on it.
Related tasks

Retrieving a controller health image on page 387
Retrieving a controller health image
About this task
Attention: Perform this operation only under the guidance of technical support.

Retrieve a controller health image if you receive notification of a MEL event that a controller health image has been generated
automatically.
To retrieve a controller health image, perform the following actions:
Steps

1. Select Monitor > Health > Storage Array Diagnostics > Controller Health Image > Retrieve.
2. To see the size of the controller health image and additional details, click View controller health image details.
Result

The controller health image file is saved on the management station in a compressed format (ZIP). The Allow Overwrite option
is enabled.
After you finish

After retrieving a controller health image, send it to technical support for analysis.
Related concepts

Controller health image on page 386
What data am I retrieving during a controller health image? on page 438
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Collecting I/O path statistics
About this task

Application performance issues can be caused by memory utilization, CPU utilization, network latency, I/O latency, or other
issues. You can find and solve these performance issues by analyzing the Input/Output (I/O) path statistics. The I/O path
statistics are collected automatically during support data collection or you can collect them manually by following the procedure
documented in this help topic. The data from this command is saved in a binary format that can be analyzed only by technical
support.
The counters for the I/O path statistics are reset after you confirm that you want to collect the I/O path statistics. The counters
are reset even if you subsequently cancel the operation. The counters are also reset when the controller begins start of day
processing.
Note: Use this option only under the guidance of technical support.
Steps

1. Select Monitor > Health > Storage Array Diagnostics > Collect I/O Path Statistics.
2. In the Specify filename text box, enter a name for the file to be saved. The suffix .zip is added automatically to the file.
The file is saved by default in the directory where the storage management software is installed (for example, C:\Program
Files\StorageManager\client). To change the directory, click Browse.
3. Click Start.
A warning appears.
4. Read the warning. To confirm that you want to start the collection of the I/O path statistics, type yes, and click OK.
Collection of the I/O path statistics begins.
5. When collection is complete, click OK.
6. Follow the instructions provided by technical support to send the file to them.
Related tasks

Collecting support data manually on page 369

Recovery options
Initializing a drive
About this task

Use the Initialize Drive option only when you have moved a subset of drives that were previously part of a multi-drive volume
group from one storage array to another. Because you did not move the entire set of drives, the volume and volume group
information about the drives is incomplete.
Therefore, to erase all volume and volume group information about these drives and make them available again for new volume
creation, you must initialize these drives. This action erases the volume and volume group information and returns the selected
drives to an Unassigned state, which adds new or additional unconfigured capacity to the storage array. You can use this
capacity to create additional volumes.
Attention: Possible loss of data – When you initialize a drive, all data on the drive or drives is lost.
Attention: Use this option only under the guidance of technical support.
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Steps

1. Select the Hardware tab.
2. Select one or more drives to be initialized.
3. Select Hardware > Drive > Advanced > Initialize.
4. Type yes, and click OK.
These conditions occur:
•

The drive initialization process starts.

•

The drive on the Hardware tab returns to an Unassigned state.

•

The Storage & Copy Services tab is updated as follows:
◦

If an Unconfigured Capacity node did not exist prior to the drive initialization operation, a new Unconfigured
Capacity node is added to the Storage & Copy Services tab. The Storage & Copy Services tab contains the raw
capacity of the newly initialized drives.

◦

If an Unconfigured Capacity node existed prior to the drive initialization operation, the raw capacity of the newly
initialized drives is added to the existing Unconfigured Capacity node.

Initializing a volume
About this task
Attention: Possible loss of data – All volume data is destroyed. Do not try this operation unless the Recovery Guru advises

you to do so. Contact technical support before you complete this procedure.
Note: This topic applies only to standard volumes created from volume groups or disk pools, not to thin volumes.

A volume is automatically initialized when it is first created. However, the Recovery Guru might advise that you manually
initialize a volume to recover from certain failure conditions.
Keep these guidelines in mind before you initialize a volume:
•

Use this option only under the guidance of technical support.

•

You cannot cancel the operation after it starts.

•

Do not use this option if any modification operations are in progress on the volume or the volume group.

•

Do not change the cache parameters of the volume while the Initialization operation is in progress.

Steps

1. On the Storage & Copy Services tab, select the volume to initialize.
2. Select Storage > Volume > Advanced > Initialize.
The Confirm Initialization dialog appears.
3. Read and understand the warning.
4. To confirm that you want to initialize the volume, type yes, and click OK.
Note: To monitor initialization progress, select the volume, and view the progress bar at the bottom of the Properties pane
on the right.
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Initializing a thin volume
Attention: Possible loss of data – All volume data is destroyed. Do not try this operation unless the Recovery Guru advises

you to do so. Contact technical support before you complete this procedure.
Note: This topic applies only to thin volumes. You can create thin volumes only from disk pools, not from volume groups.
The availability of thin volumes varies depending on your controller, your specific model of controller, and the features that
you have enabled.

A thin volume is automatically initialized when it is first created. However, the Recovery Guru might advise that you manually
initialize a thin volume to recover from certain failure conditions. When initializing a thin volume, you can keep the physical
capacity the same, change the physical capacity, or move the repository to a different disk pool.
Initializing a thin volume erases all data from the volume. The thin volume keeps its WWN, host mappings, virtual capacity, and
repository expansion policy. It also keeps the same Data Assurance (DA) settings and security settings. If you want to keep the
same physical capacity, the volume can keep its current repository volume, thereby saving initialization time. If you want to
change the physical capacity of the thin volume, a new repository volume is created and you can optionally change the
repository expansion policy and warning threshold.
The following types of volumes cannot be initialized:
•

Base volume of a snapshot volume

•

Primary volume in a mirror relationship

•

Secondary volume in a mirror relationship

•

Source volume in a volume copy

•

Target volume in a volume copy

•

Thin volume that already has an initialization in progress

•

Thin volume that is not in the Optimal state

Initializing a thin volume with the same physical capacity
About this task
Attention: Initializing a thin volume erases all data from the volume.
Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the thin volume that you want to initialize. Thin volumes are listed under the Disk Pools node.
3. Select Storage > Volume > Advanced > Initialize.
The Initialize Thin Volume dialog appears.
4. Select the Keep existing repository radio button, and click Finish.
The Confirm Initialization of Thin Volume dialog appears.
5. Read the warning.
6. To confirm that you want to initialize the thin volume, type yes, and click OK.
The thin volume initializes.
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Related concepts

Initializing a thin volume on page 390
Initializing a thin volume with a different physical capacity
About this task
Attention: Initializing a thin volume erases all data from the volume.
Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the thin volume that you want to initialize. Thin volumes are listed under the Disk Pools node.
3. Select Storage > Volume > Advanced > Initialize.
The Initialize Thin Volume (Select Initialization Type) dialog appears.
4. Select the Use a different repository radio button.
5. Based on whether you want to keep the current repository for future use (thereby saving initialization time), select or clear
the Delete existing repository check box, and click Next.
6. Is there more than one disk pool on your storage array?
•

Yes – Go to step 7 on page 391.

•

No – Go to step 8 on page 391.

7. On the Select Disk Pool dialog, select Keep existing disk pool radio button, and click Next.
8. On the Select Repository dialog, use the Preferred capacity box to indicate the initial physical capacity of the volume and
the Units list to indicate the specific capacity units to use (MB, GB, TB). Keep in mind that storage capacity is also required
for copy services (snapshot images, snapshot volumes, volume copies, and remote mirrors), so do not allocate all of the
capacity to standard volumes.
Note: Regardless of the capacity specified, capacity in a disk pool is allocated in 4-GB increments. Any capacity that is

not a multiple of 4 GB is allocated but not usable. To make sure that the entire capacity is usable, specify the capacity in
4-GB increments. If unusable capacity exists, the only way to regain it is to increase the capacity of the volume.
9. Based on the value that you entered in the previous step, the Disk pool physical capacity candidates table is populated with
matching repositories. Select a repository from the table. Existing repositories are placed at the top of the list. The benefit to
reusing an existing repository is that you can avoid the initialization process that occurs when you create a new one.
10. (Optional) To change the repository expansion policy or warning threshold, click View advanced repository settings.
a. Repository expansion policy – Select either Automatic or Manual. When the consumed capacity gets close to the
physical capacity, you can expand the physical capacity. The storage management software can automatically expand the
physical capacity or you can do it manually. If you select Automatic, you also can set a maximum expansion capacity.
The maximum expansion capacity allows you to limit the volume’s automatic growth below the virtual capacity. The
value for the maximum expansion capacity must be a multiple of 4 GB.
b. Warning threshold – In the Send alert when repository capacity reaches field, enter a percentage. The storage
management software sends an alert notification when the physical capacity reaches the percentage full.
11. Click Finish.
The Confirm Initialization of Thin Volume dialog appears.
12. Read the warning.
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13. To confirm that you want to initialize the thin volume, type yes, and click OK.
The thin volume initializes.
Related concepts

Initializing a thin volume on page 390
Initializing a thin volume and moving it to a different disk pool
About this task
Attention: Initializing a thin volume erases all data from the volume.
Steps

1. In the Array Management Window, select the Storage & Copy Services tab.
2. Select the thin volume that you want to initialize. Thin volumes are listed under the Disk Pools node.
3. Select Storage > Volume > Advanced > Initialize.
The Initialize Thin Volume dialog appears.
4. Select the Use a different repository radio button.
5. Based on whether you want to keep the current repository for future use (thereby saving initialization time), select or clear
the Delete existing repository check box, and click Next.
The Select Disk Pool dialog appears.
6. Select the Select a new disk pool radio button.
7. Select a new disk pool from the table, and click Next.
The Select Repository dialog appears.
8. Use the Preferred capacity box to indicate the initial physical capacity of the volume and the Units list to indicate the
specific capacity units to use (MB, GB, TB). Keep in mind that storage capacity is also required for copy services (snapshot
images, snapshot volumes, volume copies, and remote mirrors), so do not allocate all of the capacity to standard volumes.
Note: Regardless of the capacity specified, capacity in a disk pool is allocated in 4-GB increments. Any capacity that is
not a multiple of 4 GB is allocated but not usable. To make sure that the entire capacity is usable, specify the capacity in
4-GB increments. If unusable capacity exists, the only way to regain it is to increase the capacity of the volume.

9. Based on the value that you entered in the previous step, the Disk pool physical capacity candidates table is populated with
matching repositories. Select a repository from the table. Existing repositories are placed at the top of the list. The benefit to
reusing an existing repository is that you can avoid the initialization process that occurs when you create a new one.
10. (Optional) To change the repository expansion policy or warning threshold, click View advanced repository settings.
a. Repository expansion policy – Select either Automatic or Manual. When the consumed capacity gets close to the
physical capacity, you can expand the physical capacity. The storage management software can automatically expand the
physical capacity or you can do it manually. If you select Automatic, you also can set a maximum expansion capacity.
The maximum expansion capacity allows you to limit the volume’s automatic growth below the virtual capacity. The
value for the maximum expansion capacity must be a multiple of 4 GB.
b. Warning threshold – In the Send alert when repository capacity reaches field, enter a percentage. The storage
management software sends an alert notification when the physical capacity reaches the percentage full.
11. Click Finish.
The Confirm Initialization of Thin Volume dialog appears.
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12. Read the warning.
13. To confirm that you want to initialize the thin volume, type yes , and click OK.
The thin volume initializes.
Related concepts

Initializing a thin volume on page 390
What does initializing a thin volume do?
Initialization clears the block indices, which causes unwritten blocks to be read as if they are zero-filled. After initialization, the
thin volume appears to be completely empty. The thin volume keeps its original world wide node name (WWNN) and
mappings.
The actions that occur depend on the options that you select.
Options

Actions

You select Keep existing
repository

The original repository with its current size remains in use, but its contents are deleted.

You select Use a different
repository and a larger
preferred capacity

The original repository is expanded to the new capacity.

You select Use a different
repository and a smaller
preferred capacity

You can select to either use an existing repository or create a new one. This repository replaces
the original repository. You also can choose whether to keep or delete the original repository.
Deletion of the original repository occurs after creation of the new one, which might limit the
capacity available for the new repository.

You select Use a different
repository and a different
disk pool

You can select to either use an existing repository or create a new one in the new disk pool.
This repository replaces the original repository. You also can choose whether to keep or delete
the original repository in the original disk pool.

Initializing a volume group
About this task

Use the Initialize Volume Group option when the Recovery Guru advises that you manually initialize all of the volumes in a
volume group.
Attention: Possible loss of data – All data on all volumes in the volume group will be destroyed. Do not try this operation

unless the Recovery Guru advises you to do so. Contact technical support before you complete this procedure.
Keep these guidelines in mind before you initialize a volume group:
•

Use this option only under the guidance of technical support.

•

You cannot cancel the operation after it starts.

•

Do not use this option if the volumes in the volume group do not have Optimal status and if any modification operations are
in progress on the volume or the volume group.

•

Do not change the cache parameters of the volume while the initialize operation is in progress.

Steps

1. In the Logical pane, select the volume group to initialize, and select Storage > Volume Group > Advanced > Initialize.
2. Type yes, and click OK.
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The volumes in the volume group start the initialization process. During initialization, each volume icon shows Operation in
Progress status in the Logical pane.
Note: To monitor the volume group initialization progress, select a volume in the volume group, and view the progress bar
at the bottom of the Properties pane on the right.

Placing volumes online
Cache data loss might occur after a storage array experiences an interruption of power. If cache data cannot be recovered, the
affected volumes are automatically placed offline. You can use the Place Volumes Online dialog to return volumes that have
been placed offline to online status. To open the Place Volumes Online dialog, select Advanced > Recovery > Place Volumes
Online from the Array Management Window.
Attention: You should place a volume online only if you are instructed to do so by the Recovery Guru or by technical

support.

Resetting a storage array configuration
About this task

Use the Reset Clear Configuration option to delete the volume configuration that was set at the factory before manually or
automatically configuring the storage array. This option also lets you correct configuration errors that cannot be corrected by
using any other method.
Resetting the storage array configuration causes these conditions to occur:
•

All volumes and volume groups are deleted.

•

The user-supplied name is deleted.
Attention: Possible loss of data access – When you use this option, all data currently stored on the storage array is lost. Do

not attempt this operation unless all data on the storage array has been backed up to tape or to another storage array.
Attention: Use this option only under the guidance of technical support.

Perform these steps after resetting the storage array configuration. Keep these guidelines in mind before proceeding:
•

If communication with your storage array is through a host agent and you changed any default logical unit number (LUN)
assignments for an access volume, then those LUN assignments return to their default settings (usually LUN 7 or LUN 31).
Because the LUN assignments change, the storage array is unresponsive to any hosts running the host-agent software (if they
are using the changed LUN assignments).

•

To reestablish a connection to the storage array, find a responsive management path (for example, one that can still detect the
storage array), change the LUN assignments back, and reboot the host. If there is no responsive management path, you must
reboot the host so the host-agent software recognizes the default LUN assignment for the access volume. On some operating
systems, it is necessary to create a storage partition, run either the hot_add utility or an operating system-specific utility, and
then start and stop the host-agent software to re-create the access volume. After this action is done, delete and add the host in
the Enterprise Management Window to re-establish communication with the storage array.

Steps

1. Select Storage Array > Configuration > Clear > Storage Array.
2. Choose one of these actions based on whether you want to delete the storage array configuration:
•

If you do not want to delete the storage array configuration, click Cancel.

•

If you are absolutely sure that you want to delete your entire storage array configuration, type yes in the text box, and
click OK.

These events occur:
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•

The current configuration is deleted, destroying any existing data on the storage array.

•

A controller-defined configuration is applied (which might include a default volume). All other drives are unassigned.

•

The Storage & Copy Services tab and the Hardware tab are updated to reflect the new configuration.

Resetting a controller
About this task

Use the Reset option to reset a controller from within the storage management software.
Attention: Possible loss of data access – Resetting a controller makes the controller unavailable for I/O until the reset is

complete. If a host is using volumes owned by the controller being reset, the I/O directed to the controller is rejected. Before
resetting the controller, either make sure that the volumes owned by the controller are not in use, or make sure that a multipath driver is installed on all of the hosts using these volumes.
Steps

1. Select Hardware > Controller > Advanced > Reset.
2. Read the information on the Reset Controller dialog, and select a controller to be reset (A or B).
3. To reset the controller, click OK.

Placing a controller online and offline
About this task

Placing a controller offline makes it unavailable for I/O operations and moves its volume groups to the other controller if
failover protection is enabled.
Placing a controller online sets it to Optimal status and places it in an active mode, available for I/O operations.
Note: The controller might be in an Offline state if it failed a diagnostics check.

Placing a controller offline
Attention: Possible loss of data access – When you place a controller offline, you might not be able to access your data. Use

this option only under the guidance of technical support.
Keep these guidelines in mind when you place a controller offline:
•

Place a controller offline only when instructed to do so by the Recovery Guru.

•

If you do not use write cache mirroring, data in the cache of the controller that you place offline is lost.

•

If you take a controller offline and you have controller failover protection through a host multi-path driver, the other
controller in the pair takes over. Volume groups and their associated volumes that were assigned to the offline controller are
automatically reassigned to the remaining controller. If you do not have a multi-path driver installed on the application host
and you take a controller offline while the application is using the associated volumes, application errors occur.

•

If you do not have a multi-path driver installed on the application host, make the appropriate host operating system
modifications so that the applications can recognize the new I/O path.
Note: This option is only available when the controller is online.

Placing a controller online
If you are running a host-based, multi-path driver, n most cases, multi-path driver automatically initiates a transfer of volumes to
their preferred controller.
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Note: Detection of a restored preferred path by the multi-path driver can take up to 10 minutes.

Some multi-path drivers will not automatically transfer volumes to their preferred controller and a manual redistribution is
necessary. To redistribute the volumes manually, select Advanced > Recovery > Redistribute Volumes.
Note: This option is only available when the controller is offline.
Steps

1. To perform the specified task, go to the indicated step:
•

To place a controller offline – Go to step 2 on page 396.

•

To place a controller online – Go to step 3 on page 396.

2. To place a controller offline, perform these substeps:
a. In the Physical pane, select a controller, and select Hardware > Controller > Advanced > Place > Offline.
b. Click Yes.
When you are done, you can return the controller back to the online status by using the procedure in step 3 on page 396.
3. To place a controller online, perform these substeps:
a. In the Physical pane, select an offline controller, and select Hardware > Controller > Advanced > Place > Online.
b. Click Yes.
Related concepts

I/O data path protection on page 155

Placing a controller into or out of Service mode
About this task

Use the Place Service Mode option to safely run controller diagnostics without affecting data availability.
Attention: Possible loss of data access – If volumes are not on their preferred path (for example, they have been moved by a

multi-path driver) and you attempt to put the controller that owns the moved volumes into Service mode, a warning message
appears. If you ignore this warning and place the controller into Service mode, you could lose access to your data.
Attention: Use this option only under the guidance of technical support.

Keep these guidelines in mind when you place a controller into or out of Service mode:
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•

When you place a controller into Service mode, all of the volumes are forced to the active controller. This mode provides for
continuous data access. The preferred volume owner does not change. When the controller is removed from Service mode,
the volumes are redistributed back to their preferred owner.

•

You can only place a controller into Service mode if two controllers are in the storage array and they are both active.

•

Service mode is a persistent state. If a controller is reset, goes through a power failure, or is removed and reinstalled, the
controller remains in Service mode.

•

You cannot make a controller that is in Service mode the owner of any volume.

•

You can select either the Place Controller Offline menu option or Place Controller Online option when a controller is in
Service mode.
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Steps

1. To perform the specified task, go to the indicated step:
•

To place a controller into Service mode – Go to step 2 on page 397.

•

To place the controller out of Service mode – Go to step 3 on page 397.

2. To place a controller into Service mode, perform these substeps:
Note: This option is only available when the controller is not in Service mode.

a. On the Hardware tab, select a controller, and select Hardware > Controller > Advanced > Place > In Service Mode.
b. Click Yes.
The selected controller is placed in Service mode. Ownership of the volumes assigned to the controller that is entering
Service mode is transferred to the other controller. The Controller icon on the Hardware tab changes to indicate that the
controller is in Service mode.
3. To take a controller out of Service mode, perform these substeps:
Note: This option is only available when the controller is in Service mode.

a. On the Hardware tab, select a controller, and select Hardware > Controller > Advanced > Place > Online.
b. Click Yes.
The Controller icon on the Hardware tab changes to Optimal. Volumes are redistributed to their preferred owners.
Related concepts

I/O data path protection on page 155
Learn about using the Hardware tab on page 445

Clearing Recovery Mode
Before you begin

•

If you want to return the storage array to a previous configuration, you must restore the configuration from the backup before
clearing recovery mode.

•

You must perform validation checks or check with technical support to make sure that the restore was successful. After
determining that the restore was successful, recovery mode can be cleared.

About this task

After restoring a storage array configuration, use the Clear Recovery Mode operation to resume I/O on the storage array and
return it to normal operations. The storage array contains a configuration database that contains a record of its logical
configuration (pools, volume groups, volumes, and so on). If you intentionally clear the storage array configuration or if the
configuration database gets corrupted, the storage array enters recovery mode. Recovery mode stops I/O and freezes the
configuration database, which gives you time to do one of the following:
•

Restore the configuration from the automatic backup that is stored in the controller’s flash devices. You must contact
technical support to do this.

•

Restore the configuration from a previous Save Configuration Database operation.

•

Reconfigure the storage array from scratch.

After the storage array configuration has been restored or redefined and you have verified that all is well, you must manually
clear recovery mode.
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Note: You cannot cancel the Clear Recovery Mode operation after it starts. Clearing recovery mode can take a long time.
Perform this operation only when instructed to do so by tech support.
Steps

1. Select the controller that is in Recovery Mode.
2. Select Monitor > Health > Clear Recovery Mode, and confirm that you want to perform this operation.

Enabling data transfer
About this task

A controller can be in the disabled state due to diagnostics being run or firmware being downloaded. A controller in the disabled
state no longer accepts I/O and is marked with a dashed red border on the Hardware tab. If a multi-path driver is in use, I/O will
be sent to the other controller path, initiating a volume ownership transfer. When the operation that caused the controller to be
disabled is finished, you can perform these steps to enable data transfer.
Attention: Use this option only under the guidance of technical support.
Steps

1. Select the Hardware tab.
2. Select a controller that is in the disabled state indicated by a dashed red border.
3. Select Hardware > Controller > Advanced > Enable Data Transfer.
The controller resumes normal operation and accepts I/O.

Redistributing the volumes
About this task

Use the Redistribute Volumes option to move volumes back to their preferred owners. Usually, multi-path drivers move
volumes from their preferred controller owners when a problem occurs along the data path between the host and the storage
array.
Attention: Risk of application errors – If you use this option without a multi-path driver on the hosts, stop I/O to the

volumes while this operation is in progress to prevent application errors.
Keep these guidelines in mind before you complete this procedure:
•

Use this option only under the guidance of technical support.

•

This option is not available if all of the volumes are currently owned by their preferred controllers, or if no volumes exist on
the storage array.

•

Under certain application host type environments, a reconfiguration of the multi-path host driver might be an additional
requirement. You might also need to make operating system modifications to recognize the new I/O path to the volumes.

Steps

1. Select the storage array, and select Storage > Volume > Advanced > Redistribute Volumes.
2. Click Yes.
A dialog shows the redistribution progress while the volumes are being moved to their preferred owners.
3. Click OK.
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The progress dialog closes, and all storage array volumes are associated with their preferred owners. Selecting a volume in
the Logical pane shows an association dot next to the controller in the Physical pane that is both the current owner and the
preferred owner.

Failing a drive
About this task

Use the Fail Drive option to fail a selected drive.
You also can copy the data from the selected drive before it is failed, which allows for faster recovery than with drive
reconstruction. Data redundancy is not lost if you use the drive copy feature to copy the data from the selected drive before it is
failed.
Attention: Possible loss of data access – This operation could result in data loss or the loss of data redundancy. Do not use
this operation unless instructed to do so by the Recovery Guru. This operation is not allowed when a volume modification
operation is in progress.

Conditions in which data loss may occur:
•

Failure of a single drive in a RAID Level 0 volume

•

Failure of a single drive in a RAID Level 1 volume that has Degraded status if the drive failed is the mirror drive of another
failed drive

•

Failure of a single drive in a degraded RAID Level 3 or RAID Level 5 volume that has Degraded status

•

Failure of two or more drives in a RAID Level 3 or RAID Level 5 volume that has Optimal status

•

Failure of a single drive in a RAID Level 6 volume that has Degraded status with two failed drives

•

Failure of three or more drives in a RAID Level 6 volume that has Optimal status

•

Failure of a single drive in a disk pool that has Degraded status with two failed drives

•

Failure of three or more drives in a disk pool that has Optimal status

Conditions in which a loss of data redundancy may occur:
•

Failure of a single drive in a RAID Level 1 volume

•

Failure of a single drive in a RAID Level 3 or RAID Level 5 volume that has Optimal status

•

Failure of two drives in a RAID Level 6 volume or disk pool that has Optimal status
Attention: Use this option only under the guidance of technical support or if directed to do so by the Recovery Guru.

Steps

1. Select the Hardware tab.
2. Select one the drive you want to fail.
3. Select Hardware > Drive > Advanced > Fail.
4. (Optional) Click the “Copy contents of drive before failing ” check box to copy the data from the selected drive to an
available hot spare drive or disk pool preservation capacity. The drives will appear in the Drive Copy in Progress state.
The drive copy feature allows for faster drive recovery than reconstructing with RAID and reduces the likelihood of
introducing an unreadable sector during the reconstruction because of a medium error on one of the remaining drives in the
volume group. The copy feature is available only for assigned drives.
5. Type yes, and click OK.
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The dialog closes and the drive automatically fails. If you chose to copy the data from the drive, the drive appears as a “drive
copy source” in the mode section of the Properties panel. After the copy is finished, the drive automatically fails.
Note: After the drive has failed, wait at least 30 seconds before you remove it.

Reconstructing a drive
About this task

Use the Reconstruct Drive option to manually start reconstruction of a drive only when instructed to do so by the Recovery
Guru.
Attention: This option is available only when a drive is assigned to a RAID Level 1, RAID Level 3, RAID Level 5, or RAID

Level 6 volume group with either Failed status or Replaced status, and reconstruction did not automatically start. Use this
option only under the guidance of technical support.
Steps

1. Select the Hardware tab.
2. Select one or more drives.
3. Select Hardware > Drive > Advanced > Manually Reconstruct.
4. Read the information, and click Yes.

Defragmenting a volume group
About this task

Use the Defragment Volume Group option to consolidate all free capacity on a selected volume group. Using this option lets you
create additional volumes from the maximum amount of free capacity. A fragmented volume group can result from volume
deletion or from not using all of the available free capacity in a Free Capacity node during volume creation.
Keep these guidelines in mind when you defragment a volume group:
•

Use this option only under the guidance of technical support.

•

You cannot cancel the operation after it begins.

•

Your data remains accessible during the defragment operation.

•

To use this option, all of the volumes in the volume group must be online and in Optimal status, and no volume modification
operations, such as changing the segment size of a volume, can be in progress.

Steps

1. In the Logical pane, select a volume group, and select Storage > Volume Group > Advanced > Defragment.
2. Click Yes.
All of the free data blocks on the Free Capacity nodes are consolidated into one Free Capacity node that contains a larger set
of contiguous data blocks. The Logical pane is updated to show the larger, single Free Capacity node. You can select this
Free Capacity node for volume creation.
Related concepts

Learn about defragmenting a volume group on page 464
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Checking data redundancy
About this task

Use the Check Redundancy option to check the redundancy on a selected disk pool or volume group only when instructed to do
so by the Recovery Guru.
Attention: Use this option only under the guidance of technical support.

Keep these important guidelines in mind before you check data redundancy:
Note: Disk pools are configured only as RAID Level 6.

•

You cannot use this option on RAID Level 0 volume groups that have no redundancy.

•

If you use this option on a RAID Level 1 volume group, the redundancy check compares the data on the mirrored drives.

•

If you perform this operation on a RAID Level 3, RAID Level 5, or RAID Level 6 volume group, the redundancy check
inspects the parity information that is striped across the drives. The information about RAID Level 6 applies also to disk
pools.

To successfully perform this operation, these conditions must be present:
•

The volumes in the disk pool or volume group must be in Optimal status.

•

The disk pool or volume group must have no volume modification operations in progress.

•

You can perform this operation only on one disk pool or volume group at a time. However, you can perform a redundancy
check on selected volumes during a media scan operation. You can enable a media scan redundancy check on one or more
volumes in the storage array.

Steps

1. Select the Storage & Copy Services tab.
2. Select the disk pool or volume group that you want to check.
3. Select Storage > Volume Group or Disk Pool > Advanced > Check Redundancy.
4. Click Yes.
5. Click Start.
The check redundancy operation starts. The volumes in the disk pool or volume group are sequentially scanned, starting
from the top of the table in the volume dialog. These actions occur as each volume is scanned:
•

The volume is selected in the volume table.

•

The status of the redundancy check is shown in the Associated Status column.
Attention: Possible loss of data access – A parity error (the last column in the following table) is potentially serious and

could cause a permanent loss of data.
Status

Condition in Which the Status Appears

Pending

This is the first volume to be scanned, and you have not clicked Start to start the redundancy
check.

or
The redundancy check operation is being performed on other volumes in the disk pool or volume
group.
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Status

Condition in Which the Status Appears

Checking

The volume is undergoing the redundancy check.

Passed

The volume passed the redundancy check. No inconsistencies were detected in the redundancy
information.

Failed status

The volume failed the redundancy check. Inconsistencies were detected in the redundancy
information.

Media error

The drive media is defective and is unreadable.

Parity error

The parity is not what it should be for a given portion of the data.

•

The progress bar shows the completion percentage of the redundancy check for a single volume, with 100 percent being
complete. If an operation error occurs before the redundancy check completes, an error message appears.
Note: Clicking Cancel during a redundancy check closes the dialog. Immediately running a redundancy check on the

same disk pool or volume group might cause an error. To avoid this problem, wait one to two minutes before running
another redundancy check on the same disk pool or volume group.
6. After the last volume in the disk pool or volume group has been checked, click Done.
Related concepts

Learn about the background media scan process on page 458

Viewing the unreadable sectors log
Use the Unreadable Sectors Log View dialog to show a detailed list of all of the known unreadable sectors detected on the
storage array. This dialog lets you clear and save unreadable sectors.
Attention: Possible loss of data – Any data in the Unreadable Sectors Log cannot be recovered and should be considered

lost. Use this option only under the guidance of technical support.
Information on unreadable sectors is maintained for both redundant (RAID Level 1, RAID Level 5, and RAID Level 6) volumes
and non-redundant (RAID Level 0) volumes. The Unreadable Sectors Log can store up to 1000 unreadable sectors. When the
Unreadable Sectors Log reaches 1000 entries, the following conditions apply:
•

If new unreadable sectors are detected during reconstruction, the reconstruction fails, and no entry is logged.

•

For new unreadable sectors detected during I/O, the I/O fails, and no entry is logged.
Note: These actions include RAID Level 5 writes and RAID Level 6 writes that would have succeeded prior to the
overflow.

Viewing unreadable sectors
The Unreadable Sectors Log View dialog shows the most recent unreadable sector first. The Unreadable Sectors Log View
dialog contains two different window panes.
The left pane contains the sortable fields that are shown in this table.
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Field

Description

Volume

Shows the label of the volume. If a missing volume contains unreadable sectors, the World
Wide Identifier appears for the missing volume.

Logical unit number (LUN)

Shows the LUN for the volume. If the volume does not have a LUN, the dialog shows NA.

Accessible By

Shows the hosts or host groups that have access to the volume. If the volume is not accessible
by a host, host group, or even a Default Group, the dialog shows NA.

Storage arrays

The right pane contains the sortable fields that are shown in this table.
Field

Description

Date/Time

Shows the date and the time that the unreadable sector was detected.

Volume LBA

Shows the logical block address (LBA) of the volume.

Drive Location

Shows the drive tray and the slot location.

Drive LBA

Shows the LBA of the drive.

Failure Type

Shows one of the following two failure types:
•

Media – An unreadable sector caused by a hardware failure.

•

Induced – An unreadable sector induced by the controller firmware during reconstruction
activities.

Clearing Unreadable Sectors
You can clear all unreadable sectors in the storage array, all unreadable sectors in a single volume, or all unreadable sectors in a
group of (multi-selected) volumes.
1. From the Array Management Window, select Monitor > Reports > Unreadable Sectors Log.
2. In the left window pane, select the volume whose unreadable sectors that you want to clear.
Note: If more than one volume is selected, nothing appears in the right window pane.

3. Select the unreadable sector or sectors that you want to clear.
Note: To clear all readable sectors, select at least one unreadable sector in the right window pane, and click Select All.

4. Click Clear.
5. To clear the unreadable sectors for the selected volumes, in the confirmation text box, type yes, and click OK.
Saving Unreadable Sectors
You can save the contents of the Unreadable Sectors Log. All unreadable sectors are saved with a .txt file extension.
1. From the Array Management Window, select Monitor > Reports > Unreadable Sectors Log.
2. In the left window pane, select the volume whose unreadable sectors you want to save.
Note: If more than one volume is selected, nothing appears in the right window pane.

3. Select the unreadable sector or sectors that you want to save.
Note: To save all readable sectors, select at least one unreadable sector in the right window pane, and click Select All.

4. Click Save As.
5. In the text box, enter the name that you want to save the log as.
The unreadable sector information is saved and contains the data listed in the fields that are shown in the Unreadable Sectors
Log.
Related tasks

Recovering from storage array problems on page 26
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Recovering from an unresponsive storage array condition
About this task

A storage array can have an Unresponsive status for several reasons. Use the procedure in this topic to determine a possible
cause and solution.
Note: The storage management software can take up to five minutes to detect that a storage array has become unresponsive or
becomes responsive again. Before completing this procedure, make sure that you wait some time before you decide that the
storage array is still unresponsive.
Steps

1. Check the Tree View to see if all storage arrays are unresponsive.
2. Are any storage arrays unresponsive?
•

Yes – Check the storage management station network connection to make sure that it can reach the network. Go to step 3
on page 404.

•

No – Go to step 3 on page 404.

3. Make sure that the controllers are installed and that there is power to the storage array.
4. Is there a problem with the storage array?
•

Yes – Correct the problem, and go to step 5 on page 404.

•

No – Go to step 5 on page 404.

5. Perform one of these actions, depending on how your storage array is managed:
•

Out-of-band managed storage array – Go to step 6 on page 404.

•

In-band managed storage array – Go to step 13 on page 405.

6. For an out-of-band managed storage array, make sure that the controllers are network accessible by using the ping
command to make sure that the controller can be reached. Type one of these commands, and press Enter.
•

ping <host-name>

•

ping <controller-IP-address>

7. Is the verification successful?
•

Yes – Go to step 8 on page 404.

•

No – Go to step 10 on page 404.

8. Remove the storage array with the Unresponsive status from the Enterprise Management Window (EMW), and select Add
Storage Array to add the storage array again.
9. Does the storage array return to Optimal status?
•

Yes – You have finished this procedure.

•

No – Go to step 10 on page 404.

10. Check the Ethernet cables to make sure that there is no visible damage and that they are securely connected.
11. Make sure the appropriate network configuration tasks have been performed. For example, make sure that IP addresses have
been assigned to each controller.
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12. Is there is a cable or network accessibility problem?
•

Yes – Fix the problem, and go to step 22 on page 405.

•

No – Go to step 13 on page 405.

13. For an in-band managed storage array, make sure that the host is network accessible by using the ping command to verify
that the host can be reached. Type one of these commands, and press Enter.
•

ping <host-name>

•

ping <controller-IP-address>

14. Is the verification successful?
•

Yes – Go to step 15 on page 405.

•

No – Go to step 16 on page 405.

15. Remove the host with the Unresponsive status from the EMW, and select Add Storage Array to add the host again.
16. Does the host return to Optimal status?
•

Yes – You have finished this procedure.

•

No – Go to step 17 on page 405.

17. Make sure that the host is turned on and operational and that the host adapters have been installed.
18. Check all external cables and switches or hubs to make sure that no visible damage exists and that they are securely
connected.
19. Make sure the host-agent software is installed and running.
If you started the host system before you were connected to the controller in the storage array, the host-agent software will
not be able to detect the controllers. If this is the case, make sure that the connections are secure, and restart the host-agent
software.
20. If you have recently replaced or added the controller, restart the host-agent software so that the new controller is recognized.
21. Does a problem still exist?
•

Yes – Make the appropriate host modifications, and go to step 22 on page 405.

•

No – Go to step 22 on page 405.

22. Check with other administrators to see if a firmware upgrade was performed on the controller from another storage
management station.
If a firmware upgrade was performed, the EMW on your management station might not be able to locate the new Array
Management Window (AMW) software needed to manage the storage array with the new version of the firmware.
23. Does a problem still exist?
•

Yes – Contact technical support.

•

No – Go to step 24 on page 405.

24. Determine if there is an excessive amount of network traffic to one or more controllers.
This problem is self-correcting because the EMW software periodically retries to establish communication with the
controllers in the storage array. If the storage array was unresponsive and a subsequent try to connect to the storage array
succeeds, the storage array becomes responsive.
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For an out-of-band managed storage array, determine if management operations are taking place on the storage array from
other storage management stations. A controller-determined limit exists to the number of Transmission Control Protocol/
Internet Protocol (TCP/IP) connections that can be made to the controller before it stops responding to subsequent
connection attempts. The type of management operations being performed and the number of management sessions taking
place together determine the number of TCP/IP connections made to a controller. This problem is self-correcting because,
after some TCP/IP connections terminate, the controller then becomes responsive to other connection attempts.
25. Is the storage array is still unresponsive?
•

Yes – A problem might exist with the controllers. Contact technical support.

•

No – You have finished this procedure.

Related concepts

Learn about unresponsive device conditions on page 453

Starting or restarting the host-agent software on the Windows OS
About this task

The SMagent software automatically starts after you reboot the host. If you stop the SMagent software to add a storage array,
you must restart the SMagent software manually.
Use this procedure to start or restart the host-agent software.
Steps

1. Select Start > Settings > Control Panel > Administrative Tools > Services.
2. In the Services dialog, select Storage Manager Agent.
3. Select Action > Start.

Starting or restarting the host-agent software on the UNIX (Linux) OS
About this task

The host-agent software automatically starts after you reboot the host. However, you must start the software manually if you
stop it to add storage arrays.
To start or restart the host-agent software, do one of the following:
•

If you are using RHEL6 and earlier or SLES11 and earlier operating systems, type the following command at the prompt,
and press Enter:
SMagent start

•

If you are using RHEL7 or SLES12 operating systems, type the following command at the prompt, and press Enter:
systemctl start smagent

The host-agent software might take a little time to initialize. The cursor is shown, but the terminal window does not respond.

Replacing drives
Replacing drives
Before you begin

Verify that the replacement drives have the following attributes:
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•

The drive has a capacity equal to or greater than the failed drives you removed.

•

The drive has a speed equal to the same speed as the failed drive or the missing drive.

•

The drive has the same media type and interface type as the failed drive or the missing drive.

•

If the original drive is part of a disk pool or volume group that contains all Full Disk Encryption (FDE) drives, the
replacement drive must be either an FDE drive or a Federal Information Processing Standard (FIPS) drive.

•

If the original drive is part of a disk pool or volume group that contains all FIPS drives, the replacement drive must be a FIPS
drive.

•

If the original drive is part of a volume that is Data Assurance (DA) enabled, the replacement drive must be DA capable.

About this task

The Replace Drives menu option allows you to do the following:
•

Replace a failed drive or missing drive with an optimal unassigned drive in the storage array.

•

Replace an assigned drive, which is neither failed nor missing, with an optimal unassigned drive in the storage array.

The drive must be a member of a disk pool or volume group. The Replace Drives menu option is disabled for disk pool drives
that are not failed or missing.
If you have Solid State Disks (SSDs), the storage management software notifies you when the drive is nearing the end of its life
and automatically schedules the drive for replacement.
Attention: Possible loss of data access – Use the Replace Drives option to logically change drives. Physically removing and

replacing a drive might force the volume group to a Partially Complete status or an Incomplete status.
Steps

1. Select the Storage & Copy Services tab, and select the affected disk pool or volume group.
•

If you are replacing a drive in a disk pool, select Storage > Disk Pool > Replace Drives.

•

If you are replacing a drive in a volume group, select Storage > Volume Group > Replace Drives.

2. Select the Storage > Volume Group > Replace Drives menu option.
3. Do one of the following:
•

Select the failed drive or missing drive that corresponds to the slot location, and then select a drive from the Available
Replacement Drive table.

•

Select the assigned drive that you want to replace, and then select an unassigned drive from the Available Replacement
Drive table.

4. (Optional) Select the Fail drive after it is replaced check box to fail the original assigned drive after it is replaced. This
check box is enabled only if the original assigned drive is a drive that is neither failed nor missing.
5. Click the Replace Drive button.
•

If the original assigned drive is not a failed drive nor a missing drive, its data is copied to the available unassigned drive
you selected from the Available Replacement Drive table. This copy operation should begin automatically. After the copy
operation completes, the system transitions the original source drive to an unassigned status, and, if the check box was
selected, fail that drive and transition it to a Failed state.

•

If the original drive is a failed or missing drive, data is reconstructed on the new drive using information on the other
drives comprising the volume group. This reconstruction should begin automatically. The drive's fault indicator lights go
off, and the activity indicator lights of the drives in the volume group start flashing.

Recovery options
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When should I replace a drive?
You can replace a failed drive or a missing drive. If you have Solid State Disks (SSDs), the storage management software
notifies you when the drive is nearing the end of its life at which time you should schedule to replace the drive.
You can replace a failed drive with a working drive from the list of eligible replacement drives that appears on the Replace
Drives dialog. Choose a drive from the list of eligible replacement drives that appears on the Replace Drives dialog. The
replacement drive must be equal to or greater in size, must have the same speed, and must have the same media type and
interface type as the failed drive or the missing drive.
Attention: Possible loss of data access – Use the Replace Drives option to logically change drives. Physically removing and

replacing a drive might force the volume group to a Partially Complete status or an Incomplete status.
When the Drive Security feature is enabled or a security capable drive is available, the Security Capable column appears in both
the Failed and missing drives list and the Available replacement drives list. Only security capable drives are listed as
available replacements for a failed drive if that drive belongs to a secure volume group. If the failed drive does not belong to a
secure volume group, either a security capable drive or a drive that is not security capable may be used as a replacement.
When the failed or missing drive is part of a Data Assurance (DA)-capable volume group, the DA Capable column appears in
both the Failed and missing drives list and the Available replacement drives list. Using drives that are not DA-capable to add
capacity to a DA-capable volume group is not recommended. The volume group will no longer have DA capabilities, and you
will no longer have the option to enable DA on newly created volumes within the volume group. Using drives that are DAcapable to add capacity to a volume group that is not DA-capable is not recommended. The volume group will not be able to
take advantage of the capabilities of the DA-capable drive. Consider using non-DA-capable drives in this situation.
Why do I have a missing drive?
A drive might show a Missing status for these reasons:
•

You removed the drive from the drive tray while the drive was assigned to a volume group.

•

You imported a volume group by using the Force option, and not all of the drives were imported.

You might remove a drive from the drive tray for these reasons:
•

To move the drive to another slot or to another drive tray within the same storage array.

•

To export the volume group so that you can place the drives in storage.

•

To export the volume group so that you can move a volume group to another storage array.

Preparing for removal
About this task

Before you remove a canister, the storage management software checks to see if another canister should be serviced first. If you
can safely remove a canister, the Service Action Allowed (SAA) LED on the canister comes on.
Note: Not all of the canisters have an SAA LED. If a canister has failed, follow the instructions in the Recovery Guru to make
sure that you can safely remove the canister.
Note: The Recovery Guru only looks for other dependent hardware canisters in the tray that you have selected. If your storage
array currently has a Needs Attention status, you must verify by using the Recovery Guru that you do not have a loss path
redundancy problem affecting the selected tray. If that problem exists, you must resolve it first before running the Recovery
Guru.
Attention: Possible loss of data accessibility – Use this option only when instructed to do so by the Recovery Guru or by

technical support. For canisters that have an SAA LED, after the SAA LED comes on, you cannot turn it off without
removing the canister or contacting technical support.
•
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To access the Prepare for Removal option in the Array Management Window, select Hardware > Prepare for Removal.
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Essential terms to know
Asynchronous mirrored pair
An asynchronous mirrored pair consists of two volumes that are mirrored: a primary volume on the local storage array and a
secondary volume on the remote storage array.
An asynchronous mirrored pair is a part of an asynchronous mirror group, which allows the mirrored pair to synchronize at the
same time as any other mirrored pairs within the asynchronous mirror group. Write operations are performed first to the primary
volume and then to the secondary volume.

Asynchronous mirror group
An asynchronous mirror group is a set of volumes that are mirrored together. A primary asynchronous mirror group exists on the
local storage array and a corresponding secondary asynchronous mirror group exists on the remote storage array. All volumes in
the asynchronous mirror group are synchronized to the remote storage array at the same time to provide a consistent backup for
applications that use more than one volume.

Asynchronous mirroring
A feature used for online, real-time replacement of data between storage arrays. In the event of a disaster or catastrophic failure
at the primary storage array, the user can promote the secondary storage array to take over responsibility for computing services.
Asynchronous mirroring is a new implementation of the remote mirroring feature. Both types of remote mirroring exist in the
storage array: the new Asynchronous Mirroring feature and the legacy Synchronous Mirroring feature. With Asynchronous
Mirroring, data is written to the remote storage array periodically instead of after each write as it is with Synchronous Mirroring.
This implementation speeds up applications, increases the distance allowed between storage arrays, and reduces
telecommunication infrastructure.

Consistency group
Volumes that you group together to perform snapshot image operations in a batch.

Disk pool
A set of drives that is logically grouped. A disk pool provides the overall capacity needed to create one or more volumes. A disk
pool is similar to a volume group, with the following differences. The data in a disk pool is stored randomly on all of the drives
in the disk pool, unlike data in a volume group which is stored on the same set of drives. You do not specify a RAID level for a
disk pool. A disk pool does not use hot spare drives. And, a disk pool allows a large number of drives to be grouped.

Free capacity
Unassigned space in a volume group or disk pool that can be used to make a volume.

Essential terms to know
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Host
A computer that is attached to a storage array. A host accesses volumes assigned to it on the storage array. The access is through
the HBA host ports or through the iSCSI host ports on the storage array.

Host bus adapter HBA
A physical board that resides in the host. The HBA provides for data transfer between the host and the controllers in the storage
array over the I/O host interface. Each HBA contains one or more physical ports.

Host group
A logical entity that identifies a collection of hosts that share access to the same volumes.

Hot spare drive
A spare drive that contains no data and that acts as a standby in case a drive fails in a Redundant Array of Independent Disks
(RAID) Level 1, RAID Level 3, RAID Level 5, or RAID Level 6 volume. The hot spare drive can replace the failed drive in the
volume. Hot spare drives are used only in volume groups, not disk pools.

In-band management
A method to manage a storage array in which a storage management station sends commands to the storage array through the
host input/output (I/O) connection to the controller.

iSCSI initiator
A component that implements the iSCSI protocol and provides storage connectivity between a host and a storage array that has
iSCSI host ports. The iSCSI initiator might be implemented as a software component that runs on the host and provides
connectivity through an Ethernet network interface card (NIC) or a Transmission Control Protocol (TCP) offload adapter.
Alternatively, it might be a host bus adapter with the iSCSI protocol implemented on the host bus adapter.

Logical unit number (LUN)
The number assigned to the address space that a host uses to access a volume. Each host has its own LUN address space.
Therefore, the same LUN can be used by different hosts to access different volumes.

Mapping
An association of a volume with a single logical unit number (LUN). The storage management software defines this mapping
and specifies which host group or host has access to the volume.

Out-of-band management
A method to manage a storage array in which a storage management station sends commands to the storage array through the
Ethernet connections on the controller.
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Redundant Array of Independent Disks (RAID)
CONTEXT [Storage System] A disk array in which part of the physical storage capacity is used to store redundant information
about user data stored on the remainder of the storage capacity. The redundant information enables regeneration of user data in
the event that one of the array's member disks or the access path to it fails.
Although it does not conform to this definition, disk striping is often referred to as RAID (RAID Level 0). (The Dictionary of
Storage Networking Terminology)

Repository
A repository is a system-created volume that is used as the basis for thin volumes, snapshot groups, and snapshot volumes. A
repository holds the write data for the associated thin volume, snapshot group, or snapshot volume. A repository is a special type
of volume that allows for immediate and rapid expansion, as opposed to a standard volume which must undergo a lengthy
dynamic volume expansion (DVE) operation when it needs to be expanded.

Snapshot group
A collection of snapshot images associated with a single base volume. To create a snapshot image, you must first create a
snapshot group.

Snapshot image
A snapshot image is a logical point-in-time image of a volume. A snapshot image always exists within a snapshot group. To
make a snapshot image read/write accessible by hosts, you must create a snapshot volume. A snapshot image uses one
repository for all of the snapshot images associated with a base volume, therefore, performance is improved over the previous
snapshot feature.

Snapshot volume
A snapshot image that is read/write accessible by hosts.

SSD cache
The SSD cache feature uses a single or multiple Solid State Disks (SSDs) to implement a read cache. Application performance
is improved because of the faster read times for SSDs. Because the read cache is in the storage array, caching is shared across all
applications using the storage array. Simply select the volumes that you want to cache, and then caching is automatic and
dynamic.

Storage array
A collection of both physical components and logical components for storing data. Physical components include drives,
controllers, fans, and power supplies. Logical components include disk pools, volume groups and volumes. These components
are managed by the storage management software.

Redundant Array of Independent Disks (RAID)
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Storage partition
A logical entity that is made up of one or more storage array volumes. These storage array volumes can be accessed by a single
host or can be shared with hosts that can be part of a host group.

Thin volume
A volume for which the capacity is allocated as the data is being written. This method of allocation is different from a standard
volume, which allocates all of its capacity when the volume is created.

Unconfigured capacity
The available space on drives of a storage array that has not been assigned to a disk pool or a volume group.

Volume
The logical component created for the host to access storage on the storage array. A volume is created from the capacity
available on a disk pool or a volume group. Although a volume might consist of more than one drive, a volume appears as one
logical component to the host.

Volume group
A set of drives that is logically grouped and assigned a RAID level. Each volume group created provides the overall capacity
needed to create one or more volumes.

Frequently asked questions
What happens when I import a volume group?
Volume group migration lets you export a volume group so that you can import the volume group to a different storage array.
You also can export a volume group so that you can store the data offline.
Attention: Possible loss of data access – You must export a volume group before you move the volume group or import the

volume group.
Import volume group
The import volume group operation adds the imported volume group to the target storage array. After you complete the import
volume group operation, all of the drives have Optimal status. Any associated volumes or Free Capacity nodes now appear in
the storage management software.
Basic import steps for a volume group
Note: You must insert all of the drives in the volume group before the volume group can be imported. If you do not have the

full set of drives, you can force the volume group into an importable state.
To import a volume group, perform these steps on the target storage array:
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1. Insert the exported drives into the available drive slots.
2. Review the Import Report for an overview of the volume group that you are importing.
3. Check for non-importable components.
4. Confirm that you want to proceed with the import procedure.
Non-importable components
Some components cannot be imported during the import volume group procedure. These components are removed during the
procedure:
•

Persistent reservations

•

Mappings

•

Volume copy pairs

•

Remote mirrored pairs

•

Mirror repositories

What are learn cycles?
A learn cycle is an automatic cycle for calibrating the smart battery gas gauge. A learn cycle consists of these phases:
•

Controlled battery discharge

•

Rest period

•

Charge

The batteries are discharged to a predetermined threshold. During this phase, the battery gas gauge is calibrated.
A learn cycle runs if these conditions are met:
•

Fully charged batteries

•

No overheated batteries

In storage arrays with two controllers, the learn cycles for the controllers start simultaneously, but they are not linked together. If
the learn cycle for one controller stops for some reason, the learn cycle for the other controller keeps going.
Learn cycle scheduling
Note: A learn cycle might take several hours to complete.

Learn cycles are scheduled to start automatically at regular intervals, at the same time and on the same day of the week. The
interval between cycles is 8 weeks. You cannot adjust the interval.
Smart battery backup unit
The smart battery backup unit (BBU) consists of these components:
•

A battery pack

•

A charger

•

A battery gas gauge

•

Test load

What are learn cycles?
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•

Control logic

Related tasks

Changing the battery settings on page 48
Resetting the battery age on page 49
Viewing battery backup information on page 16

What are the volume I/O characteristics?
Volume I/O characteristics are used by the controller firmware to determine the appropriate default segment size and cache
prefetch for a particular volume.
•

When you choose one of the volume I/O characteristics, the corresponding dynamic cache prefetch setting and segment size
that are typically well suited for expected I/O patterns are populated in the Dynamic cache read prefetch field and the
Segment size field.

•

You can change the cache read prefetch later by selecting Storage > Volume > Change > Cache Settings . You can change
the segment size later by selecting Storage > Volume > Change > Segment Size .

•

You can specify a 4-KB segment size for SSD-enabled volumes. Make sure you select the 4-KB segment size only for SSDenabled volumes that handle small-block I/O operations (For example, 16 KB I/O Block sizes or smaller). Performance
might be impacted if you select 4 KB as the segment size for SSD-enabled volumes that handle large block sequential
operations.
Note: You cannot change the segment size of a volume in a disk pool. You cannot change the dynamic cache read prefetch
setting of a thin volume.

Related tasks

Changing the volume cache settings on page 120
Changing the segment size of a volume on page 122

What if my system has only one controller?
When you add a storage array with only one controller, the resulting addition can create a partially managed storage array.
This condition has different effects that depend on how the storage array is managed over the network:
•

If you are managing the storage array through the Ethernet connections on the controllers (out-of-band), either you did not
provide the host name or the Internet Protocol (IP) address of one of the controllers, or a connection problem exists.

•

If you are managing the storage array through a host network connection (in-band), the storage management software could
not find one of the controllers in the attached storage array.

What is preferred ownership?
The preferred ownership of a volume or a volume group is the controller of an active-active pair that is designated to own these
volumes. The preferred owner is the controller that currently owns the volume or the volume group.
If the preferred owner is being replaced or is undergoing a firmware download, ownership of the volumes automatically
transfers to the other controller. The other controller becomes the current owner of the volumes. This change is considered a
routine ownership change. There also can be a forced failover from the preferred owner to the other controller because of I/O
path errors.

414

Storage arrays

The preferred owner for a volume is initially selected by the controller when the volume is created. Select Storage > Volume
Group > Change > Ownership/Preferred Path to change the preferred ownership for a selected volume group. To change the
preferred ownership for a volume, select Storage > Volume > Change > Ownership/Preferred Path .
To transfer a volume away from its current owner to its preferred owner, select Storage > Volume > Advanced > Redistribute
Volumes .

What RAID level is best for my storage configuration?
Redundant Array of Independent Disks (RAID) describes a storage solution in which part of the storage capacity stores
redundant information about user data stored on the remainder of the storage capacity. The redundant information enables
regeneration of user data if one of the drives in the volume group or disk pool fails.
Note: You cannot change the RAID level of a disk pool. The storage management software automatically configures disk
pools as RAID level 6.

RAID relies on a series of configurations, called levels, to determine how user data and redundancy data are written to and
retrieved from the drives. RAID Level 1, RAID Level 3, RAID Level 5, and RAID Level 6 write redundancy data to the drive
media for fault tolerance. The redundancy data might be a copy of the data (mirrored) or an error correcting code derived from
the data. If a drive fails, you can use the redundancy data to quickly reconstruct information on a replacement drive.
RAID Level Performance and Data Protection Summary
RAID Level

Data Protection Available

RAID Level 5
or RAID
Level 6

RAID Level 5 or RAID Level 6 are best for multiuser environments, such as database or file system storage,
where typical I/O size is small, and a high proportion of read activity exists. RAID Level 5 and RAID Level
6 are the most cost-effective RAID levels that provide redundancy protection.
If a single drive fails in a RAID Level 5 or RAID Level 6 volume group, all of the associated volumes
become degraded, but the redundant information enables the data to be accessed. If two or more drives fail in
a RAID Level 5 volume group, all of the associated volumes fail, and all data is lost. If three or more drives
fail in a RAID Level 6 volume group, all of the associated volumes fail, and all data is lost.

RAID Level 3

RAID Level 3 is best for large data transfers in software applications, such as multimedia or medical
imaging, that write and read large sequential chunks of data. RAID Level 3 offers redundancy protection, but
any two drive failures in the same volume group result in data loss.
If a single drive fails in a RAID Level 3 volume group, all of the associated volumes become degraded, but
the redundant information enables the data to be accessed. If two or more drives fail in a RAID Level 3
volume group, all of the associated volumes fail, and all data is lost.

RAID Level 1

RAID Level 1 offers high performance and maintains identical copies of data on drive pairs, also known as
mirrored pairs. Half of the drives are available for storing user data. Drive pair failure causes data loss. The
strength of RAID Level 1 is high safety and data availability. Loss of a mirrored pair of drives results in data
loss.
If a single drive fails in a RAID Level 1 volume group, all of the associated volumes become degraded, but
the mirror drive allows the data to be accessed. RAID Level 1 can survive multiple drive failures as long as
no more than one failure exists per mirrored pair.
If a drive pair fails in a RAID Level 1 volume group, all of the associated volumes fail, and all data is lost.

RAID Level 0

RAID Level 0 offers high performance, but it does not provide any data redundancy.
If a single drive fails in a RAID Level 0 volume group, all of the associated volumes fail, and all data is lost.

What RAID level is best for my storage configuration?
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Which resynchronization method should I choose?
The controllers manage data replication between the primary volume and the secondary volume in a remote mirror and is
transparent to host machines and applications. When the controller owner of the primary volume receives a write request from a
host, the controller first logs information about the write to a mirror repository volume and then writes the data to the primary
volume. The controller then initiates a write operation to copy the affected data to the secondary volume on the remote,
secondary storage array.
If a link interruption or a volume error prevents communication with the secondary storage array, the current owner of the
primary volume changes the mirrored pair to Unsynchronized status. The controller then sends an I/O completion to the host
that sent the write request. The host can continue to issue write requests to the primary volume, but remote writes to the
secondary volume do not take place.
When connectivity is restored between the controller owner of the primary volume and the controller owner of the secondary
volume, resynchronization takes place. Only the blocks of data that have changed on the primary volume during the link
interruption are copied to the secondary volume.
Two resynchronization methods are available in the storage management software as shown in the table.
Resynchronization Method

Description

Manual resynchronization (the
recommended method)

The Manual Resynchronization option is the recommended method because it
lets you manage the resynchronization process in a way that provides best
opportunity for recovering data.
When enabled, you can manually start resynchronization of the data on the primary
volume and the secondary volume after communication has been restored to the
Unsynchronized mirrored pair.
When this option is selected and a communication failure occurs between the
primary volume and the secondary volume, the remote mirrored changes to
Unsynchronized status. Any write requests to the primary volume are logged, and a
Needs Attention status appears for the storage array.
After the controller owner of the primary volume detects that communication has
been restored, the remote mirrored stays in Unsynchronized status until you select
Copy Services > Mirroring > Synchronous Mirroring > Resume .

Automatic resynchronization

Any communication disruptions between the primary storage array and the
secondary storage array while resynchronization is underway could result in a mix
of new data and old data on the secondary volume. This situation renders the data
unusable in a disaster recovery situation.
When enabled, automatic resynchronization starts immediately after the controller
detects that communication has been restored for an Unsynchronized mirrored pair.
When the Automatic Resynchronization option is selected and a communication
failure occurs between the primary storage array and the secondary storage array,
the controller owner of the primary volume starts resynchronizing the primary
volume and the secondary volume. This action occurs immediately after the
controller owner detects that communication has been restored.

Related tasks

Create Synchronous Mirroring Wizard: Select synchronization settings on page 321
Changing the synchronous mirroring synchronization settings on page 330
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Which data am I collecting in a customer support bundle?
Contents of the Customer Support Bundle
The AutoSupport feature and the manual Support Data Collection feature provide ways to collect data in a customer support
bundle for remote troubleshooting and problem analysis with the storage management software. All of the data gathered is
compressed into a single compressed archive file format (7z) at the location you specify.
The following table shows the types of data included in the customer support bundle.
Warning: If you move or delete the customer support bundle from the location you specified, you must restart the Event
Monitor service.

Type of data

File name and description

Automatic Load Balancing statistics

alb-statistics-A.txt
alb-statistics-B.txt

This file, one per controller, specify various statistics related to the Automatic Load
Balancing feature that allow further analysis via offline analysis tool.
Core dump metadata

all-coredump.xml

This file contains core dump metadata for the array.
Note: Starting with the 8.25 release, core-dump-info.xml has been renamed to
all-coredump.xml.

AutoSupport status

autosupport.xml

This file specifies the current status of ASUP for the given array.
The AutoSupport history file

autosupport-history.xml

This file specifies all ASUP messages, both standard and AutoSupport OnDemand
messages, for the given array. Each entry in the table corresponds to an ASUP
message currently sitting in one of the repositories for a given array.
AutoSupport logs

asup-transmission-logs.txt

This file contains all the transmitted AutoSupport messages.
Web Server Client Info (E2800 or
E5700 only)

client-info.txt

Drive cabling topology

connection.txt

This file specifies various Web Services client information.
This file contains information about the connections between the drive tray
environmental services module (ESM) and the controller pair.

Cumulative statistics bundles

cumulative-drive-vol-stats.xml

This file contains cumulative statistics for the controllers.
Misbehaving drive log

controller-drive-error-event-log.txt

This file contains the storage array controller drive-side error and event log
messages.
Controller health image metadata

core-dump-info.xml

This file contains DPL controller health image information.
Note: Starting with the 8.25 release, core-dump-info.xml has been renamed to
all-coredump.xml.

Which data am I collecting in a customer support bundle?
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Type of data

File name and description

DOM 0 journal files for controller A
(E2800 or E5700 only)

dom0-complete-journal-A.7z

DOM 0 journal files for controller B
(E2800 or E5700 only)
Miscellaneous DOM 0 log files for
controller A (E2800 or E5700 only)

This file, one per controller, contains detailed Linux system logs. This includes logs
for Linux packages and standard Linux utilities and services.
dom0-complete-journal-B.7z

This file, one per controller, contains detailed Linux system logs. This includes logs
for Linux packages and standard Linux utilities and services.
dom0-misc-logs-A.7z

This file, one per controller, contains system logs that cannot be contained with the
Journal. This includes the serial log for the RAID Application and debug logs for
the Hypervisor.

Miscellaneous DOM 0 log files for
controller B (E2800 or E5700 only)

dom0-misc-logs-B.7z

Drive command aging timeout values

drive-command-aging-timeout.txt

This file, one per controller, contains system logs that cannot be contained with the
Journal. This includes the serial log for the RAID Application and debug logs for
the Hypervisor.
This file contains the default values and current values for the command aging
timeout field for every drive.

Drive health logs

drive-health-data.bin

This file contains various drive information related to the drive's health.
Note: This file is a binary file and will require an offline parser to convert to

human readable format.
Drive performance analyzer data

drive-performance-log.txt

This file contains drive performance data that helps you identify any drives that are
performing below expectations.
Enterprise Management Window
configuration

emwdata_v04.bin

This file contains the EMW configuration data store file.
Note: In support bundles for the E2800 or E5700, this file isn't present.

Tray event logs

expansion-tray-log.txt

ESM event logs.
Failed repository analysis

failed-repository-analysis.txt

This file contains the failed repository analysis information.
Features of the storage array

feature-bundle.txt

This file contains a list of the number of volumes, drives, and drive trays allowed in
the storage array and a list of the features available and their limits.
Firmware inventory

firmware-inventory.txt

This file contains a list of all of the firmware versions for all of the components in
the storage array.
InfiniBand interface statistics
(InfiniBand only)
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ib-statistics.csv

This file contains the InfiniBand interface statistics.
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Type of data

File name and description

I/O path statistics

io-path-statistics.7z

This file contains raw performance data for each controller that can be used to
analyze application performance issues.
IOC dump info for the host interface
chip

ioc-dump-info.txt

IOC dump logs for the host interface
chip

ioc-dump.gz

iSCSI connections (iSCSI only)

This file contains IOC dump information for the host interface chip.
This file contains the log dump from the host interface chip on the controller. The
file is compressed in gz format. The zip file is saved as a file inside of the Customer
Support Bundle.
iscsi-session-connections.txt

This file contains a list of all of the current iSCSI sessions.
iSCSI statistics (iSCSI only)

iscsi-statistics.csv

This file contains statistics for the Ethernet media access control (MAC), Ethernet
Transmission Control Protocol (TCP)/Internet Protocol (IP), and iSCSI target.
iSER interface statistics (iSER over
InfiniBand only)

iser-statistics.csv

Major event log

major-event-log.txt

This file contains the statistics for the host interface card that runs iSER over
InfiniBand.
This file contains a detailed list of events that occur on the storage array. The list is
stored in reserved areas on the disks in the storage array. The list records
configuration events and component failures in the storage array.

Manifest file

manifest.xml

This file contains a table that describes the files included in the archive file and the
collected status of each of those files.
Storage management software runtime
information

msw-runtime-info.txt

NVMe-oF statistics

nvmeof-statistics.csv

This file contains the storage management software application runtime
information. Contains the JRE version currently used by the storage management
software.
This file contains a list of statistics, including NVMe controller statistics, NVMe
queue statistics, and interface statistics for the transport protocol (for example,
InfiniBand).

NVSRAM data

nvsram-data.txt

This controller file specifies the default settings for the controllers.
Object bundle

object-Bundle.bin

This bundle contains a detailed description of the status of your storage array and
its components, which was valid at the time that the file was generated.
Summary performance statistics

perf-stat-daily-summary-a.csv
perf-stat-daily-summary-b.csv

This file contains various controller performance statistics, one file per controller.

Which data am I collecting in a customer support bundle?
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Type of data

File name and description

Persistent reservations and registrations

persistent-reservations.txt

This file contains a detailed list of volumes on the storage array with persistent
reservations and registrations.
Storage management software user
preferences

pref-01.bin

This file contains the user preference persistent data store.
Note: In support bundles for the E2800 or E5700, this file is not present.

Recovery Guru procedures

recovery-guru-procedures.html

This file contains a detailed list of all of the recovery guru topics that are issued in
response to problems detected on the storage array. For the E2800 and E5700
arrays, this file contains only the recovery guru details, not the HTML files.
Recovery profile

recovery-profile.csv

This file contains a detailed description of the latest recovery profile record and
historical data.
SAS PHY error logs

sas-phy-error-logs.csv

This file contains the error information for SAS PHY.
State capture data

state-capture-data.txt

This file contains a detailed description of the current state of your storage array.
Storage array configuration

storage-array-configuration.cfg

This file contains a detailed description of the logical configuration on your storage
array.
Storage array profile

storage-array-profile.txt

This file contains a description of all of the components and properties of a storage
array.
Trace buffer contents

trace-buffers.7z

This file contains the contents of the controllers’ trace buffers that are used to
record debug information.
Tray capture data

tray-component-state-capture.7z

If your tray contains drawers, the diagnostic data is archived in this zipped file. The
Zip file contains a separate text file for each tray that contains drawers. The Zip file
is saved as a file inside of the Customer Support Bundle.
Unreadable sectors

unreadable-sectors.txt

This file contains a detailed list of all of the unreadable sectors that have been
logged to the storage array.
Web Services Trace Log (E2800 or
E5700 only)

web-server-trace-log-A.7z
web-server-trace-log-B.7z

This file, one per controller, contains Web Services trace buffers that are used to
record debug information.
Workload capture analytics log file

wlc-analytics-a.lz4
wlc-analytics-b.lz4

This file, one per controller, contains computed key workload characteristics such
as LBA histogram, read/write ratio and I/O throughput across all active volumes.
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Type of data

File name and description

X-header data file

x-header-data.txt

This AutoSupport message header consists of plain text key-value pairs; which
include information about the array and message type.
Note: If your tray contains drawers, the diagnostic data for that tray is archived in a separate zipped file named traycomponent-state-capture.7z within the Customer Support Bundle.
Related tasks

Collecting support data manually on page 369
Capturing the state information on page 377
Collecting the drive data on page 370

What is a volume group, a disk pool, a volume, and a hot spare drive?
What is a volume group?

A volume group is a set of drives that the controller logically groups to provide one or more volumes to a host.
What is a disk pool?
A disk pool is a set of drives that the controller logically groups to provide one or more volumes to a host. The disk pool feature
is a new way to deliver RAID protection and consistent performance. Because disk pools can co-exist with volume groups, a
storage array can contain both disk pools and volume groups.
What is a volume?
A volume is a logical structure that you can create in a storage array for data storage. A volume is defined over a set of drives
called a volume group or a disk pool, and it has a defined RAID level and capacity. The drive boundaries of the volume group
are hidden to the host.
To better meet your storage needs, you can configure additional volume parameters, such as segment size, modification priority,
cache parameters, and preferred ownership.
Note: Configuration of the segment size parameter is not supported with disk pools.

What is a hot spare drive?
A hot spare drive contains no data and acts as a standby in case a drive fails in a RAID Level 1, RAID Level 3, RAID Level 5,
or RAID Level 6 volume. The hot spare drive adds another level of redundancy to your storage array. If a drive fails in the
storage array, the hot spare drive is automatically substituted for the failed drive without requiring a physical swap. If the hot
spare drive is available when a drive fails, the controller will use redundancy data to reconstruct the data from the failed drive to
the hot spare drive. When you have physically replaced the failed drive, a copyback operation occurs. If you have designated the
hot spare drive as a permanent member of a volume group, the copyback operation is not needed.
A hot spare drive is not dedicated to a specific volume group. Instead, a hot spare drive can be used for any failed drive in the
storage array with the same capacity or smaller capacity. A hot spare drive must be of the same media type and interface type as
the drives that it is protecting.
Note: Hot spare drives are not supported with disk pools. Instead of hot spare drives, disk pools use spare capacity within

each drive that comprises the disk pool.
The availability of tray loss protection and drawer loss protection for a volume group depends on the location of the drives that
comprise the volume group. The tray loss protection and drawer loss protection might be lost because of a failed drive and
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location of the hot spare drive. To make sure that tray loss protection and drawer loss protection are not affected, you must
replace a failed drive to initiate the copyback process.

What is tray loss protection?
Tray loss protection is an attribute of volume groups and disk pools. Tray loss protection guarantees accessibility to the data on
the volumes in a volume group or disk pool if a total loss of communication occurs with a single drive tray. An example of total
loss of communication might be loss of power to the drive tray or failure of both environmental services modules (ESMs).
Attention: Tray loss protection is not guaranteed if a drive has already failed in the volume group or disk pool. In this

situation, losing access to a drive tray and consequently another drive in the volume group or disk pool causes loss of data.
Criteria for tray loss protection
•

•

Disk pools
◦

Tray Loss Protection is achieved when you create a disk pool where there are no more than two drives that comprise the
disk pool in a single drive tray.

◦

You cannot create disk pools using the Automatic Configuration method if the system detects that the storage array can
be configured for tray loss protection. Use the Storage > Disk Pool > Create menu option to create disk pools that
contain drives eligible for tray loss protection.

Volume groups
◦

The criteria for tray loss protection is dependent on RAID level as described in the following table. If you choose to
create a volume group by using the Automatic method, the system attempts to choose drives that provide tray loss
protection. If you choose to create a volume group by using the Manual method, you must use the criteria that are
specified in the following table.

Level

Criteria for Tray Loss Protection

Minimum number of trays required

Disk Pool

The disk pool contains no more than two drives in a single tray.

6

RAID 6

The volume group contains no more than two drives in a single
tray.

3

RAID 3 or
RAID 5

Each drive in the volume group is located in a separate tray.

3

RAID 1

Each drive in a RAID 1 pair must be located in a separate tray.

2

RAID 0

Cannot achieve Tray Loss Protection.

Not applicable

What is drawer loss protection?
Drawer loss protection is an attribute of volume groups and disk pools. Drawer loss protection guarantees accessibility to the
data on the volumes in a volume group or disk pool if a total loss of communication occurs with a single drawer in a drive tray.
An example of total loss of communication might be failure of an internal component within the drawer.
Attention: Drawer loss protection is not guaranteed if a drive has already failed in the volume group or disk pool. In this

situation, losing access to a drawer and consequently another drive in the volume group or disk pool causes loss of data.
Criteria for drawer loss protection
•
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•

◦

Drawer Loss Protection is achieved when the disk pool includes drives from all five drawers and there are an equal
number of drives in each drawer. A 60-drive tray can achieve drawer loss protection when the disk pool contains 15, 20,
25, 30, 35, 40, 45, 50, 55, or 60 drives.

◦

If the storage array has five or more drawers and the maximum number of eligible drives is not evenly distributed, you
cannot create disk pools using the Automatic Configuration method. Instead, use the Storage > Disk Pool > Create
menu option to create disk pools that contain drives eligible for drawer loss protection.

Volume groups
◦

The criteria for drawer loss protection is dependent on RAID level as described in the following table. If you choose to
create a volume group by using the Automatic method, the system attempts to choose drives that provide drawer loss
protection. If you choose to create a volume group by using the Manual method, you must use the criteria that are
specified in the following table.

Level

Criteria for drawer loss protection

Minimum number of drawers
required

Disk Pool

The pool includes drives from all five drawers and there are an
equal number of drives in each drawer. A 60-drive tray can achieve
Drawer Loss Protection when the disk pool contains 15, 20, 25,
30, 35, 40, 45, 50, 55, or 60 drives.

5

RAID 6

The volume group contains no more than two drives in a single
drawer.

3

RAID 3 or
RAID 5

Each drive in the volume group is located in a separate drawer.

3

RAID 1

Each drive in a mirrored pair must be located in a separate drawer.

2

RAID 0

Cannot achieve Drawer Loss Protection.

Not applicable

What is a write consistency group?
Write consistency is a configuration option that is available for any primary volume or secondary volume that is participating in
a remote mirror. These volumes have been configured to use the Asynchronous write mode and to preserve write order.
When Asynchronous write mode is selected, any write requests to the primary volume are completed by the controller. The
controller does not wait for an I/O completion indication from the secondary, remote storage array that the data was successfully
copied to the secondary volume.
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on the later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.

As result of selecting this write mode, write requests are not guaranteed to be completed in the same order on the secondary
volume as they are on the primary volume. If the order of write requests is not retained, data on the secondary volume might
become inconsistent with the data on the primary volume. This condition could jeopardize any attempt to recover data if a
disaster occurs on the primary storage array.
Sometimes, multiple remote mirrors that exist in a single storage array have been configured to use Asynchronous write mode
and to preserve consistent write order. In this case, the remote mirrors are considered to be an interdependent group, known as a
write consistency group. The data in the secondary, remote storage array cannot be considered fully synchronized until all
remote mirrors in the write consistency group are synchronized.
If one remote mirror in a write consistency group becomes Unsynchronized, all of the remote mirrors in the write consistency
group become Unsynchronized. In addition, any write activity to the remote, secondary storage array is prevented to protect the
consistency of the remote data set.
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Note: Mirrored pairs that have been configured with the Manual Resynchronization option stay in Suspended status until
you run a resume command. Mirrored pairs that are configured with the Automatic Resynchronization option automatically
resynchronize and restart write-consistent I/O operation.

Example
On a campus site, the Synchronous Mirroring feature has been configured between two storage arrays. At the primary site, the
primary storage array has three remote mirrors (SM-A, SM-B, and SM-C). Each mirrored pair is configured to copy data to the
secondary storage array, at a remote secondary site.
All three remote mirrors have been configured to use the Asynchronous write mode and to preserve write order. If the mirrored
pair SM-A becomes Unsynchronized due to a link interruption, the controller automatically changes SM-B and SM-C into
Unsynchronized status until communication can be resumed.
Related tasks

Create Synchronous Mirroring Wizard: Set write mode on page 320
Create Synchronous Mirroring Wizard: Set write mode on page 320

Which write mode should I use?
Data replication between the primary volume and the secondary volume is managed by the controllers, which is transparent to
host machines and software applications. When the current owner of the primary volume receives a write request from a host,
the controller first logs information about the write to a mirror repository volume. The controller then writes the data to the
primary volume. Next, the controller initiates a remote write operation to copy the modified data blocks to the secondary volume
at the secondary storage array.
The type of write mode that you chose when you created the remote mirror determines when the I/O completion indication is
sent to the host software application, which signals that the data has successfully been copied to the secondary storage array.
Note: The asynchronous write mode previously available in the legacy Synchronous Mirroring feature is only supported on
the E2600 controller and the E5400 controller. It is not supported on the later controller models. The Asynchronous Mirroring
feature is the preferred method to use to achieve the asynchronous write mode when mirroring, if available on your storage
array.

Choose one of these write modes shown in the table.
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Write Mode

Description

Synchronous write mode
(recommended)

This write mode offers the best chance of full data recovery from the secondary storage array
in the event of a disaster, at the expense of host I/O performance.
When you select this write mode, any host write requests are written to the primary volume
and then copied to the secondary volume. The controller sends an I/O completion indication
to the host system after the copy has been successfully completed.
This write mode is selected by default and is the recommended write mode.

Asynchronous write mode

This write mode offers faster host I/O performance, but it does not guarantee that the copy
has been successfully completed before processing the next write request.
When you select this write mode, host write requests are written to the primary volume. The
controller sends an I/O completion indication back to the host system before the data has been
successfully copied to the secondary storage array.
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What preparation tasks are required?
Plan carefully when you define a host. Because the host runs the storage management software and acts as the primary interface
for the administration group, the host is the single most important component to a well-organized and well-managed storage
array.
You must make several decisions before you begin defining a host. Keep these questions in mind before you start to set up the
host:
•

Do you plan to use storage partitions on this storage array? Storage partitions can help organize data by dividing disks into
partitions that behave as if they were independent disks.

•

What is the name of the host? You need the name to determine what host you will use to communicate with the storage
array.

•

To which ports will you be connecting? Verify the connections on the rear of the host adapterto determine which host adapter
is connected to the storage array that you are configuring.

•

What operating system (OS) does the host use? The OS determines how requests are handled by the storage array when the
host reads data from and writes data to the volumes.

•

Will this host be part of a host group? If so, what is the name of the host group? If the host group does not exist yet, what
will the name be, and which hosts will be part of the group? Depending on your storage array setup, you might determine
that the host should share access to volumes with one or more other hosts. This situation requires that you set up a host
group.

Answer these questions as part of the Define Host Wizard. Planning helps to eliminate mistakes and the need to make
corrections after the host is defined.

Why would I use storage partitions?
A storage partition is a logical entity that consists of one or more storage arrays that can be shared among hosts. These logical
entities might be part of a host group or are accessed by a single host. You may create a storage partition only after you define a
collection of hosts or a single host and define mappings. You or your storage vendor supplier must enable the storage partitions.
The maximum number of storage partitions that you can create on the storage array depends on which features have been
activated.

How do I match a host port identifier to a host?
Attention: You must associate host port identifiers (World Wide Identifiers or WWIDs) with the applicable host to make sure

that you correctly access the data on the volumes. If you associate the wrong host ports, you might cause unintended access to
data.
To determine the available host port identifiers, check the basic input output system (BIOS) for each host port in your host. Use
the WWID information gathered from the BIOS to associate the host port identifiers (WWIDs) to a host.
You can associate the host port identifiers to a host by using these methods:
•

The Define Host Wizard

•

The Manage Host Port Identifiers menu option

You can choose to add a host port identifier from a list of known unassociated host port identifiers. These host port identifiers
were automatically detected by the storage array controllers and are not associated with a particular host. You must correctly
associate each host port identifier with its associated host; otherwise, the host will access incorrect volumes.
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When you add host port identifiers, you must provide an alias or user label. The user label or the alias must be no longer than 30
characters. Choose a meaningful user label or alias to easily identify the host port identifier. For example, you might include the
host name and storage array name in the user label or alias.
When you associate host port identifiers with the applicable hosts, the host port identifiers are removed from the Known
unassociated host port identifiers list.
Note: Some host port identifiers in the Known unassociated host port identifiers list are other devices on the Fibre Channel

loop and might not be associated with host bus adapters.
Related tasks

Host port identifiers on page 69

What is a host group?
Attention: Possible loss of data access – Before you create a host group, you must create a cluster with the hosts that you

will be adding to the host group.
A host group is a collection of hosts that share access to storage array volumes. Creating host groups lets administrators use the
combined processing power of the host group computers to access the volumes. Because host groups also permit multiple hosts
to access a single volume, the hosts manage this shared access.
The Define Host Wizard provides a step-by-step process to create a host for a storage array. During the Define Host Wizard
process, you also can create a new host group or add a host to an existing host group.
To access the Define Host Wizard, perform one of these actions:
•

Select Host Mappings > Host .

•

From the Host Mappings tab, right-click the storage array, the Default Group node, or an existing host group, and select
Define Host.

Should I save the host definition to a script?
If you define several hosts in much the same way, it can be useful to save the host definition to a script. For example, if you have
several hosts with the same operating system that will be part of a host group that connects to the same volumes, a script
facilitates the setup of the hosts.
In addition, the margin for error is reduced due to the lack of operator intervention, and you are assured that each host is set up
exactly alike. Note that some editing of the script is necessary; for example, defining unique host names for each host to be
created.
If you want to save your host definition as a script, click Save As Script.

Where can I find more information about drive channels?
Drive channels are the physical links between controller trays and drive trays that transfer host I/O data. You obtain detailed
information about drive channels, including error counts, from the Storage Array Profile dialog and the Drive Channels dialog.
These error counts help you to troubleshoot cabling problems in the drive channel.
•

426

To view general information about the drive channels for your storage array, select Monitor > Reports > Storage Array
Profile, select the Hardware tab, and select the Drive Channels tab. The Drive Channels tab provides information about
the status of drive channels in the storage array, and includes the port type (internal or expansion), the access path, the
channel status, the link status for controller A and controller B , and any cumulative error counts for each controller in a
report format.
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•

To view drive channel cable connections, select Monitor > Reports > Cable Connections . The Connections dialog
provides information about which Environmental Services Module (ESM) is connected to each drive channel port.

•

To view troubleshooting information, select Hardware > Tray > View/Edit > Drive Channels . The information displayed
shows each drive channel, each channel status, the data transfer rates, and the link status.
Attention: Use the troubleshooting option only under the guidance of technical support.

Related tasks

Viewing a storage array profile on page 9
Viewing the drive channel status on page 377

Where can I find information about internal ports?
About this task

There are two types of drive channel ports. Internal ports are connected to drives within the same controller-drive tray.
Expansion ports are connected to other drive trays. The Hardware > Tray > View/Edit > Drive Channels option displays
information only about expansion ports. To view information about the internal ports, use one of the following procedures:
Steps

1. To view only the internal ports, open the Controller Properties dialog.
a. In the Array Management Window (AMW), click the Hardware tab.
b. In the left pane, select a controller.
c. In the right pane, select View Complete Controller Properties.
The Controller Properties dialog appears.
d. Click the Drive Interfaces tab to view information about the internal ports. You are finished with this procedure.
2. To view both the internal ports and the expansion ports, open the Storage Array Profile .
a. In the Array Management Window (AMW), select Monitor > Reports > Storage Array Profile .
The Storage Array Profile dialog appears.
b. Click the Hardware tab.
c. Click the Drive Channels tab.

What are the Enterprise Management Window, the Array Management
Window, and System Manager?
The Enterprise Management Window (EMW), the Array Management Window (AMW), and System Manager are the three
components in the storage management software. They let you configure, manage, and maintain your storage array.
Enterprise Management Window
The EMW is the first window to appear when you start the storage management software. In the EMW, you see all of the
storage arrays that you are managing. The EMW performs these management tasks:
•

Discovers storage arrays automatically on your local sub-network
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•

Provides the ability to manually add and remove hosts and storage arrays

•

Monitors the health of storage arrays and reports a high-level status by using the applicable icons

•

Provides the ability to configure alert notifications through email or SNMP. This function applies only to storage arrays
managed by the Array Management Window (AMW). For storage arrays managed by the browser-based System Manager,
you must use System Manager to perform this function.

•

Allows you to set up AutoSupport which automatically sends information to technical support for use in troubleshooting or
preventing issues. This function applies only to storage arrays managed by the Array Management Window (AMW). For
storage arrays managed by the browser-based System Manager, you must use System Manager to perform this function.

•

Launches the applicable AMW or System Manager for a selected storage array to allow detailed configuration and
management operations

•

Runs a script to perform batch management tasks on a specific storage array

A local configuration file stores all of the information about storage arrays that you have added.
The Enterprise Management Window contains two tabs:
•

Devices – This tab shows the discovered storage arrays and their status. The EMW also shows unidentified storage arrays.

•

Setup – This tab allows you to perform initial setup tasks for the storage management software.

Array Management Window
The AMW is used to manage a single storage array. All operations specific to a storage array are performed using the storage
array's AMW. You manage only a single storage array within a single AMW. You can start other AMWs from the EMW to
simultaneously manage several storage arrays.
The Array Management Window contains five tabs:
•

Summary – This tab shows a graphical summary of the storage array.

•

Storage & Copy Services – This tab shows the organization of the storage array by volumes, disk pools, volume groups,
and other logical components. This tab is divided into two panes: the Logical pane on the left and the Properties pane on the
right.

•

Host Mappings – This tab lets you define host groups, hosts, host adapter ports, and other topological elements, and define
and change mappings.

•

Hardware – This tab shows the organization of the storage array by controllers, drives, and other hardware components.
This tab is divided into two panes: the Physical pane on the left and the Properties pane on the right.

•

Setup – This tab allows you to perform initial setup tasks for the storage array.

System Manager
System Manager, like the AMW, is used to manage a single storage array. System Manager is browser-based software as
opposed to the EMW and AMW which are Java applications. With the introduction of System Manager in version 11.30 and
above, some storage arrays are managed by AMW and some are managed by System Manager. When you select to manage a
storage array from the EMW, the EMW opens the appropriate software (AMW or System Manager) depending on what
controller the storage array contains. System Manager performs the same functions as the AMW and also performs some
functions from the EMW. You can start multiple System Manager instances from the EMW to simultaneously manage several
storage arrays.
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What is auto-negotiate?
Auto-negotiate is the ability of a network interface to coordinate its own connection parameters (speed and duplex) with another
network interface without human intervention. Auto-negotiate is usually the preferred setting; however, if the negotiation fails,
mismatched network interface settings can severely impact network performance. In cases where that condition is unacceptable,
you should manually set the network interface settings to a correct configuration. Auto-negotiation is performed by the
controller's Ethernet management ports. Auto-negotiation is not performed by iSCSI host bus adapters.
Note: If auto-negotiate fails, the controller attempts to establish a connection at 10BASE-T, half-duplex, which is the lowest
common denominator.
Related tasks

Changing the network configuration settings of a controller on page 150

What is the difference between IPv4 and IPv6?
The Internet Protocol (IP) standard provides a unique address that devices use to identify and communicate with each other on a
network. Internet Protocol version 4 (IPv4) and Internet Protocol version 6 (IPv6) are formally adopted for general use.
IPv4 is the fourth iteration of the IP standard. IPv4 is the dominant network layer protocol on the Internet. IPv4 is a dataoriented protocol that is used on a packet-switched internetwork; for example, Ethernet. IPv4 uses a 32-bit addressing scheme,
represented by four 8-bit (0–255) numbers separated by periods; for example, 121.145.241.001.
IPv6 is the sixth iteration of the IP standard. IPv6 is a network layer protocol that exchanges data across a packet-switched
internetwork. IPv6 increases the address space for networked devices from 32 bits to 128 bits, so that each electronic device can
have its own address; for example, 3FFE:2900:D005:1001:12AA:10FF:FE28:9C5A.
Related tasks

Changing the network configuration settings of a controller on page 150

What IPv6 address notations are acceptable?
The Internet Protocol version 6 (IPv6) address increased the address size to 128 bits or 16 bytes. You can use several options to
represent the IPv6 address as a text string.
Note: You must change the expanded IPv6 address in the Change Network Configuration dialog.

•

You can represent the IPv6 address by using eight 16-bit hexadecimal blocks separated by colons (:); for example:
2001:0DB8:0000:0056:0000:ABCD:EF12:1234
Note: You can use these IPv6 address notations only in the Add Device dialog.

•

You can use zeros in a 16-bit block; for example:
2001:DB8:0:56:0:ABCD:EF12:1234
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•

You can use a double colon (::) to replace consecutive zeros or leading or trailing zeros within the same IPv6 address. A
double colon can appear only once in the IPv6 address; for example:
2001:DB8::56:0:ABCD:EF12:1234

2001:DB8:0:56::ABCD:EF12:1234

Related tasks

Changing the network configuration settings of a controller on page 150

What are in-band and out-of-band management connections?
Out-of-band management
You can use the out-of-band management method to manage a storage array directly over the network through an Ethernet
connection, from a storage management station to the controllers.
In-band management
You can use the in-band management method to manage a storage array in which the controllers are managed through an
Ethernet connection from a storage management station to a host that is running host-agent software. The host-agent software
receives communication from the storage management client software and passes it to the storage array controllers along an I/O
path. The controllers also use the I/O connections to send event information back to the storage management station through the
host.
Important: When launching the management software for a storage array from the Enterprise Management Window (EMW),
storage arrays managed by the browser-based System Manager must be connected using the out-of-band method. Storage
arrays managed by the Array Management Window (AMW) can be connected using either the out-of-band method or the inband method. To determine which software your storage array is managed by, in the EMW, go to the Devices tab and look at
the Managed By column.

When you add storage arrays by using this management method, you need to specify only the host name or IP address of the
host. After you add the specific host name or IP address, the host-agent software automatically detects any storage arrays that
are connected to that host.
Note: Some operating systems can be used only as storage management stations. For more information about the operating
system that you are using, see the initial setup instructions for your controller tray.

Why would I replace a host adapter port?
You must replace a host adapter when the existing host adapter fails. Keep these guidelines in mind when you replace a host
adapter port:
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•

Depending on how the host is taken offline, volume reservation data and registration data for the host adapter port that are no
longer included in the configuration might be kept along with current reservation and registration data. Accumulation of old
persistent reservation data eventually might cause the controller to reach the upper boundary of permitted initiator ports. The
controller also might send an Insufficient Registration Resources error if another host adapter port tries to
register. The maximum number of persistent reservations per volume depends on your system configuration. The maximum
number of registrants per volume is 512.

•

To prevent an Insufficient Registration Resources error, you must remove the volume reservations and
registrations of the host adapter ports that are no longer included in the configuration. Remove volume reservations only
during scheduled maintenance downtimes to prevent interference with cluster server operations.
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What are port speed and duplex mode?
Port Speed
The speed of data transfer is limited by the connection type, cabling, and maximum speeds that your server and network can
support.
The connection type can be 10BASE-T, 100BASE-T, or 1000BASE-T, which have a speed of 10 Mbps, 100 Mbps, or 1 Gbps
respectively.
The type of cable that you use directly limits the speed that you can use to transmit and receive data.
The maximum line speed of your server is also affected by the type of input/output adapter that you are using.
Duplex Mode
Depending on your server’s capabilities and the duplex mode of the network interface to which you are attaching, you can use
either full duplex or half duplex.
Half duplex mode is restricted to one-way communication. It cannot transmit and receive data at the same time. Full duplex
mode sends and receives data simultaneously.
Related tasks

Changing the network configuration settings of a controller on page 150

What is IPv6 stateless address auto-configuration?
With stateless auto-configuration, hosts do not obtain addresses and other configuration information from a server. Stateless
auto-configuration in IPv6 features link-local addresses, multicasting, and the Neighbor Discovery (ND) protocol. IPv6 can
generate the interface ID of an address from the underlying data link layer address.
Stateless auto-configuration and stateful auto-configuration complement each other. For example, the host can use stateless
auto-configuration to configure its own addresses, but use stateful auto-configuration to obtain other information. Stateful autoconfiguration allows hosts to obtain addresses and other configuration information from a server. Internet Protocol version 6
(IPv6) also defines a method whereby all of the IP addresses on a network can be renumbered at one time. IPv6 defines a
method for devices on the network to automatically configure their IP address and other parameters without the need for a
server.
Devices perform these steps when using stateless auto-configuration:
1. Generate a link-local address – The device generates a link-local address, which has 10 bits, followed by 54 zeros, and
followed by the 64-bit interface ID.
2. Test the uniqueness of a link-local address – The node tests to make sure that the link-local address that it generates is not
already in use on the local network. The node sends a neighbor solicitation message by using the ND protocol. In response,
the local network listens for a neighbor advertisement message, which indicates that another device is already using the linklocal address. If so, either a new link-local address must be generated or auto-configuration fails, and another method must
be used.
3. Assign a link-local address – If the device passes the uniqueness test, the device assigns the link-local address to its IP
interface. The link-local address can be used for communication on the local network but not over the Internet.
4. Contact the router – The node tries to contact a local router for more information about continuing the configuration. This
contact is performed either by listening for router advertisement messages sent periodically by the routers or by sending a
specific router solicitation message to ask a router for information about what to do next.

What are port speed and duplex mode?
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5. Provide direction to the node – The router provides direction to the node about how to proceed with auto-configuration.
Alternatively, the router tells the host how to determine the global Internet address.
6. Configure the global address – The host configures itself with its globally unique Internet address. This address is
generally formed from a network prefix provided to the host by the router.
Related tasks

Changing the network configuration settings of a controller on page 150

How do I create CHAP secrets?
When you choose to use Challenge Handshake Authentication Protocol (CHAP) authentication, you are required to provide a
CHAP secret. If you are using mutual authentication, you must have the CHAP secret for the initiator and define a CHAP secret
for the target.
Initiator CHAP secret
The initiator CHAP secret is set on the host. If you are using the mutual authentication method, you must define the initiator
CHAP secret when you define access for the host on the storage array.
Target CHAP secret
If you are using CHAP secret authentication, you must define the CHAP secret for the target.
Valid characters for CHAP secret
The CHAP secret must be between 12 characters and 57 characters. The CHAP secret must use ASCII code characters with a
decimal value between 32 and 126. The characters in this table are valid.
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What do I do after I automatically configure host access?
You can complete these tasks after you configure the host access.
Task

Location

Description

Create a host group

From the Host Mappings tab, select the storage
array or Default Group in the Topology pane, and
select Host Mappings > Host Group .

Create a host group that will share volumes
among different hosts. You must create a host
group if you want to map a volume to more than
one host.

Automatically
configure the
storage array

From the Setup tab, click Configure Storage
Array, and select the Automatic configuration
radio button.

Configure all of the capacity in the storage array
automatically. You can determine the RAID level
for volume groups, but disk pools are
automatically set as RAID level 6. The automatic
configuration option creates multiple volumes
and, for volume groups, it creates the necessary
number of hot spare drives. Disk pools do not use
hot spare drives..

What do I do after I automatically configure host access?
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Task

Location

Description

Create a volume
group or a volume

From the Setup tab, click Configure Storage
Array, and select the Create volume groups and
volumes radio button.

Create a new volume group. You can determine
the RAID level for the volume group. You can
divide the volume group by creating one or more
volumes. You can then map the volume to a host.

Create a disk pool
and a disk pool
volume

Select the Setup tab, select Storage Array,
Configuration, Automatic Disk Pools

Create a new disk pool. The RAID level is
automatically set to RAID level 6 for disk pools.
You can divide the disk pool by creating one or
more volumes. You can then map the volume to a
host.

Edit the host
topology

Select Host Mappings > Default Group >
Change Default Host Operating System .

Change the default host type for a host. Modify
other host topology settings.

What do I do after I manually configure host access?
You can complete these tasks after you configure the host access.
Task

Location

Description

Automatically
configure the
storage array

Select the Setup tab, select Configure Storage
Array, and click the Automatic configuration
radio button

Configure all of the capacity in the storage array
automatically. You can determine the RAID level
for volume groups, but disk pools are
automatically set as RAID level 6. The automatic
configuration option creates multiple volumes
and, for volume groups, it creates the necessary
number of hot spare drives. Disk pools do not use
hot spare drives.

Create a volume
group

Select the Setup tab, select Configure Storage
Array, and click the Create volume groups and
volumes radio button

Create a new volume group. You can determine
the RAID level for the volume group. You can
divide the volume group by creating one or more
volumes. You can then map the volume to a host.

Create a volume in a
volume group

Select the Setup tab, select Configure Storage
Array, and click the Create volume groups and
volumes radio button

Create a new volume. You can determine the
RAID level for the volume in a volume group.
You can then map the volume to a host.

Create a disk pool
and a disk pool
volume

Select the Setup tab, select Storage Array,
Configuration, Automatic Disk Pools

Create a new disk pool. The RAID level is
automatically set to RAID level 6 for disk pools.
You can divide the disk pool by creating one or
more volumes. You can then map the volume to a
host.

Create mappings

Select the Setup tab, and select Map Volumes

If you have created volumes, you can create
mappings for the new volumes. You can map one
or more volumes to a host or to a host group.

What do I do after the automatic configuration has started?
You can complete the tasks in this table after you configure the storage.
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Task

Location

Description

View the volume
groups, disk pools, and
the volumes

Select the Summary tab.

You can determine if the configuration completed from
the Summary tab. The number of volume groups, disk
pools, and volumes appears.

Configure host access

Select either Host Mappings > Host
Group or Host Mappings > Host .

You must configure the host access to the storage array
before you can map volumes to the host. You can
configure the host access automatically or manually.

Create mappings

Select Host Mappings > LUN
Mapping > Add .

If you have configured host access, you can create
mappings for the new volumes. You can map one or
more volumes to a host or to a host group.

How do I configure a storage array?
A list of initial setup tasks is available on the Setup tab. The list of initial setup tasks shows you how to set up a storage array. If
you use the steps outlined in the list of initial setup tasks, you can make sure that the basic steps to set up the storage array are
completed.
Use the Initial Setup Tasks list the first time that you set up a storage array to perform these tasks:
•

Locate the storage array – Find the physical location of the storage array on your network. The storage array can be
identified with a label.

•

Give a new name to the storage array –Use a unique name that identifies each storage array.

•

Set a storage array password – You can choose to set two different types of passwords for your storage array: an
Administrator password and a Monitor password. Setting an Administrator password for your storage array protects it from
users who unknowingly or maliciously run destructive commands. These commands include any functions that change the
state of the storage array, such as creating volumes and modifying the cache settings. Setting a Monitor password allows
users, who are not authorized to modify storage array configurations, to view storage array configurations and to monitor
storage array health conditions.

•

Configure iSCSI Host Ports – Configure network parameters for each iSCSI host port automatically or specify the
configuration information for each iSCSI host port. (If you are not using an iSCSI controller, you can ignore this task.)

•

Configure the storage array – Create volume groups, volumes, and hot spare drives.

•

Map Volumes – Map volumes to hosts or host groups.

•

Save Configuration – Save the configuration parameters in a file that you can use to restore the configuration, or reuse the
configuration on another storage array.

After you complete the basic steps for configuring your storage array, you can perform these optional tasks:
•

Manually Define Hosts – Define the hosts and host port identifiers that are connected to the storage array. Use this option
only if the host is not automatically recognized and shown in the Host Mappings tab.

•

Configure Ethernet Management Ports – Configure the network parameters for the Ethernet management ports on the
controllers if you are managing the storage array by using out-of-band management connections.

•

View or start features – Your storage management software might include features. View the features that are available and
the features that are already started. You can start available features that are currently stopped.

•

Manage additional iSCSI Settings – If you are not using an iSCSI controller, you can ignore this task. If you are using an
iSCSI controller, you can configure iSCSI settings for authentication, identification, and discovery.

How do I configure a storage array?
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What if alerts are disabled?
Important: This function applies only to storage arrays managed by the Array Management Window (AMW). For storage
arrays managed by the browser-based System Manager, you must use System Manager to perform this function. See the
System Manager online help for instructions. To determine which software your storage array is managed by, in the
Enterprise Management Window (EMW), go to the Devices tab and look at the Managed By column.

You can configure alerts from the Enterprise Management Window (EMW). Select Edit > Configure Alerts. For more
information, refer to the online help topics in the EMW.

What is an unresponsive storage array?
An Unresponsive status occurs when a storage management station cannot communicate with a storage array.
If a storage array has only one responsive controller, all management operations that require communication with the
unresponsive controller will fail. If both controllers are unresponsive, you will receive an error message.
Note: Before you perform any recovery procedure, wait a sufficient amount of time before you make a decision that the
storage array is still unresponsive. The storage management station might take up to five minutes to find out when a storage
array has become responsive or unresponsive.

•

If a storage array is managed by using both the out-of-band method and in-band method using the same host, a network
connection problem on the controllers might prevent direct communication with the storage array over the network.
However, you might still be able to manage the storage array over the in-band connections. The opposite situation can also
occur.

•

If a storage array is managed through more than one host, it is possible that the storage array might become unresponsive to
communication over the connections given by one host. However, you might still be able to manage the storage array over
the connections provided by another host.

Why would I want to remove individual management connections?
You can manage a storage array by using the in-band management connection, the out-of-band management connection, or both.
You can remove an individual management connection that is not required anymore. For example, if a storage array has two inband management connections and the host for one in-band management connection is removed from the network permanently.
In this case, the in-band management connection between the removed host and the storage array are no longer required, and
you can remove the management connection.

What is Data Assurance protection?
The Data Assurance (DA) feature increases data integrity across the entire storage system. DA enables the storage array to check
for errors that might occur when data is moved between the hosts and the drives. When this feature is enabled, the storage array
appends error-checking codes (also known as cyclic redundancy checks or CRCs) to each block of data in the volume. After a
data block is moved, the storage array uses these CRC codes to determine if any errors occurred during transmission. Potentially
corrupted data is neither written to disk nor returned to the host.
If you want to use the DA feature, start with a pool or volume group that includes only drives that support DA. Then, create DAcapable volumes. Finally, map these DA-capable volumes to the host using an I/O interface that is capable of DA. I/O interfaces
that are capable of DA include Fibre Channel, SAS, and iSER over InfiniBand (iSCSI Extensions for RDMA/IB). DA is not
supported by iSCSI over Ethernet, or by the SRP over InfiniBand.
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Changing the tray ID
What if the tray ID number I want to use is already taken?
Each expansion tray must have a unique tray ID number. If you want to use an ID number that is currently in use, you must first
re-assign the ID number of the tray that is using that ID number.

What is an expansion tray?
An expansion tray is a set of drives that is added to controller trays and controller-drive trays to expand your storage capacity.

Why would I change the tray ID?
All of the ID numbers for expansion trays must be unique. If two or more trays have the same ID numbers, you need to change
them so they are unique.

Resetting the age of the battery
How will I know when my battery is reaching expiration?
If age tracking is enabled, you can find the age of a controller battery on the Reset Battery Age option on the Tools tab.

Should I reset my battery age?
If battery age tracking is enabled, you need to reset the age of your battery if Recovery Guru tells you to do so or when you
replace the battery.

What happens if I do not replace my battery?
If you do not replace the battery in the controller, the controller cannot complete write caching. Data will not be cached in the
event of a power loss.

Pre-read redundancy check settings
Enabling pre-read redundancy check
Use the Pre-read Redundancy Check option to define the capability of a storage array to pre-read volume redundancy
information and determine if the data of that volume is consistent. A volume that has this feature enabled returns read errors if
the data is determined inconsistent by the controller firmware.
•

You cannot enable this feature for volumes that do not contain redundancy information.

•

You can enable redundancy pre-read on a per-volume basis.

•

You can enable this check only for non-high-level volumes.

If a volume that is configured with pre-read is migrated to a RAID type that does not maintain redundancy information, the
metadata of the volume continues to reflect the feature property. Reads to that volume will ignore redundancy pre-read. If the
volume is subsequently migrated back to a RAID type that supports redundancy, the feature will become available again.

Changing the tray ID
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Redistributing volumes
When should I delete a volume?
When you delete a volume, you remove the volume and all of the data in the volume. Deleting a volume causes an increase of
free capacity in the volume group in which the volume was created. When you delete a volume, you have the option of deleting
one volume or an entire volume group. Deleting a volume group causes an increase of unconfigured capacity in the storage
array.
You might want to delete a volume in these situations:
•

The volume was created with the wrong capacity or parameters.

•

The volume no longer meets your storage needs.

•

The volume needs to be deleted to add capacity to the storage array.

When should I stop I/O?
You might sometimes perform a task, such as deleting a volume, that requires you to stop the input/output (I/O) to your storage
array. There are two ways you can make sure that the I/O processes have stopped.
•

Make sure that no applications are writing data to any disks that are involved in the task you are performing.

•

Stop all processes that involve the disks that are involved in the task that you are performing.

Why would I want to redistribute my volumes?
You can redistribute your volumes to send volumes to their preferred owner. Typically, multi-path drivers move volumes from
their preferred controller when a problem occurs along the data path between the host and storage array.
Note: If you want to redistribute volumes without a multi-path driver on the hosts, stop input/output (I/O) activity to the
volumes while the redistribution operation is in progress to prevent application errors.

•

You cannot redistribute volumes if all volumes are currently owned by their preferred controllers.

•

You cannot redistribute volumes if the storage array does not have any volumes.

•

In some UNIX-based environments, you might need to reconfigure the multi-path host driver. If you redistribute the volumes
before the volumes are mounted, you might also need to modify the operating system (OS) to find the new I/O path to the
volumes.

What data am I retrieving during a controller health image?
A controller health image operation collects two different types of information:
•

Controller health image data

•

Trace buffer data

Controller health image data
The controller health image data includes the following information:

438

•

Text, data, and BSS segments for all loaded modules

•

Processor registers

Storage arrays

•

Task information

•

Stacks

•

Heap memory

The filename extension for the controller health image data file is .elf .
Trace buffer data
The firmware uses the trace buffers to record processing, including exception conditions, that might be useful for debugging.
Trace information is stored in the current buffer. Each controller has its own buffer. If any trace buffer data exists when a
controller health image occurs, it is included with the controller health image in a separate file. The filename extension for the
trace buffer file is .dq .
Related tasks

Retrieving a controller health image on page 387

Learn more about
Learn about storage arrays
A storage array is a storage entity that is managed by the storage management software. A storage array consists of a collection
of both physical components and logical components.
Physical Components
The physical components of a storage array are described in this table.
Component

Description

Controller

A controller consists of a board and firmware that controls the drives and implements the
storage management software functions.

Controller tray

A controller tray contains one or more controllers, power-fan canisters, and other
supporting components in a single tray.

Drive

A drive is an electromagnetic mechanical device that provides the physical storage media
for data.

Drive tray

A drive tray contains a set of drives, power supply canisters, power-fan canisters,
environmental services module (ESM) canisters, and other supporting components in a
single tray.
Note – If your storage array contains different media types or different interface types, a
drive tray for each drive type appears.

Controller-drive tray

Some trays combine both controller tray components and drive tray components in the
same tray.

Logical Components
The drives in the storage array provide the physical storage capacity for data. Use the storage management software to configure
the physical capacity into logical components, such as volume groups, volumes, and storage partitions. These components are
the tools that you use to configure, store, maintain, and preserve data on the storage array. The logical components of a storage
array are described in this table.

Learn more about
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Component

Description

Volume group

A volume group is a set of drives that are logically grouped together by the controllers in a
storage array to create one or more volumes for data storage.

Volume (or standard volume)

A standard volume is the basic structure that you create in the storage array to store data. A
volume is configured from a volume group with a specific RAID level to meet the software
application's needs for data availability and I/O performance. The operating system sees a
volume as one drive.

Free capacity

Free capacity is a contiguous region of unused capacity on a designated volume group. You
can use the space to create one or more volumes.

Unconfigured capacity

Unconfigured capacity is capacity that is present in the storage array from drives that have not
been assigned to a volume group. You can use the space to create new volume groups and
volumes.

Storage partition

A storage partition is a logical grouping of one or more volumes. Storage Partitioning lets you
configure a single storage array as multiple virtual storage arrays up to the maximum value
enabled. Access to a storage partition can be restricted to specified hosts or groups of hosts by
defining a set of mappings. A mapping defines which host or host group will have access to a
specified volume in the storage array.

Learn about storage management software
Learn about the Array Management Window
The Array Management Window (AMW) is JavaTM technology-based software that is launched from the Enterprise
Management Window. The AMW provides management functions for a single storage array. You can have more than one AMW
open at the same time to manage different storage arrays. The AMW includes these management functions for a storage array:
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•

Provides storage array options, such as renaming a storage array, changing a password, or enabling a background media
scan.

•

Provides the ability to configure volumes from your storage array capacity, define hosts and host groups, and grant host or
host group access to sets of volumes called storage partitions.

•

Monitors the health of storage array components and reports a detailed status using applicable icons.

•

Provides you with the applicable recovery procedures for a failed logical component or a failed hardware component.

•

Presents a view of the Event Log for the storage array.

•

Presents profile information about hardware components, such as controllers and drives.

•

Provides controller management options, such as changing ownership of volumes or placing a controller online or offline.

•

Provides drive management options, such as assignment of hot spares and locating the drive.

•

Monitors storage array performance.

Storage arrays

Tabs
The Array Management Window has these tabs:
•

Summary – Shows the status of the storage array. Information about the hardware components, capacity, hosts, mappings
and storage partitions, volume groups and volumes in the storage array appears. Additionally, the link to the Recovery Guru
dialog is shown when the storage array needs attention. Links to the Storage Array Profile dialog, relevant online help
topics, and the storage concepts tutorial also appear in the Summary tab.

•

Performance – This tab allows you to view real-time performance data in a table format or as a single graph or as a
dashboard that shows six graphs on one screen You can also view background performance data for a session that is
currently in progress or for a session that you previously saved.

•

Storage & Copy Services – Shows the organization of the storage array by volumes, volume groups, disk pools, free
capacity nodes, and any unconfigured capacity for the storage array. This tab is divided into two panes: the Logical pane on
the left and the Properties pane on the right. The Logical pane provides a view of the logical components in the storage array
in a tree structure. The Properties pane displays detailed information about the component that is selected in the Logical
pane.

•

Host Mappings – Contains the Topology pane and the Defined Mappings pane. In the Topology pane, you can define the
hosts, host groups, and host ports. The Topology pane shows a tree structured view of the logical nodes related to storage
partitions in the storage array. The Defined Mappings pane shows the mapping that is associated with a selected logical node
in the Topology pane. You can also change the mappings to grant volume access to host groups and hosts and create storage
partitions.

•

Hardware – Shows the organization of the storage array by controllers, trays, drives, and other hardware components. This
tab is divided into two panes: the Physical pane on the left and the Properties pane on the right. The Physical pane shows a
graphical representation of the physical components in the storage array, such as the controller trays and the drive trays. The
Properties pane displays detailed information about the component that is selected in the Physical pane.

•

Setup – Contains links to tasks that you can perform when setting up a storage array such as configuring the storage array,
setting the storage array password, and other tasks. Additionally, links to configure the Ethernet management ports in the
storage array and links to view and enable the features are shown in the Setup tab. You can click a link to open the
corresponding dialog.

Related tasks

Viewing the status of the drive tray components on page 154
Learn about using the Summary tab
The Summary tab in the Array Management Window (AMW) shows information about the storage array. Links to the Storage
Array Profile dialog, relevant online help topics, and the storage concepts tutorial also appear. Additionally, the link to the
Recovery Guru dialog is shown when the storage array needs attention.
In the Summary tab, you can view this information:
•

The status of the storage array

•

The hardware components in the storage array

•

The capacity of the storage array

•

The hosts, the mappings, and the storage partitions in the storage array

•

The volume groups, disk pool, and volumes in the storage array

Related tasks

Viewing storage array capacity on page 12

Learn about storage management software
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Related references

Tips and examples for allocating capacity on page 4
Learn about using the Performance tab
The Performance tab in the Array Management Window (AMW) allows you to track a storage array’s key performance data
and identify performance bottlenecks in your system.
In the Performance tab, you can view this information:
•

View in real time the values of the data collected for a monitored device. This capability helps you to determine if the device
is experiencing any problems.

•

See a historical view of a monitored device to identify when a problem started or what caused a problem.

•

Specify the performance metric and the objects that you want to monitor.

•

View data in tabular format (actual values of the collected metrics) or graphical format (as line graphs), or export the data to
a file.

For more information, see the online help topic called, Learn About Performance Monitor on page 31.
Learn about using the Storage & Copy Services tab
The Storage & Copy Services tab in the Array Management Window (AMW) shows the organization of the storage array by
logical drives, free capacity nodes, and any unconfigured capacity for the storage array. You can use this tab to manage the
storage array’s logical components. The Storage & Copy Services tab contains two panes: the Logical pane and the Properties
pane.
•

Logical Pane
The Logical pane provides a tree-structured view of all the logical components in your storage array. Click the plus (+) sign
or the minus (-) sign adjacent to a node to expand or collapse the view. You can right-click a node to open a pop-up menu
that contains the applicable actions for that node.

•

Properties Pane
The Properties pane provides detailed information about the component selected in the Logical pane. The information varies
depending on what type of component is selected.
You can view the physical components that are associated with a logical component by selecting the Storage & Copy
Services tab, right-clicking a component, and selecting View Associated Physical Components.
Note: You can resize either pane by dragging the splitter bar, located between the two panes, to the right or to the left.

Understanding the node types in the Logical pane
The Logical pane displays data in a hierarchical tree structure. You can open Organizer nodes that in turn can contain Individual
nodes, which may contain Category nodes. The Organizer node and the Category node do not represent a status of all objects
below it. For example, if a disk pool is failed, the disk pool Organizer node does not change.
•

The Organizer node is the top-level node in the tree and can be expanded to display groups of individual nodes. The
Organizer node is simply a container for the individual nodes. Organizer nodes exist only when there are multiple drive
types.
Note: The organizer node called, All Logical Objects , provides summary data for the selected storage object. Use this
node to view all repository volumes for the storage array. Any volume with the default name of “Repos_xxxx” (whether
In use or available) is displayed.

•
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The Individual node is the second-level node and is indented to indicate that it belongs to the higher-level Organizer node.
The Individual node displays the properties for its associated object in the Properties pane.

Storage arrays

•

The Category node is the third-level node and is indented to indicate that it belongs to the higher-level Individual node. The
Category node displays the properties for its associated object in the Properties pane.
Note: Multiple Unconfigured Capacity nodes appear if your storage array contains drives with different media types (hard

drive or Solid State Disk [SSD]) and different interface types. Each drive type has an associated Unconfigured Capacity node
shown under the Total Unconfigured Capacity node if unassigned drives are available in the drive tray.
Searching for an object in the hierarchical tree structure
Use the Find option to search for and quickly jump to a particular storage object in the Logical pane’s hierarchical tree
structure. The search should be based on all or part of the storage object’s name.
To search for a particular storage object, perform these steps:
1. Type the name of the storage object for which you want to perform the search in the Find text box.
2. Click the Find button (the binoculars icon) to run the search. If the storage object is located in the hierarchical tree structure,
the object is highlighted.
3. Click the Find button again to search for additional occurrences of the object.
Learn about using the Host Mappings tab
The Host Mappings tab in the Array Management Window (AMW) contains two panes: the Topology pane and the Defined
Mappings pane.
Note: You can resize either pane by dragging the splitter bar, located between the two panes, to the right or to the left.

Topology pane
The Topology pane shows a tree-structured view of logical nodes that are related to storage partitions. Click the plus (+) sign or
the minus (-) sign adjacent to a node to expand or collapse the view. You can right-click a node to open a pop-up menu that
contains the applicable actions for that node.
Nodes in the Topology pane
The storage array, or the root node, has these types of child nodes.
Child Nodes of the Root
Node

Description of the Child Nodes

Undefined Mapping

The Undefined Mapping node has one type of child node.
Individual Undefined Mapping – Represents a volume with an undefined mapping.
Multiple Volume nodes can exist under an Undefined Mappings node.

Default Group

Note: If Storage Partitioning is disabled, all of the created volumes are in the Default
Group.

A Default Group node has two types of child nodes:

Unassociated Host Port
Identifier

Learn about storage management software

•

Host Group – Defined host groups that are not participating in specific mappings are
listed. This node can have host child nodes, which can have child host port nodes.

•

Host – Defined hosts that are not part of a specific host group but are part of the Default
Group and are not participating in specific mappings are listed. This node can have child
host port nodes.

An Unassociated Host Port Identifier node has one type of child node.
Host Port Identifier – Host port identifier that has not been associated with any host.
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Child Nodes of the Root
Node

Description of the Child Nodes

Host Group

A Host Group node has one type of child node.
Host – Defined hosts that belong to this defined host group are listed. This node can have
child host port nodes.
Note: The host nodes that are child nodes of this host group can also participate in

mappings specific to the individual host rather than the host group.
Host

A Host node has one type of child node.
Host Port – This node has child nodes that represent all of the host ports or single ports on a
host adapter that are associated with this host.

Storage Partition icon
The Storage Partition icon, when present in the Topology pane, indicates that a storage partition has been defined for the
Default Group, a host group, or a host. This icon also appears in the status bar when storage partitions have been defined.
Defined Mappings pane
The Defined Mappings pane shows the mappings associated with a node selected in the Topology pane.
The information in the table appears for a selected node.
Column Name

Description

Volume Name

The user-supplied volume name.
The factory-configured access volume also appears in this column.
Note: An access volume mapping is not required for storage array with an in-band
connection and can be removed.

Accessible By

Shows the Default Group, a defined host group, or a defined host that has been granted access
to the volume in the mapping.

LUN

The LUN assigned to the specific volume that the host or hosts use to access the volume.

Volume Capacity

Shows the volume capacity in units of GB.

Type

Indicates whether the volume is a standard volume or a snapshot volume.

You can right-click a volume name in the Defined Mappings pane to open a pop-up menu. The pop-up menu contains options to
change and remove the mappings.
The information shown in the Defined Mappings pane varies according to what node you select in the Topology pane, as shown
in this table.
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Node Selected

Information That Appears in the Defined Mappings Pane

Root (storage array) node

All defined mappings.

Default Group node or any child node of the
Default Group

All mappings that are currently defined for the Default Group (if any).

Host Group node (outside of Default Group)

All mappings that are currently defined for the Host Group.

Host node that is a child node of a Host Group
node

All mappings that are currently defined for the Host Group, plus any
mappings specifically defined for a specific host.

Host Port node or individual host port node outside
of the Default Group

All mappings that are currently defined for the host port's associated
host.

Storage arrays

Learn about using the Hardware tab
The Hardware tab in the Array Management Window contains two panes: the Physical pane on the left and the Properties pane
on the right.
Note: You can resize either pane by dragging the splitter bar, located between the two panes, to the right or to the left.

The Physical pane provides a view of the hardware components in a storage array, including their status. You can right-click a
hardware component to open a pop-up menu that contains the applicable actions for that component.
Note: The icons that you see might differ from what is shown in this topic because the icons are determined by the hardware
that is installed in your storage array. For example, the controller tray and drive tray icons look like the actual controller trays
and drive trays that are installed. Also, the drive icons are either horizontal or vertical to match the orientation of the drives in
the drive tray.

The Properties pane provides information for the hardware component that is selected in the Physical pane. The information in
the Properties pane is specific to each hardware component. If you select a controller icon in the Physical pane, a list of
properties for that controller is shown in the Properties pane. If you select a drive icon in the Physical pane, a list of properties
for that drive appears in the Properties pane.
Controller status
The status of each controller is indicated by an icon in the Physical pane. This table describes the various controller icons.
Note: Your controller icons might look different from the icons in the following table because they match the controller
installed in your storage array.

Controller Icon

Status
Online, Optimal

Offline

Service Mode

Needs Attention (if applicable for your hardware model)

Suspended (if applicable for your hardware model)
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Controller Icon

Status
Unsupported

Slot empty

View tray components
The View Tray Components command on each tray shows the status of the secondary components within the tray, such as
batteries, power supplies, fans, and temperature sensors.
Drive trays
For each drive tray that is attached to the storage array, a drive tray icon appears in the Physical pane. This table describes the
different drive status icons that might appear.
Drive Icon (Horizontal Drives)

Drive Icon (Vertical
Drives)

Drive Icon (in Drawers)

Status
Assigned

Unassigned

Empty
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Drive Icon (Horizontal Drives)

Drive Icon (Vertical
Drives)

Drive Icon (in Drawers)

Status
Failed

Needs attention

Hot spare

N/A

Removed

Replaced

Secure Enabled (FDE drives
or FIPS drives)
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Drive Icon (Horizontal Drives)

Drive Icon (Vertical
Drives)

Drive Icon (in Drawers)

Status
Secure Capable (FDE drives
or FIPS drives)

Selected

Show drives
You can use the Show option in the Physical pane to identify drives of a particular type, speed, and capacity. In the Drive type
drop-down list, select the type of drive you want to identify, and click Show. A green triangle appears on top of the relevant
drives.
Drive trays with drawers
If your storage array contains a drive tray that has drawers, you will see the drawer icons in the Physical pane. This table
describes the different drawer icons that might appear.
Drawer Icon

Status
Optimal
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Drawer Icon

Status
Not optimal

Needs attention

Missing

Failed
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Related tasks

Viewing storage array logical components and associated physical components on page 13
Placing a controller into or out of Service mode on page 396
Learn about using the AMW setup tab
The storage management software has two Setup tabs, one in the Enterprise Management Window (EMW) and one in the Array
Management Window (AMW). For information about the EMW Setup tab, see the topic Learn About Using the EMW Setup
Tab in the EMW online help.
The AMW Setup tab provides links to these tasks:
•

Locating the storage array

•

Renaming the storage array

•

Changing the order in which the trays are listed on the Hardware tab

•

Setting a storage array password

•

Viewing and enabling the features

•

Configuring the storage array

•

Saving configuration parameters in a file

•

Defining the hosts and host ports

•

Mapping volumes to hosts

•

Configuring the Ethernet management ports

Learn about using the Array Management Window online help
Note: If an online help topic in the Array Management Window (AMW) refers you to the online help topics in the Enterprise

Management Window (EMW), launch the online help by selecting Help > Contents in the EMW.
Typographic conventions

Italic indicates the title of documents, emphasized words, and new terms.
Bold indicates choices in procedures and other emphasized text. Bold also indicates menu selections and user-interface controls,
such as buttons and key names.
Monospace indicates arguments, code examples, code phrases, command-line text, directories, error messages, file names,
folders, on-screen text, parameters, Universal Resource Locators (URLs), and user input.
Monospace Bold indicates commands and options in running text.

Online help toolbar
The toolbar consists of these buttons:
•

Left Arrow button – Returns to the previously viewed topic or section.

•

Right Arrow button – Shows a page you viewed before clicking the Left Arrow button.
Note: Use the Left Arrow or the Right Arrow in the Content pane to move up or down in the help hierarchy.

•
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Print (printer icon) button – Prints a single help topic or several help topics. To print several topics at one time, select a
group of topics in the Navigation pane, and click the Print button.
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Note: The Number of copies text box is set to the last number entered. Check this text box to make sure that you do not
print more copies than you need.

•

Page Setup (printer with checkmark icon) button – Specifies printing parameters.
Note: On some operating systems, you might experience problems when printing if a default printer has not been set. For

information about printer settings, refer to the documentation for your specific operating system.
•

Favorites (green bookmark icon) button – Adds the current topic to your list of favorites.

Online help content pane
The Content pane is located on the right side of the help window. The Content pane shows the information in the help topics.
A breadcrumb trail is located at the top of each help topic. The breadcrumbs show the hierarchy of the topic. You can use the
breadcrumbs to move up the hierarchy of the help topics.
Each topic also has navigation buttons. Click the Left Arrow button to move to the previous topic in the hierarchy. Click the
Right Arrow button to move to the next topic in the hierarchy.
Note:

Use the Left Arrow button and the Right Arrow button in the toolbar to move between previously viewed topics.
Links to related topics appear at the bottom of the Content pane. Related topics might appear in different lists. A list of child
topics appears above the list of related topics. Click the link to open the desired related topic.
Online help navigation pane
The Navigation pane has these tabs:
Contents (closed book icon) – Use this tab to view a list of links to all of the help topics.
•

Double-click a folder to expand or collapse the list of topics that it contains.

•

Highlight a topic to show its associated help information in the Content pane.

Index (tabbed page icon) – Use this tab to look up a subject in the alphabetical index.
•

Click the + or - next to an entry to expand or collapse the list of topics.

•

Highlight a topic to show its associated help information in the Content pane.

•

To search for an index entry term, type a word in the Find text box, and press Enter. This action causes the first index entry
that matches your query to be highlighted. If the index entry is directly associated with a topic, the topic appears in the
Content pane. To see the next match for your query, press Enter. Continue to press Enter to see every match that is returned
from your query, one match at a time.

Favorites (green bookmark icon) – Use this tab to save bookmarks to topics that you visit often.
•

To add a topic to your Favorites list, display the topic in the Content pane, and click the Favorites button in the toolbar.

•

To view a topic in your Favorites list, click the Favorites tab, and then select the title of the topic in the Navigation pane.

Search (magnifying glass icon) – Use this tab to search for a specific term or phrase.
•

To search for a natural language phrase, select the Search tab, type the phrase in the Find text box, and press Enter. This
action causes the first topic that matches your query to be highlighted and the topic appears in the Content pane. To see other
matches for your query, select the title of the topic in the Navigation pane. The information for the help topic is shown in the
Content pane.

Glossary (open book icon) – Use this tab to view a list glossary terms and their definitions.
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•

The glossary tab has these panes.
◦

A list of glossary terms appears in the top pane.

◦

The glossary definition for the highlighted term appears in the bottom pane.

•

Highlight a glossary term to show its definition in the Definition pane.

•

To search for a glossary term, type a word in the Find text box, and press Enter. This action causes the first glossary term
that matches your query to be highlighted. The definition for the highlighted glossary term appears in the Definition pane. To
see the next match for your query, press Enter. Continue to press Enter to see every match that is returned from your query,
one match at a time.

Tips for using the full text search
To search for a natural language phrase, select the Search tab, type the phrase in the Find text box, and press Enter.
A red circle indicates the topic ranking. The more complete the circle is filled in, the higher the ranking. The best match is
shown at the top of the pane, followed by other matches in descending order of relevancy.
Troubleshooting
This table describes known problems that you might encounter when you use the online help.
Condition

Action

Images are rendered incorrectly in the Content pane.

Select another help topic, and then go back to the previous
topic that had the incorrectly rendered graphic.
The graphic is correctly rendered.

You receive a Null Pointer Exception Java error while
using the online help.

In most cases, you can ignore this error. Try again to access
the specific topic. If the problem persists, contact your
technical support Representative.

You receive a Helpset File Error: Helpset is
Corrupt or Not Found error when you access the online
help.

Follow the instructions on the dialog to recover from the
problem. If the problem persists, contact your technical
support Representative.

The information in the Content pane is not at the top of the
topic.

When you view a topic in the Content pane, the first line of
body text appears at the top of the Content pane. You can use
the scroll bars to move up in the topic to view the title,
breadcrumbs, and navigation buttons.

When doing a full-text search, not all instances of a search
term are highlighted.

JavaHelp limits the number of search terms that can be
highlighted. Search for a less common word or a longer
phrase.

Keyboard accessibility
This topic lists the keyboard operations that let you navigate, select, or activate user interface components.
•

Navigating means to move the input focus from one user interface component to another.

•

Selecting means to choose one or more of the components, usually for a subsequent action.

•

Activating means to carry out the action of a particular component.

In general, navigation between components requires these keys:
•
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Tab – Moves the focus to the next component or to the first member of the next group of components
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•

Shift -Tab or Ctrl-Shift-Tab – Moves the focus to the previous component or to the first component in the previous group
of components. (Shift-Tab does not work on SUSE Linux Enterprise Server (SLES) version 11.1.)

•

Arrow keys – Move the focus within the individual components of a group of components
Keyboard Shortcut

Result

F1

Opens the online help.

F10

Moves the keyboard focus to the main menu bar. Use the arrow keys to navigate through the
available options.

Alt-F4

Closes the window.

Alt- F6

Moves the keyboard focus between dialogs (non-modal) and between management windows.

Alt- underlined letter

Accesses menu items, buttons, and other interface components by using the keys associated
with the underlined letters.
For menu options, press the Alt-underlined letter combination to access a main menu, and
select the underlined letter only to access the individual menu item. For example, press Alt-O
to open the Storage menu, and then press V to select Volume.

Ctrl-F1

Shows or hides a tool tip for the selected object.

Ctrl-Tab

Moves the focus from a table to the next user interface component.

Spacebar

Selects an item or activates a hyperlink.

Ctrl-spacebar in the Array
Management Window

Selects multiple drives in the Physical pane.
To select multiple drives, select one by pressing the spacebar, and press Tab to switch the
focus to the next drive that you want to select. Press Ctrl-spacebar to select the drive.
If you press the spacebar by itself when multiple drives are selected, all of the selections are
removed.
Use the Ctrl-spacebar combination to deselect a drive when multiple drives are selected.

End, Page Down

Moves the keyboard focus to the last item in the list.

Esc

Closes the current dialog.

Home, Page Up

Moves the keyboard focus to the first item in the list.

Shift-Tab or Ctrl-Shift-Tab

Moves the keyboard focus through the components in the reverse direction. (Shift-Tab does
not work on SLES version 11.1.)

Tab

Navigates the keyboard focus between components, or selects a hyperlink.

Down arrow

Moves the keyboard focus down one item in the list.

Left arrow

Moves the keyboard focus to the left.

Right arrow

Moves the keyboard focus to the right.

Up arrow

Moves the keyboard focus up one item in the list.
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Learn about unresponsive device conditions
An Unresponsive status occurs when a managed storage array cannot be reached by the storage management station. An
Unresponsive status is represented by this icon
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If a storage array has an operational controller, you can launch the Array Management Window, but all management operations
that require communication with the unresponsive controller will fail. If both controllers are unresponsive, you will receive error
notices if you attempt to launch the Array Management Window.
Note: It can take up to five minutes before the Enterprise Management software detects that a managed storage array has
become unresponsive or becomes responsive again. Before performing any suggested recovery procedures, wait a sufficient
amount of time before you decide that the managed storage array is still unresponsive.

Note the following items:
•

If a storage array is both out-of-band and in-band, a network connection problem on the controllers might prevent direct
communication with the storage array over the network, but the storage array might still be manageable over the network
management connections that are provided by the host. The reverse situation also can occur.

•

If a storage array is managed through more than one host, it is possible that the storage array might become unresponsive to
communication over the connections provided by one host, but the storage array might still be manageable over the
connections provided by another host.

Notes:
•

In the Table View, an icon representing the storage array's status (Optimal, Needs Attention, or Fixing) appears unless the
storage array is unresponsive over all connections. If so, the status of the storage array is represented with an Unresponsive
icon.

•

The Array Management Window never shows an Unresponsive status; rather, this window shows the hardware status of the
storage array (Optimal, Needs Attention, or Fixing).

Related tasks

Recovering from an unresponsive storage array condition on page 404

Data protection strategies
Storage arrays are designed to be reliable. They contain redundant drives, controllers, power supplies, and fans. This hardware
redundancy keeps the storage array operating if a component fails. In addition, you can use the storage management software to
implement other data protection strategies.
RAID levels and data protection
Redundant Array of Independent Disks (RAID) describes a storage solution in which part of the storage capacity stores
redundant information about user data that is stored on the remainder of the storage capacity. The redundant information enables
regeneration of user data if one of the drives in the volume group or disk pool fails.
RAID relies on a series of configurations, called levels, to determine how user and redundancy data is written and retrieved from
the drives.
Note: You cannot change the RAID level of a disk pool. The storage management software automatically configures disk
pools as RAID level 6.

RAID Level 1, RAID Level 3, RAID Level 5, and RAID Level 6 write redundancy data to the drive media for fault tolerance.
The redundancy data might be a copy of the data (mirrored) or an error-correcting code derived from the data. You can use the
redundancy data to quickly reconstruct information on a replacement drive if a drive fails.
You configure a single RAID level across a single volume group. All redundancy data for that volume group is stored within the
volume group. The capacity of the volume group is the aggregate capacity of the member drives minus the capacity reserved for
redundancy data. The amount of capacity needed for redundancy depends on the RAID level used. Select Storage > Volume
Group > Change > RAID Level when you want to change the redundancy of the volume group, such as changing from RAID
Level 1 to RAID Level 5.
This storage management software offers the following RAID level configurations: RAID Level 0, RAID Level 1 or RAID
Level 10, RAID Level 3, RAID Level 5, and RAID Level 6. These RAID levels are described in the sections that follow. Each

454

Storage arrays

RAID level also provides different performance features. For more information about performance, refer to the RAID Levels
and Performance online help topic.
RAID Level 0
Short description – Non-redundant, striping mode.
How it works – RAID Level 0 stripes data across all of the drives in the volume group.
Data protection features –
•

RAID Level 0 is not recommended for high availability needs. RAID Level 0 is better for non-critical data.

•

If a single drive fails in the volume group, all of the associated volumes fail, and all data is lost.

Drive number requirements – RAID Level 0 volume groups can have more than 30 drives. You can create a volume group that
includes all of the drives in the storage array.
RAID Level 1 or RAID Level 10
Short description – Striping/mirror mode.
How it works –
•

RAID Level 1 uses disk mirroring to write data to two duplicate disks simultaneously.

•

RAID Level 10 uses drive striping to stripe data across a set of mirrored drive pairs.

Data protection features –
•

RAID Level 1 and RAID Level 10 offer high performance and the best data availability.

•

RAID Level 1 and RAID Level 10 use drive mirroring to make an exact copy from one drive to another drive.

•

If one of the drives in a drive pair fails, the storage array can instantly switch to the other drive without any loss of data or
service.

•

A single drive failure causes associated volumes to become degraded. The mirror drive allows access to the data.

•

A drive-pair failure in a volume group causes all of the associated volumes to fail, and data loss could occur.

Drive number requirements –
•

A minimum of two drives is required for RAID Level 1: one drive for the user data, and one drive for the mirrored data.

•

If you select four or more drives, RAID Level 10 is automatically configured across the volume group: two drives for user
data, and two drives for the mirrored data.

•

You must have an even number of drives in the volume group. If you do not have an even number of drives and you have
some remaining unassigned drives, select Storage > Volume Group > Add Drives (Capacity) to add additional drives to
the volume group, and retry the operation.

•

RAID Level 1 and RAID Level 10 volume groups can have more than 30 drives. A volume group can be created that
includes all of the drives in the storage array.

RAID Level 3
Short description – High bandwidth mode.
How it works –
•

User data is striped across the drives and redundant information (parity) is written to a dedicated drive.

•

The equivalent of one drive's worth of capacity is used for redundant information.
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Data protection features –
•

If a single drive fails in a RAID Level 3 volume group, all of the associated volumes become degraded, but the redundant
information allows the data to still be accessed.

•

If two or more drives fail in a RAID Level 3 volume group, all of the associated volumes fail, and all data is lost.

Drive number requirements –
•

You must have a minimum of three drives in the volume group.

•

Typically, you are limited to a maximum of 30 drives in the volume group.

RAID Level 5
Short description – High I/O mode.
How it works –
•

User data and redundant information (parity) are striped across the drives.

•

The equivalent capacity of one drive is used for redundant information.

Data protection features –
•

If a single drive fails in a RAID Level 5 volume group, all of the associated volumes become degraded. The redundant
information allows the data to still be accessed.

•

If two or more drives fail in a RAID Level 5 volume group, all of the associated volumes fail, and all data is lost.

Drive number requirements –
•

You must have a minimum of three drives in the volume group.

•

Typically, you are limited to a maximum of 30 drives in the volume group.

RAID Level 6
Short description – High I/O mode.
How it works –
•

User data and redundant information (dual parity) are striped across the drives.

•

The equivalent capacity of two drives are used for redundant information.

Data protection features –
•

If one or two drives fail in a RAID Level 6 volume group, all of the associated volumes become degraded, but the redundant
information allows the data to still be accessed.

•

If three or more drives fail in a RAID Level 6 volume group, all of the associated volumes fail, and all data is lost.

Drive number requirements –
•

You must have a minimum of five drives in the volume group.

•

Typically, you are limited to a maximum of 30 drives in the volume group.

Related tasks

Changing the RAID level of a volume group on page 97

456

Storage arrays

Cache memory settings
The cache is high-speed memory that holds data that is either written to the drives or read by the host. A controller has two
memory areas used for intermediate storage of read data and write data. The read cache contains data that has been read from
the drives but not yet transferred to the host. The write cache contains data from the host but not yet written to the drives.
The cache acts as a buffer so that data transfers between the host and the drive do not need to be synchronized. In read caching,
the data for a read operation from the host might already be in the cache from a previous operation, which eliminates the need to
access the drives. The data stays in the read cache until it is flushed. For write caching, a write operation stores data from the
host in cache until it can be written to the drives.
Cache settings for a volume
Write caching can increase I/O performance, but it requires a battery backup. Use write cache mirroring to protect data during a
controller failure or a cache memory failure. When you enable write cache mirroring, cached data is mirrored across two
redundant controllers with the same cache size. Data left in the cache is protected by an onboard cache battery. The data written
to the cache memory of one controller is also written to the cache memory of the other controller. Therefore, if one controller
fails, the other can complete all outstanding write operations.
Sometimes write caching is disabled when the batteries are low or discharged. If you select the Enable write caching without
batteries parameter on a volume, write caching continues even when the batteries in the controller tray are discharged. If you do
not have an uninterruptible power supply (UPS) for power protection, or if you do not have controller batteries, do not enable
this parameter. Data in the cache is lost during a power outage when the controller tray does not have working batteries.
Cache settings for a storage array
To prevent data loss or corruption, the controller periodically writes, or flushes, cache data to the disk. When the amount of
unwritten data in the cache reaches a certain level, called a start percentage, the storage management software signals the
controller to write the data to disk. For example, you can specify that the controller start flushing the cache when the cache
reaches 80 percent full.
For maximum data protection, you can choose a low start percentage. However, this choice increases the chance that data
needed for a host read will not be in the cache, which decreases performance. Choosing a low start percentage also increases the
number of disk writes necessary to maintain the cache level, which increases system overhead and further decreases
performance.
If a power outage occurs, data in the cache that has not been written to the drive media will be lost, even if it is mirrored to the
cache memory of both controllers. Batteries in the controller tray protect against power outages. Change the controller tray
batteries at the recommended time intervals. The storage management software features a battery age clock that you can set
when you replace a battery. This clock keeps track of the age (in days) of the battery, so you know when it is time to replace the
battery.
Related tasks

Changing the cache settings of the storage array on page 44
Changing the volume cache settings on page 120
Using hot spare drives for data protection
You can use a hot spare drive for additional data protection from drive failures that occur in a RAID Level 1, RAID Level 3,
RAID Level 5, or RAID Level 6 volume group. If the hot spare drive is available when a drive fails, the controller uses
redundancy data to reconstruct the data from the failed drive to the hot spare drive. When you have physically replaced the failed
drive, a copyback operation occurs from the hot spare drive to the replaced drive.
Note: Hot spare drives are not used in disk pools.

The availability of tray loss protection and drawer loss protection for a volume group depends on the location of the drives that
comprise the volume group. The tray loss protection and drawer loss protection might be lost because of a failed drive and
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location of the hot spare drive. To make sure that tray loss protection and drawer loss protection are not affected, you must
replace a failed drive to initiate the copyback process.
Your storage array volume remains online and accessible while you are replacing the failed drive, because the hot spare drive is
automatically substituted for the failed drive.
Considering hot spare drive capacity
Select a drive with a capacity equal to or larger than the total capacity of the drive that you want to make redundant with the hot
spare. For example, if you have an 18- GB drive with a configured capacity of 8 GB, you could use a 9- GB or larger drive as a
hot spare. Generally, do not assign a drive as a hot spare unless its capacity is equal to or greater than the capacity of the largest
drive in the storage array.
Note: If hot spares are not available that have the same physical capacity, a drive with lower capacity may be used as a hot

spare if the "used capacity" of the used drive is the same or smaller than the capacity of the hot spare drive.
How many hot spare drives can I create?
If you used the automatic configuration function, the storage management software creates one hot spare drive for every 30
drives of a particular media type and interface type. If you configured the storage array manually, you can create hot spare drives
that are used among the volume groups in the storage array. The hot spare drives must be equal to or greater than the capacity of
the largest drive in the drive set. The recommended number of hot spare drives is two for each drive set in the storage array.
Learn about the background media scan process
A media scan is a background operation that scans all data and redundancy information in the volume. You can enable and set
the duration over which the media scan runs by selecting Storage > Volume > Change > Media Scan Settings.
Media scans detect and repair media errors on disk blocks that are infrequently read by applications. This can prevent data loss
in the event of a drive failure, as data for failed drives is reconstructed using redundancy information and data from other drives
in the volume group or pool. Media scans run continuously at a constant rate based on the capacity to be scanned and the scan
duration. Background scans may be temporarily suspended by a higher priority background task (for example, reconstruction),
but will resume at the same constant rate.
A volume will be scanned only if media scan is enabled for the storage array and if media scan is enabled for that volume. If
redundancy check is also enabled for that volume, redundancy information in the volume will be checked for consistency with
data, provided that the volume has redundancy. Media scan with redundancy check is enabled by default for each volume when
it is created.
If an unrecoverable medium error is encountered during the scan, data will be repaired using redundancy information, if
available. As examples, redundancy information is available in optimal RAID 5 volumes, or in RAID 6 volumes that are optimal
or only have one drive failed. If the unrecoverable error cannot be repaired using redundancy information, the data block will be
added to the unreadable sector log. Both correctable and uncorrectable medium errors are reported to the event log.
If the redundancy check finds an inconsistency between data and the redundancy information, it is reported to the event log.
Related tasks

Changing the media scan settings on page 123
Checking data redundancy on page 401
Viewing standard volume properties on page 141
Target Port Group Support
Target Port Group Support (TPGS) is another multi-path driver that is available on specific combinations of operating systems
and failover drivers that can be present on a host. TPGS provides failover for a storage array. Failover is an automatic operation
that switches the data path for a volume from the preferred controller to the alternate controller in the case of a hardware failure.
TPGS is part of the ANSI T10 SPC-3 specification. It is implemented in the controller firmware. TPGS is similar to other multipathing options, such as Auto-Volume Transfer (AVT) and Redundant Dual Active Controller (RDAC), which were developed
prior to defining a multi-pathing standard. The advantage of TPGS is that it is based on the current standard, which allows
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interoperability with multi-pathing solutions from other vendors. Interoperability with other multi-pathing solutions simplifies
administration of the host.
Each host type uses only one of the multi-path methods: RDAC, AVT, or TPGS.
TPGS support is determined by examining the 'TPGS' field returned from a SCSI INQUIRY request.
Learn about the failover alert delay
The failover alert delay is a configurable time period for which the controller waits before assessing the storage array volume
distribution after a volume ownership transfer is caused by a host-initiated failover or a controller-initiated volume transfer.
Failover alert delay restrictions
These restrictions apply to the failover alert delay:
•

The Failover alert delay option operates at the storage array level only.

•

One setting applies to all volumes.

•

You can set the delay period within a range of 0 to 60 minutes.

Firmware downloads
These conditions apply to firmware downloads:
•

Volume path changes that occur as a normal part of a controller firmware download typically do not result in a volume-noton-preferred-path condition.

•

After the download has completed, the delayed volume distribution process is activated. The process determines whether all
of the volumes were restored to the preferred path during the download.

Related tasks

Changing the failover alert delay on page 45
Viewing a storage array profile on page 9
Storage array password protection
You can configure each storage array with an Administrator password and a Monitor password to protect it from unauthorized
access. The system asks for the Administrator password when an attempt is made to change the storage array configuration,
such as when a volume is created or deleted. In addition, you can require a Monitor password to access all View operations on
the storage array.
Attention: Possible loss of data – Running configuration commands on a storage array can cause serious damage, including

data loss. For this reason, you should always set an Administrator password for your storage array.
If you remove all drives from a storage array, the password used on that storage array will not work because the password is
stored on a reserved area of each drive on the storage array. To correct this condition, add one of the original drives to the
storage array.
You cannot change a password for a storage array unless you first supply the current Administrator password. If you have
forgotten the password, contact technical support.
Understanding the administrator password and the monitor password
You can choose to set two different types of passwords for your storage array: an Administrator password and a Monitor
password. Setting an Administrator password for your storage array protects it from users who unknowingly or maliciously run
destructive commands. These commands include any functions that change the state of the storage array, such as creating
volumes and modifying the cache settings. Setting a Monitor password allows users, who are not authorized to modify storage
array configurations, to view storage array configurations and to monitor storage array health conditions.
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You cannot set the Monitor password until you set the storage array’s Administrator password. The Administrator is the only
person who can change the Monitor password. You cannot change the storage array’s configuration with the Monitor password.
You can choose to set the Administrator password and the Monitor password one at a time, or both within the same session in
the Set Password dialog.
Password guidelines
Keep these guidelines in mind when you create a password:
•

The maximum password length is 30 characters.

•

Passwords are case sensitive. Remember to use uppercase letters and lowercase letters when you change a password.

•

Trailing spaces are not stripped from passwords. Be careful not to include trailing spaces in the new password, because they
can be difficult to enter accurately in the future.

•

Only asterisks appear when you type a password.

Removing password protection
If you no longer want to have the destructive commands password-protected, enter the current Administrator password, and
leave the New password text box and the Confirm password text box blank.
Only a user who is an Administrator and who is logged into the Administrator mode is authorized to set a Monitor password or
to clear the Monitor password. You can clear the Monitor password by leaving the New password text box and the Confirm
password text box blank and clicking Apply or OK.
Related tasks

Viewing real-time textual Performance Monitor on page 37
Viewing real-time graphical Performance Monitor data on page 34
Setting the storage array controller clocks on page 49
Changing or setting an administrator password or a monitor password for your storage array on page 7
Entering an administrator password or a monitor password for your storage array on page 8
Related references

Specifying performance metrics on page 36
Entering an administrator password or a monitor password for your storage array
About this task

The Enter Current Password dialog appears when the following conditions occur:
•

Both the Administrator password and the Monitor password are set and the Array Management Window is launched.

•

You are performing a configuration operation and you have only the Administrator password set for the storage array.

•

The session time-out is set, and both the Administrator password and the Monitor password are set.

•

The session time-out is set, and you are performing a configuration operation and you have only the Administrator password
set for the storage array.

Guidelines
Keep these guidelines in mind when entering a password for the storage array:
•
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An Administrator password allows you to view and modify storage array configurations. A Monitor password allows you to
only view storage array configurations and monitor storage array health conditions.
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•

You will be asked for the password only once during a single management session. However, if a user managing the same
storage array from another storage management station changes the password while your session is in progress, you are
prompted for a password the next time you attempt a configuration operation or a view operation.

•

You also will be asked for the password if the session expires due to time-out.
Note: If you are in the view mode and attempt to perform a configuration change operation, the system will prompt you for
the Administrator password.

Steps

1. From the User type drop-down list in the Enter Password dialog, choose which password you want to use to log into the
storage array (either the Administrator password or the Monitor password).
•

If both the Administrator password and the Monitor password have been set, the User type drop-down list contains both
password options (Administrator or Monitor).

•

If only the Administrator password has been set, the drop-down list is disabled and the Administrator password is
selected by default.

2. In the Enter Password field, type the appropriate password and then click OK.
Keep these guidelines in mind when entering a password for the storage array:
•

The maximum password length is 30 characters.

•

Only asterisks appear when you type a password.

•

Passwords are case sensitive.

•

Trailing spaces are not stripped from passwords when they are set. Be careful to include spaces if they were included in
the password.

•

You will be asked for the password only once during a single management session. However, if a user managing the same
storage array from another storage management station changes the password while your session is in progress, you are
prompted for a password the next time you attempt a configuration operation or view operation.

•

For security reasons, you can attempt to enter a password only 10 times before the storage array enters a "lockout" state.
Subsequent password attempts are rejected by the storage array. You must wait 10 minutes for the storage array to reset
to a "normal" state before you may try to enter a password again.
Note: If you do not know the password, click Cancel. An error message appears that indicates that the operation cannot
be completed because a password has not been entered. Click OK to close the message.

Using passwords in the script editor dialog
If destructive commands are contained in a script, you must enter a command line password in the scripts by using the Set
command. For more information about the Script Editor dialog, refer to the online help topics in the Enterprise Management
Window.
Related concepts

Storage array password protection on page 6

Learn about creating volumes
Steps involved in creating a volume
When you configure a storage array, you must first create a volume group from a set of drives. Then you must create volumes in
the volume group. The hosts that are attached to the storage array write data to the volumes and read data from the volumes.
Note: If no hosts are mapped, you see a message that indicates that you must define host access before you can map volumes.
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You can create volume groups using the unconfigured capacity in a storage array. Unconfigured capacity is made up of the
drives that are not already assigned to a volume group. All of the drives in a volume group must have the same media type and
interface type.
You can create volumes using the free capacity of a volume group. Free capacity is space in a volume group that has not been
assigned to a volume.
This figure shows a configured storage array.

1. Free Capacity
2. Volume Group
3. Volume
4. Volume
5. Volume
6. Hot Spare Drive
7. Unconfigured Capacity
If you want to create a volume, use one of these procedures:
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•

Create a new volume group from unconfigured capacity. You can define the RAID level and capacity (the number of drives)
for the new volume group. You can also define the parameters for the volume in the new volume group.

•

Create a new volume in the free capacity of a current volume group. Define only the parameters for the new volume.
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Learn about creating volumes and volume groups
A volume is the logical entity that stores your data. You can create a single volume from unconfigured capacity, unassigned
drives, or Free Capacity nodes. Select Storage > Volume > Create for each new volume that you want to create.
A volume group is a set of drives that the controller logically groups together to provide one or more volumes to an application
host. When you create a volume from unconfigured capacity, you create a volume group and the volume at the same time. When
you create a volume from free capacity, you are creating an additional volume on an already existing volume group. Larger
capacity drives and the ability to distribute volumes across controllers are now available, so creating more than one volume per
volume group is a good way to make use of your storage capacity and to protect your data.
Create Volume Wizard
Keep these guidelines in mind when you create a volume by using the Create Volume Wizard:
•

The host type can have specific limits on how many volumes the host can access. Keep this limitation in mind when you
create volumes for use by a particular host.

•

After you create one or more volumes, run either the host-based hot_add utility or an operating system-specific utility, and
then run the SMdevices utility to correlate volume names with host storage array names.

The Create Volume Wizard lets you create one or more volumes on the storage array. Using the Create Volume Wizard, you
select the capacity that you want to allocate for the volume, either free capacity or unconfigured capacity. You can define basic
and optional advanced volume parameters for the volume.
Related tasks

Creating a volume from a volume group on page 110
Changing the segment size of a volume on page 122
Changing the volume cache settings on page 120
Related references

Tips and examples for allocating capacity on page 4
Learn about increasing the capacity of a volume
Use the Increase Capacity option to increase the storage capacity of an existing volume or the virtual capacity of a thin volume.
You can increase storage capacity by performing one of these tasks:
•

Use the free capacity that is available in the volume group or the disk pool.

•

Add unconfigured capacity (in the form of unused drives) to the volume group of the volume. Use this option when no free
capacity exists on the volume group. (Applies only to volumes in volume groups.)

Restrictions
You cannot increase the storage capacity of a volume if one of these conditions exists:
•

The volume does not have an Optimal status.

•

Any volume in the volume group or disk pool is in any state of modification.

•

The controller that owns this volume is in the process of adding capacity to another volume (each controller can add capacity
to only one volume at a time).

•

No free capacity exists in the disk pool. (Applies only to volumes in disk pools.)

•

No free capacity exists in the volume group and no unconfigured capacity (in the form of drives) is available to add to the
volume group. (Applies only to volumes in volume groups.)
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•

One or more hot spare drives are in use in the volume. (Applies only to volumes in volume groups.)

Operating system restrictions
For example, you have created a volume with a capacity of 10 GB. Now, you realize that the capacity of the volume must be
increased to 15 GB. The operating system does not yet recognize the volume because a mapping has not been defined, and the
hot_add utility (or similar utility) has not been run. At this point, you can still increase the capacity of the volume.
After the volume has been recognized by the operating system, the restrictions specific to the operating system apply.
Attention: Possible loss of capacity – Increasing the capacity of a volume is supported only on certain operating systems. If

you increase the volume capacity on a host operating system that is unsupported, the expanded capacity will be unusable, and
you cannot restore the original volume capacity.
Keep these important guidelines in mind when you increase the capacity of a volume:
•

You can add a maximum of two drives at one time to increase the capacity of a volume (only applies to volumes in volume
groups).

•

If the capacity of a primary volume or a secondary volume that is participating in a remote mirror is increased, the usable
capacity for the remote mirror is the minimum of the actual capacities of the primary volume and the secondary volume.

Operations in progress
When you are increasing the capacity of a volume, you can view the progress of the operation by doing one of the following
actions:
•

On the Storage & Copy Services tab, highlight the volume. The properties of the volume appear in the Properties pane on
the right side of the window. A progress bar at the bottom of the pane shows the progress with the capacity increase.

•

Select Monitor > Reports > Operations In Progress .

Related tasks

Adding free capacity to a volume group on page 98
Increasing the capacity of a volume in a volume group on page 127
Viewing the volume group properties on page 103
Learn about defragmenting a volume group
Attention: Use this option only under the guidance of technical support.

Select Storage > Volume Group > Advanced > Defragment to consolidate all free capacity on a selected volume group. By
performing this action, you create additional volumes from the maximum amount of free capacity. A fragmented volume group
can result from deleting a volume or from not using all available free capacity in a Free Capacity node during volume creation.
Related tasks

Defragmenting a volume group on page 400

Learn about storage partitioning
Learn about creating storage partitions
After you have organized your total storage capacity into volumes, you must consider how to share those volumes among hosts
in the storage array. Hosts with different operating systems, called heterogeneous hosts, can share access to a storage array
through the use of storage partitioning.
Storage Partitioning is a feature of the storage management software. Either you or your storage vendor must activate it. The
maximum number of storage partitions that you can create on the storage array depends on which feature was activated.
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A storage partition is a logical entity that consists of one or more storage array volumes that can be shared among hosts. These
entities might be part of a host group or might be accessed by a single host. A storage partition is created when you define a
collection of hosts, a host group, or a single host and then define a mapping. This mapping lets you define what host group or
host has access to a particular volume in your storage array.
Benefits of using storage partitions include ease of management, amortization of costs, scalability, and flexibility.
For a tutorial showing how to use Storage Partitioning, refer to the Storage partitioning tutorial on page 60 online help topic.
Storage Partition Icon
The Storage Partition icon , when present in the Topology pane, indicates that a storage partition has been defined for a host
group or a host. This icon also appears in the status bar of the Host Mappings tab when storage partitions are enabled.
Defining Storage Partitions
1. Create volumes in the storage array. During volume creation, specify one of two mapping settings:
•

If storage partitions are not required, choose Automatic. This setting specifies that a logical unit number be assigned
automatically to the volume. This setting allows host groups or hosts that do not have specific mappings, designated by
the Default Group node in the Host Mappings tab, to have access to the volume.

•

If storage partitions are required, choose Map later with Storage Partitioning. This setting specifies that a LUN not be
assigned to the volume. This setting lets you define a specific mapping and create storage partitions by selecting Host
Mappings > Storage Partition . For more information, refer to the Learn about creating volumes and volume groups on
page 463 online help topic.

2. Define the storage partition topology, including host groups, hosts, and host ports that access the volumes. For more
information, refer to the Learn about defining storage partition topology on page 465 online help topic.
3. Grant volume access to defined host groups or hosts by defining mappings using the Storage Partitioning Wizard. Each host
group or host is granted a unique view of partitioned storage and is identified with a Storage Partition icon. A defined host
group or host can access either of these particular volumes:
•

Volumes with default mappings. In this case, the host group or host is part of the Default Group.

•

Volumes to which they have been granted access through a specific mapping.

For more information, refer to the Learn about granting volume access to hosts and host groups on page 467 online help topic.
Related tasks

Changing the default host type of a storage array on page 44
Changing the host operating system on an individual host port on page 63
Storage partitioning tutorial on page 60
Using the Storage Partitioning Wizard on page 57
Learn about defining storage partition topology
Storage partition topology is a collection of topological elements, such as default clusters, host groups, hosts, and host ports, that
appear as nodes in the Topology pane of the Host Mappings tab. You must define the various topological elements if you want
to define specific mappings for host groups, hosts, or both.
Note: Even if you do not plan to use Storage Partitioning, you still can define hosts and host adapter ports connected to the
storage array. You also can view the default mappings to determine which logical unit numbers are being used to access the
volumes in the storage array.

Defining Storage Partition Topology
You must define these key topological elements to create a storage partition:
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•

•

Default Group – A default group is a standard node in the Topology pane that designates all host groups, hosts, and host
adapter ports. These items have the following characteristics:
◦

They do not have any specific mappings.

◦

They share access to any volumes that were automatically assigned default logical unit numbers (LUNs) by the controller
during volume creation.

Host Group – A host group is an optional topological element that you define to designate a collection of hosts that will
share access to the same volumes.
Note: Define a host group only if you have two or more hosts that will share access to the same volumes.

•

Host – A host is a computer that is attached to the storage array. A host accesses various volumes on the storage array
through its host adapter ports. You define a host as a separate entity or as part of a host group. You also can define specific
mappings to an individual host. That host can be part of a host group that shares access to one or more volumes.

•

Host Adapter Port – An host adapter port is a physical connection on the host adapter that resides within a host. When the
host adapter has only one port, the terms host adapter port and host adapter are synonymous. Host adapter ports are
automatically detected by the storage management software. A host adapter port is the actual physical connection that lets a
host gain access to the volumes in a storage array. Therefore, if you want to define specific mappings for a particular host
and create storage partitions, you must define its associated host adapter ports. Initially, all detected host adapter ports
belong to the Default Group and have access to any volumes that were automatically assigned default LUNs by the
controller during volume creation.
Any host adapter port in the Default Group can automatically access these volumes:
◦

Volumes that, when created, were given default mapping.

◦

Any volumes created using previous versions of this storage management software. These volumes are automatically
given default mappings. If desired, you can change these mappings by selecting the particular mapping and selecting
Host Mappings > LUN Mapping > Change .

◦

An access volume mapping is not required for out-of-band storage arrays. If your storage array is managed using an outof-band connection, and an access volume mapping is assigned to the Default Group, an access volume mapping will be
assigned to every host created from the Default Group. To prevent this event from occurring, remove the access volume
mapping from the Default Group.

Reconfigure the Storage Partition Topology
A storage partition topology is reconfigurable. You can perform these tasks:
•

Move a host adapter port.

•

Replace a host adapter port.

•

Move a host from one host group into another host group.

•

Remove a host group, a host, or a host adapter port.

•

Rename a host group, a host, or a host adapter port.

•

Change a mapping.

•

Define additional mappings.

•

Remove an access volume mapping.

Related tasks

Adding a host port identifier on page 70
Changing a mapping on page 62
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Defining a host on page 52
Defining a host group on page 51
Removing an access volume mapping on page 67
Using the Storage Partitioning Wizard on page 57
Learn about granting volume access to hosts and host groups
Attention: Possible loss of data access – Before you create a host group, you must create a cluster with the hosts that you

will be adding to the host group.
After defining the storage partition topology, you can begin to assign volume access to the host groups or hosts that are defined
in the Topology pane of the Host Mappings tab.
Typically, volume access is defined by assigning a mapping using the Storage Partitioning Wizard. This wizard lets you grant a
host group or host access to a specified volume or a number of volumes in the storage array.
Keep these guidelines in mind when you grant volume access:
•

Each host has its own logical unit number (LUN) address space and will let the same LUN be used by different host groups
or hosts to access volumes in a storage array.

•

You can define one mapping for each volume in the storage array.

•

Mappings are shared between controllers in the storage array.

•

The same LUN cannot be used twice by a host group or a host to access a volume. You must use a unique LUN.

•

An access volume mapping is not required for out-of-band storage arrays.

•

An access volume mapping is assigned to every host created from the default group if both of these conditions exist:
◦

Your storage array is managed by using an out-of-band connection.

◦

An access volume mapping is assigned to the Default Group.

•

To prevent this assignment from happening, remove the access volume mapping from the Default Group. For more
information, refer to the Removing an access volume mapping on page 67 online help topic.

•

Not every operating system will have the same number of LUNs available for use. Be sure to read the restriction information
in the Restricted mappings on page 68 online help topic before setting up mappings.

A Preview of the Storage Partitioning Wizard
You will see these dialogs when you use the Storage Partitioning Wizard:
•

The Storage Partitioning - Introduction dialog describes the process of creating a storage partition. This dialog reminds you
that you must create the required volumes and host groups, hosts, or both, before continuing the wizard.

•

The Storage Partitioning - Select Host Group or Host dialog lets you select a single host group or host for which access is to
be defined.

•

The Storage Partitioning - Select Volumes/LUNs dialog helps you select a volume and assign a LUN that the host group or
host will use to access the volume. This dialog is the last step of the wizard.

Reconfiguring Mappings
A mapping is reconfigurable. You can perform these tasks:
•

Change a mapping.

•

Remove a mapping.

•

Define additional mappings.
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Related tasks

Removing an access volume mapping on page 67
Using the Storage Partitioning Wizard on page 57
Changing a mapping on page 62
Removing a host, a host group, or a mapping on page 65
Defining additional mappings on page 61

Learn about mapping
Manually configure a mapping
You can manually configure a mapping. From the Host Mappings tab, select the volume that you just configured, and select
Host Mappings > LUN Mapping > Add . Make sure that this window shows the configuration that you defined. When you
configure mappings, use these guidelines.
•

Each host has its own logical unit number (LUN) address space. The storage management software permits the same LUN to
be used by different hosts or host groups to access volumes in a storage array.

•

You can define one mapping for each volume in the storage array.

•

Mappings are shared between controllers in the storage array.

•

A unique LUN must be used by a host group or host to access a volume.

•

Not every operating system (OS) has the same number of LUNs available for use.

•

If the volume that you are mapping is Data Assurance (DA)-capable, select a new host or host group that is attached to an
interface type that supports DA.

Storage partitioning
Storage partitioning is a base feature of the storage management software. A storage partition is a logical entity that uses one or
more volumes that can be accessed by a single host. It also can be shared among hosts that are part of a host group. The first
time you map a volume to a specific host or host group, a storage partition is made. Subsequent volume mappings to that host or
host group do not make another storage partition.
Do not use more than one storage partition under these conditions:
•

You have only one attached host that accesses all of the volumes in the storage array.

•

You want all attached hosts to share access to all volumes on the storage array. When you use this type of configuration, all
of the hosts must have the same operating system. You also must have special software on the hosts (such as clustering
software) to manage volume sharing and accessibility.

You must use more than one storage partition under these conditions:
•

You want specific hosts to access specific volumes in the storage array.

•

You have hosts with different operating systems attached to the same storage array. You must create a storage partition for
each type of host.

What if a host or host group is not listed?
From the Setup tab, select Configure Host Access to view a list of hosts and host groups that the storage management software
found automatically. For the storage management software to find a host automatically, the host must run the host-agent
software. The host-agent software is installed when you install the storage management software.
If any of these situations occur, the host might not appear in the list:
•
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The host-agent software might not have started or it might have started after the automatic discovery. Make sure that the
host-agent software has started, and select Configure Host Access.
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•

The host is not physically connected to the switch or the network. Attach the host connections, turn on the power to the host,
and select Configure Host Access.

•

The host already has access to the storage array.

•

A host name was not entered while configuring the host.

If none of these situations apply, you might have to configure the host access manually.
A manually defined host might not appear in the list of hosts and host groups until 30 minutes have elapsed. Restart the storage
management station to restart the host-agent software. The host appears in the list after restarting the storage management
software.
What is a host group and why would I want to create one?
Attention: Possible loss of data access – Before you create a host group, you must create a cluster with the hosts that you

will be adding to the host group.
A host group is a group of hosts that share access to specified volumes on the storage array. This host group is a logical entity
that you can make in the storage management software. All hosts in a host group must have the same host type.
You can create a host group with no hosts that you can add hosts to later. You must add hosts to the host group before you can
create mappings.

Learn about maintaining a storage array
Problem notification
Problems in the storage array are indicated as follows:
•

•

A Needs Attention

icon appears within these elements of the storage management software:

◦

The Devices tab of the Enterprise Management Window

◦

The Storage & Copy Services tab of the Array Management Window

◦

The Monitor portlet on the Summary tab of the Array Management Window

◦

The status area (below the toolbar and above the tabs)

The Recovery Guru Optimal toolbar button
Needs Attention toolbar button

in the Array Management Window changes to a blinking Recovery Guru

.

•

Non-Optimal component icons appear on the Storage & Copy Services tab and the Hardware tab of the Array
Management Window.

•

SNMP notifications or email error messages autogenerate.

•

The Service Action Required LEDs on the hardware come on.

Use the Recovery Guru to troubleshoot storage array problems. Where necessary, use the hardware documentation with the
recovery steps to replace failed components.

Learn about the read link status diagnostics
A Fibre Channel (FC) loop is an interconnection topology used to connect storage array components and storage arrays. The
storage management software uses the connection between the host machine and each controller in the storage array to
communicate with each component and storage array on the loop.
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During communication between storage arrays, read link status (RLS) error counts are detected within the traffic flow of the
loop. Error count information is accumulated over a period of time for each component and storage array, including these
components:
•

Drives

•

Environmental services modules (ESMs)

•

Fibre Channel ports

Error counts are calculated from a baseline, which describes the error count values for each type of storage array in the Fibre
Channel loop. Calculation occurs from the time when the baseline was established to the time at which the error count
information is requested.
The controller automatically sets the baseline. However, you may use the Read Link Status Diagnostics dialog to set a new
baseline manually. For more information, refer to the Running the read link status diagnostics on page 379 online help topic.
Read link status results
Analysis of the RLS error count data is based on the principle that the storage array immediately "downstream" of the
problematic component should see the largest number of invalid transmission word (ITW) error counts.
Note: Because the current error counting standard is vague about when the ITW count is calculated, different vendors' storage

arrays calculate errors at different rates. Analysis of the data must take this into account.
The analysis process involves the following steps.
1. Obtain an ITW error count for each component and storage array on the loop.
2. View the data in loop order.
3. Identify any large increase in the ITW error counts.
In addition to the ITW count, these error counts are shown in the Read Link Status Diagnostics dialog.
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Error Count Type

Definition of Error

Link Failure (LF)

When detected, link failures indicate that a failure occurred within the laser
operation of the media module.
Link failures also might be caused by a link fault signal, a loss of signal, or a loss
of synchronization.

Loss of Synchronization (LOS)

An LOS indicates that the receiver cannot acquire symbol lock with the incoming
data stream, due to a degraded input signal.
If this condition persists, the number of Loss of Signal errors increases.

Loss of Signal (LOSG)

An LOSG indicates a loss of signal from the transmitting node or physical
component within the Fibre Channel loop.
Physical components where a loss of signal typically occurs include the gigabit
interface converters, and the Fibre Channel fiber-optic cable.

Refers to the number of N_Port (Node
Port) protocol errors detected, and Link
Reset Response (LRR) primitive
sequences received while the link is up.

A PSP refers to the number of N_Port (Node Port) protocol errors detected, and
Link Reset Response (LRR) primitive sequences received while the link is up.
A Link Reset Response (LRR) is issued by another N_Port in response to a link
reset.
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Error Count Type

Definition of Error

Invalid Cyclic Redundancy Check
(ICRC)

An ICRC indicates that a frame has been received with an invalid cyclic
redundancy check value.
A cyclic redundancy check is performed by first reading the data. Then, the value
of the cyclic redundancy check character is calculated. Finally, the calculated value
is compared to the value of the cyclic check character already present in the data. If
the values are equal, the new data is presumed to be the same as the old data.

Note: When you analyze RLS data for a storage array that contains both SATA drives and a controller in a single tray, you
will see NA (Not Applicable) for each SATA drive in this tray. This condition is the result of the SATA drives not using the
Fibre Channel (FC) protocol to communicate with the controller. However, if any SATA expansion drive trays are in the
storage array, the ESMs in those trays are identified as Fibre Channel devices and will report meaningful RLS data back to the
controller. The SATA drives behind the ESMs will report RLS data, but this data will be coming from the Fibre-to-SATA
translation circuitry in the ESM.

If you are unable to determine which component or storage array on your Fibre Channel loop is experiencing problems, save the
RLS diagnostics results, and forward them to technical support for assistance.
Related tasks

Running the read link status diagnostics on page 379

Learn about the controller diagnostics
The Diagnostics option lets you verify that a controller is functioning correctly, through the use of various internal tests.
Attention: During the diagnostics, the controller on which the tests are run is not available for I/O.

The diagnostics use a combination of three different tests: read test, write test, and data loopback test. You should run all three
tests at initial installation and at any time there are changes to the storage array or the components that are connected to the
storage array, such as hubs, switches, and host adapters.
Read test
The read test initiates a read command as it would be sent over an I/O data path. The read test compares data with a known,
specific data pattern, and the test checks for data integrity and redundancy errors. If the read command is unsuccessful or the
data compared is not correct, the test considers that the controller is in error. The test fails the controller.
Write test
A write test initiates a write command as it would be sent over an I/O data path to the diagnostics region on a specified drive.
This diagnostics region is then read and compared to a specific data pattern. If the write fails or the data compared is not correct,
the test fails the controller and places the controller offline. Use the Recovery Guru to replace the controller.
Data loopback test
Note: The data loopback test does not run on controllers that have SCSI connections between the controllers and the drives.

The data loopback test is run only on controllers that have Fibre Channel connections between the controller and the drives. The
test passes data through the drive-side channel, minihub on each controller, out onto the loop, and then back again. Enough data
is transferred to determine error conditions on the channel. If the test fails on any channel, this status is saved so that it can be
returned if all other tests pass.
•

All test results appear in the Diagnostics dialog status area.

•

Events are written to the Event Log when the diagnostics are started, and when the tests have completed. These events help
you to evaluate whether diagnostics testing was successful or failed, and help you determine the reason for the failure. To
view the Event Log, select Monitor > Reports > Event Log .
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About using the Event Log viewer
The Event Log is a detailed record of events that occur in the storage array. You can use the Event Log as a supplementary
diagnostic tool to the Recovery Guru for tracing storage array events. Always refer to the Recovery Guru first when you attempt
to recover from component failures in the storage array.
The Event Log is stored in reserved areas on the drives in the storage array.
You can perform these actions in the Event Log window:
•

View and filter the events that are displayed in the Event Log.

•

Update the display to retrieve any new events.

•

View detailed information about a selected event.

•

Save selected Event Log data to a file.

•

Clear the events in the Event Log.

The Event Log shows three levels of events:
•

All Events, which include all events (emergency, alert, critical, error, warning, notice, and informational) that have occurred
on the storage array that are both actionable events and non-actionable events.

•

Actionable Events, which include event types that require immediate attention or action and are categorized into the
following severity levels:

•

◦

Emergency

◦

Alert

◦

Critical

◦

Error

◦

Warning

Non-actionable Events, which include event types that do not require any immediate action and are categorized into the
following severity levels:
◦

Notice

◦

Informational

Note: The event filter will display all possible event severity levels, however, not all event severity levels are supported by the

controller firmware and will not trigger an alert if specified.
To configure the destination addresses for delivery of email and SNMP trap messages that contain event details affecting
managed storage arrays, select Edit > Configure Alerts in the Enterprise Management Window. For more information about
configuring alert notifications, refer to the online help topics in the Enterprise Management Window.
Viewing the Event Log
From the Array Management Window (AMW), select Monitor > Reports > Event Log.
Several minutes might elapse for an event to be logged and become visible in the Event Log window.

Learn about using the Recovery Guru
The Recovery Guru is a component of the Array Management Window (AMW) that diagnoses storage array problems and
recommends recovery procedures to fix the problems. Problems in the storage array are indicated as follows:
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•

•

A Needs Attention

storage array icon appears within the following elements of the storage management software:

◦

In the Status column on the Devices tab in the Enterprise Management Window

◦

In the Storage Array Status area below the menu bar in the AMW

◦

In the title bar of the AMW

◦

In the Status portlet on the Summary tab in the AMW

The Recovery Guru Optimal toolbar button
toolbar button

in the AMW changes to a blinking Recovery Guru Needs Attention

.

•

Non-Optimal component icons appear on the tab and the tab of the AMW.

•

Simple Network Management Protocol (SNMP) notifications or email error messages autogenerate.

•

The fault LEDs on the hardware come on.

After you fix a failed component, these events occur:
•

The Components button of the controller tray on the tab returns to Optimal.

•

The storage array icon on the tab returns to Optimal.

•

The storage array icon in the Enterprise Management Window changes from a Needs Attention status to an Optimal status.

•

The storage array icon in the Storage Array Status area below the menu bar in the AMW changes from Needs Attention
status to Optimal status.

•

The storage array icon in the title bar of the AMW changes from a Needs Attention status to an Optimal status.

To display the Recovery Guru, perform one of these actions:
•

In the AMW, click the Recovery Guru toolbar button

•

In the Storage Array Status area, click the Needs Attention link.

•

From the Status portlet on the Summary tab, click the Storage Array Needs Attention link.

.

Where necessary, use the hardware documentation with the recovery steps to replace failed components.
Recovery Guru views
The Recovery Guru offers two sets of information: a Summary view that presents an overview of storage array problems, and a
Details view that shows specific troubleshooting data and procedures.
Summary view
The Summary view presents a list of storage array problems.
Multiple problems within a storage array can be related. In this case, the order in which the problems are corrected can affect the
outcome. Select and correct the problems in the order that they are listed in the Summary view.
Note: Multiple failures for a power-supply canister are grouped and listed as one problem in the Summary view. Multiple
failures for a fan canister are also listed as one problem.

Details view
The Details view shows information about the selected problem in the Summary view. You can use standard keyboard cut, copy,
and paste commands on text in this area.
Recovery procedure view
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The Recovery Procedure view lists the applicable steps to follow for the selected problem in the Summary view. You can use
standard keyboard cut, copy, and paste commands on text in this area.
The Recovery Procedure view might show up to four headings or statements, as described in this table.
Heading

Description

What caused the problem?

This heading summarizes the likely causes of the problems.

Caution

This heading lists instructions or information that can prevent data loss, service
interruption, or component problems.

Important Notes

This heading lists important information about the recovery process that you should read
before proceeding with the recovery steps.

Recovery Steps

This heading lists the applicable steps to recover from a selected problem.

Related tasks

Recovering from storage array problems on page 26

Learn about missing volumes
A missing volume is a placeholder node shown in the Logical pane, which indicates that the storage array has detected
inaccessible drives associated with a volume. Typically, this problem is the result of removing drives associated with a volume
group or when a loss of power to one or more drive trays has occurred.
Attention: Possible loss of data access – Missing volumes, in most cases, are recoverable. Do not delete missing volumes

without confirming that the volumes are no longer required, because they will be permanently removed from the
configuration.
Conditions
Missing volumes are shown in the Logical pane only if they are standard volumes. In addition, one of these conditions must
exist:
•

The volume has an existing mapping, and drives associated with the volume are no longer accessible.

•

The volume is participating in a remote mirror as either a primary volume or a secondary volume, and drives associated with
the volume are no longer accessible.

•

The volume is a mirror repository volume, and drives associated with the volume are no longer accessible. The Recovery
Guru has a special recovery procedure for this situation. Two mirror repository volumes are created together on the same
volume group when the Synchronous Mirroring feature is activated, and one mirror repository volume is used for each
controller in the storage array. If the drives associated with the volume group are no longer accessible, both mirror repository
volumes are missing. In this case, all remote mirrors are in Unsynchronized status.

•

The volume is a source volume or a target volume in a volume copy, and drives associated with the volume are no longer
accessible.

Types
If missing volumes are detected by the storage array, a Missing Volumes group is created in the Logical pane. Each missing
volume is shown, identified by its World Wide Node Name and volume type. Missing volumes are identified as one of these
types:
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•

Standard volume

•

Base volume

•

Primary volume

Storage arrays

•

Secondary volume

•

Mirror repository volume

The Defined Mappings pane of the Host Mappings tab updates the properties of a volume when the volume is detected as a
missing volume.
Recovery
If missing volumes are detected because drives have accidentally been removed or are detected as missing due to a loss of power
to the drive trays, you can recover these volumes by performing one of these actions:
•

Reinsert the drives back into the drive tray.

•

Make sure that the power supplies for the drive tray are correctly connected to an operating power source, and have Optimal
status.

For detailed recovery instructions, refer to the Recovery Guru procedures reference on page 27 online help topic, or contact
technical support.
If the missing volumes are no longer required, you can delete them permanently from the configuration. For more information,
refer to the Deleting a missing volume on page 139 online help topic.
Examples
These examples show the typical changes that occur in the Array Management Window when missing volumes are detected by
the storage array.
Example 1
A standard volume has no associated volumes and no defined mapping.
Display Details

Menu Options Available

The volume is removed from the Logical pane.

None

A missing volume does not appear in the Logical pane.
No change appears to the Defined Mappings pane of the Host Mappings tab.
Example 2
A standard volume has no associated volumes but has a defined mapping. The standard volume appears as missing.
Display Details

Menu Options Available

In the Logical pane, the Missing Volumes group is created with the missing standard
volume shown in the group.

Delete

The Defined Mappings pane in the Host Mappings tab is updated with this information:
•

The standard volume name is replaced with the World Wide Node Name.

•

The standard volume capacity is replaced with Unknown.

•

The standard volume type is changed to Missing.

Example 3
A standard volume is participating in a remote mirror as a primary volume. The primary volume appears as missing.
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Display Details

Menu Options Available

In the Logical pane, the Missing Volumes group is created with the missing primary
volume shown in the group.

Delete
View Associated Elements for
the remote secondary volume
only

The associated secondary volume appears as a child node of the primary volume.
The Defined Mappings pane in the Host Mappings tab is updated with this information:
•

The standard volume name is replaced with the World Wide Node Name.

•

The standard volume capacity is replaced with Unknown.

•

The standard volume type changes to Missing.

Properties for the remote
secondary volume only

Example 4
A standard volume is participating in a remote mirror as a secondary volume. The secondary volume appears as missing.
Display Details

Menu Options Available

In the Logical pane, the Missing Volumes group is created with the missing secondary
volume shown in the group.

Delete

The Defined Mappings pane in the Host Mappings tab is updated with this information:
•

The standard volume name is replaced with the World Wide Node Name.

•

The standard volume capacity is replaced with Unknown.

•

The standard volume type changes to Missing.

Example 5
Mirror relationships exist on this storage array. The mirror repository volumes exist in a different volume group than any of the
volumes that are participating in mirror relationships.
Only the mirror repository volumes appear as missing. Two mirror repository volumes are always shown, one for each
controller. The controllers appear this way because when the Synchronous Mirroring feature is activated, two mirror repository
volumes are placed together on the same volume group.
Display Details

Menu Options Available

In the Logical pane, the Missing Volumes group is created with the missing mirror
repository volumes shown in the group.

Delete from the right-click
menu only

Related tasks

Deleting a missing volume on page 139

Learn about volume group migration
Caution: If you are unsure about whether or not your array(s) contain security-enabled FIPS drives, do not attempt these
operations until you have confirmed the FIPS status of the drives. The FIPS status of drives can only be verified by using the
datasheet corresponding to each drive model. SANtricity will not display the FIPS status of the drives. These steps are not
necessary if there are no FIPS drives present in the array(s).

Volume group migration lets you export a volume group so that you can import the volume group to a different storage array.
You also can export a volume group so that you can store the data offline.
Attention: Possible loss of data access – You must export a volume group before you move the volume group or import the

volume group.
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Export volume group
The export volume group operation prepares the drives in the volume group for removal. You can remove the drives for offline
storage, or you can import the volume group to a different storage array. After you complete the export volume group operation,
all of the drives are offline. Any associated volumes or free capacity nodes are no longer shown in the storage management
software.
Non-exportable components
You must remove any non-exportable components before you can complete the export volume group procedure. You must
remove these components:
•

Persistent reservations

•

Mappings

•

Volume copy pairs

•

Remote mirrored pairs

•

Mirror repositories

Basic export steps for a volume group
Exporting a volume group includes these steps on the source storage array.
1. Save the storage array configuration.
2. Stop all I/O.
3. Back up the data on the volumes in the volume group.
4. Unmount or disconnect the file systems on the volumes in the volume group.
5. Locate the volume group, and label the drives with the source and destination storage array names, volume group name, and
total number of drives in the volume group.
6. Place the volume group offline.
7. To maintain proper airflow within the tray, obtain blank drive canisters or new drives so that you can replace the drives after
removing the drives associated with the volume group you export.
Exporting a volume group includes these steps on the target storage array.
1. Make sure that the target storage array has available drive slots.
2. Make sure that the target storage array supports the drives that you will import.
3. Make sure that the target storage array can support the new volumes.
4. Make sure that the latest version of firmware is installed on the controller.
5. Make sure the target storage array supports RAID Level 6 if you are exporting a RAID Level 6 volume group.
6. Make sure that the latest version of the storage management software is installed on the target storage array.
7. If you are exporting a volume group with Drive Security enabled, make sure Drive Security is enabled on the target storage
array.
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Import volume group
The import volume group operation adds the imported volume group to the target storage array. After you complete the import
volume group operation, all of the drives have Optimal status. Any associated volumes or free capacity nodes now appear in the
storage management software that is installed on the target storage array.
Basic import steps for a volume group
Note: You must insert all of the drives in the volume group into the tray before the volume group can be imported.

Importing a volume group includes these steps on the target storage array:
1. Insert the exported drives into the available drive slots.
2. Review the Import Report for an overview of the volume group that you are importing.
3. Check for non-importable components.
4. Confirm that you want to proceed with the import procedure.
Non-importable components
Some components cannot be imported during the import volume group procedure. These components are removed during the
procedure:
•

Persistent reservations

•

Mappings

•

Volume copy pairs

•

Remote mirrored pairs

•

Mirror repositories

Related concepts

Importing a security key to unlock secure drives on page 171

Learn about tuning storage array performance
Learn about volume copy and performance
During a volume copy, data is read from the source volume and written to the target volume in the same storage array. Because
the volume copy diverts controller processing resources from I/O activity, it can affect I/O activity in the storage array. The copy
priority defines how much processing time is allocated for a volume copy as compared to I/O activity.
Volume copy priority rates
These factors contribute to system performance:
•

I/O activity

•

Volume RAID level

•

Volume configuration – The number of drives in the volume group or cache parameters

You can select the copy priority while you are creating a new volume copy, or you can change it later by using the Copy
Manager. These copy priority rates are available:
•
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Lowest
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•

Low

•

Medium

•

High

•

Highest

The lowest priority rate supports I/O activity, but the volume copy takes longer. The highest priority rate supports the volume
copy, but I/O activity might be affected.
Viewing the progress of a copy operation
The progress of the volume copy appears in the status bar at the bottom-right of the Copy Manager. The status bar shows an
estimate of the time remaining for the volume copy to complete. You can view the progress of a volume copy in the Copy
Manager only when a volume copy has a status of In Progress.
Related tasks

Changing the copy priority on page 272

Interpreting Performance Monitor data
Performance Monitor provides you with data about devices. You can use this data to make storage array performance tuning
decisions, as described in the following table.
Performance
Data

Implications for Performance Tuning

Total I/Os

This data is useful for monitoring the I/O activity of a specific controller and a specific volume, which
can help identify possible high-traffic I/O areas.
You might notice a disparity in the total I/Os (workload) of controllers. For example, the workload of
one controller is heavy or is increasing over time while that of the other controller is lighter or more
stable. In this case, you might want to change the controller ownership of one or more volumes to the
controller with the lighter workload. Use the volume total I/O statistics to determine which volumes to
move.
You might want to monitor the workload across the storage array. Monitor the Total I/Os in the
background performance monitor. If the workload continues to increase over time while application
performance decreases, you might need to add additional storage arrays. By adding storage arrays to
your enterprise, you can continue to meet application needs at an acceptable performance level.
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Performance
Data

Implications for Performance Tuning

IOs/sec

Factors that affect input/output operations per second (IOs/sec or IOPS) include these items:
•

Access pattern (random or sequential)

•

I/O size

•

RAID level

•

Cache block size

•

Whether read caching is enabled

•

Whether write caching is enabled

•

Dynamic cache read prefetch

•

Segment size

•

The number of drives in the volume groups or storage array

The transfer rates of the controller are determined by the application I/O size and the I/O rate.
Generally, small application I/O requests result in a lower transfer rate but provide a faster I/O rate and
shorter response time. With larger application I/O requests, higher throughput rates are possible.
Understanding your typical application I/O patterns can help you determine the maximum I/O transfer
rates for a specific storage array.
You can see performance improvements caused by changing the segment size in the IOPS statistics for a
volume. Experiment to determine the optimal segment size, or use the file system size or database block
size. For more information about segment size and performance, see the related topics listed at the end
of this topic.
The higher the cache hit rate, the higher I/O rates will be. Higher write I/O rates are experienced with
write caching enabled compared to disabled. In deciding whether to enable write caching for an
individual volume, look at the current IOPS and the maximum IOPS. You should see higher rates for
sequential I/O patterns than for random I/O patterns. Regardless of your I/O pattern, enable write
caching to maximize the I/O rate and to shorten the application response time. For more information
about read/write caching and performance, see the related topics listed at the end of this topic.
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MBs/sec

See IOs/sec.

I/O Latency, ms

Latency is useful for monitoring the I/O activity of a specific drive and a specific volume and can help
you identify drives that are bottlenecks.
Drive type and speed influence latency. With random I/O, faster spinning drives spend less time moving
to and from different locations on the disk.
Too few drives result in more queued commands and a greater period of time for the drive to process the
command, increasing the general latency of the system.
Larger I/Os have greater latency due to the additional time involved with transferring data.
Higher latency might indicate that the I/O pattern is random in nature. Drives with random I/O will have
greater latency than those with sequential streams.
If a volume group is shared among several volumes, the individual volumes might need their own
volume groups to improve the sequential performance of the drives and decrease latency.
If a disparity exists with drives of a common volume group. This condition might indicate a slow drive.
With disk pools, larger latencies are introduced and uneven workloads might exist between drives
making the latency values less meaningful and in general higher.

Storage arrays

Performance
Data

Implications for Performance Tuning

Cache Hit
Percentage

A higher cache hit percentage is desirable for optimal application performance. A positive correlation
exists between the cache hit percentage and the I/O rates.
The cache hit percentage of all of the volumes might be low or trending downward. This trend might
indicate inherent randomness in access patterns. In addition, at the storage array level or the controller
level, this trend might indicate the need to install more controller cache memory if you do not have the
maximum amount of memory installed.
If an individual volume is experiencing a low cache hit percentage, consider enabling dynamic cache
read prefetch for that volume. Dynamic cache read prefetch can increase the cache hit percentage for a
sequential I/O workload.

Related concepts

Learn about Performance Monitor on page 31
Related tasks

Changing the controller ownership of a volume group or a volume on page 95
Related references

Specifying performance metrics on page 36

Learn about cache settings and performance
Cache memory is an area of temporary volatile storage (RAM) on the controller that has a faster access time than the drive
media. If you use cache memory, you can increase overall I/O performance because of these reasons:
•

Data requested from the host for a read might already be in the cache from a previous operation, thus eliminating the need
for drive access.

•

Write data is written initially to the cache, which frees the application to continue instead of waiting for the data to be
written to the drive.

To measure the effectiveness of the cache, look at the cache hit percentage in the Performance Monitor. This value shows the
percentage of data requests that are serviced by the cache and do not require a disk access.
Storage array cache settings
Select Storage Array > Change > Cache Settings to specify these values for all volumes in the storage array:
•

The start value

•

The cache block size

When the cache holds the specified start percentage of unwritten data, a flush is triggered. For example, you can specify that the
controller start flushing the cache when the cache reaches 80 percent full.
For maximum data protection, you can choose a low start percentage. However, this choice increases the chance that data
needed for a host read will not be in the cache, which decreases performance. Choosing a low start percentage also increases the
number of disk writes necessary to maintain the cache level, which increases system overhead and further decreases
performance.
Volume cache settings
Select Storage > Volume > Change > Cache Settings to enable or set these items:
•

Read and write caching

Learn about tuning storage array performance
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•

Write cache mirroring

•

Write caching without batteries

•

Dynamic cache read prefetch

Related tasks

Changing the cache settings of the storage array on page 44
Creating a volume from a volume group on page 110
Viewing real-time textual Performance Monitor on page 37
Viewing real-time graphical Performance Monitor data on page 34

Controller ownership and performance
Use the total input/output (I/O) data provided by the Performance Monitor to monitor the I/O activity of a specific controller and
a specific volume. The total I/O data can help you identify possible high-traffic I/O areas.
Identify actual I/O patterns to the individual volumes, and compare those patterns with the expectations based on the
application. If a particular controller has considerably more I/O activity, you might want to move volumes to the other controller
in the storage array.
You might notice a disparity in the total I/Os (workload) of controllers. An example is the workload of one controller is heavy or
is increasing over time while that of the other controller is lighter or more stable. In this case, you might want to change the
current ownership of one or more volumes to the controller with the lighter workload. Use the total I/O statistics of the volume
to determine which volumes to move.
Note: The controller owner of a secondary volume in a remote mirror is determined by the controller owner of the primary

volume in the primary storage array. If the controller owner of the primary volume is controller A , the current owner of the
associated secondary volume in the secondary storage array is also controller A . Current ownership changes on the primary
side automatically propagate to corresponding current ownership changes on the secondary side.
Related tasks

Changing the controller ownership of a volume group or a volume on page 95
Viewing real-time textual Performance Monitor on page 37
Viewing real-time graphical Performance Monitor data on page 34

Segment size and performance
A default segment size is set during volume creation, based on the volume group RAID level and the volume input/output (I/O)
characteristics that you specify. These two parameters should optimize the segment size appropriately for your environment.
When you create the volume, you also are given the option of selecting a custom segment size rather than accepting the default
segment size.
Note: You cannot change the segment size of volumes in a disk pool.

Monitor your storage array, and change the segment size when necessary for optimal performance based on these guidelines.

482

•

If your typical I/O size is larger than your segment size, increase your segment size to minimize the number of drives needed
to satisfy an I/O request. This concept is especially true in a multi-user storage environment, a database storage environment,
or a file system storage environment. Using a single drive for a single request leaves other drives available to simultaneously
service other requests.

•

If you use the volume in a single-user, large I/O environment, such as for multimedia application storage, performance is
optimized when a single I/O request can be serviced with a single data stripe. A data stripe is the segment size multiplied by
the number of drives in the volume group that are used for I/O. In this case, multiple disks are used for the same request, but
each disk is accessed only once.

Storage arrays

Maximizing performance for 4 KB segment size
You can specify a 4-KB segment size for SSD-enabled volumes. Make sure you select the 4 KB segment size only for SSDenabled volumes that handle small-block I/O operations (For example, 16 KB I/O Block sizes or smaller). Performance might be
impacted if you select 4 KB as the segment size for SSD-enabled volumes that handle I/O's larger than 4 KB block random or
sequential operations. To maximize the performance of SSD-enabled volumes using 4 KB segment size, make sure to do the
following:
•

Make sure that the host partition is aligned to the beginning of a segment. For more information, refer to the Learn About
Defining Storage Partition Topology online help topic.

•

Make sure that the I/O size is 16 KB or less for RAID 5 and RAID 6 volume groups and 4 KB or smaller for RAID 10
volume groups. For more information, refer to the Learn About Cache Settings and Performance online help topic.

•

Enable read cache

•

Enable write cache

•

Disable dynamic cache read prefetch

Related tasks

Changing the segment size of a volume on page 122

RAID levels and performance
To maximize the performance of a volume group, select the appropriate RAID level. You can determine the appropriate RAID
level by knowing the read and write percentages for the applications that are accessing the volume group. Use the Performance
Monitor to obtain these percentages.
Note: You cannot change the RAID level of a disk pool. The storage management software automatically configures disk
pools as RAID level 6.

Applications with a high read percentage perform well using RAID Level 5 volumes or RAID Level 6 volumes because of the
outstanding read performance of the RAID Level 5 and RAID Level 6 configurations. However, applications with a low read
percentage (write-intensive) do not perform as well on RAID Level 5 volumes or RAID Level 6 volumes. The degraded
performance is the result of the way that a controller writes data and redundancy data to the drives in a RAID Level 5 volume
group or a RAID Level 6 volume group.
To change the RAID level, select Storage > Volume Group > Change > RAID Level . Select a RAID level based on this
information:
•

RAID Level 0 offers high performance, but it does not provide data redundancy.

•

RAID Level 1 offers high performance.

•

RAID Level 3 is good for large data transfers in applications that write and read large sequential chunks of data, such as
multimedia or medical imaging.

•

RAID Level 5 and RAID Level 6 are good for multi-user environments, such as database or file system storage, where
typical I/O size is small and a high proportion of read activity occurs.

Related tasks

Changing the RAID level of a volume group on page 97
Viewing real-time textual Performance Monitor on page 37
Viewing real-time graphical Performance Monitor data on page 34
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Volume modification priority and performance
The modification priority defines how much processing time is allocated for volume modification operations relative to system
performance. You can increase the volume modification priority, although this might affect system performance.
Modifications can affect these operations:
•

Copyback

•

Reconstruction

•

Initialization

•

Changing the segment size

•

Defragmentation of a volume group

•

Adding free capacity to a volume group

•

Dynamic Volume Expansion (DVE)

•

Changing the RAID level of a volume group

Modification priority rates
The lowest priority rate benefits system performance, but the modification operation takes longer. The highest priority rate
benefits the modification operation, but system performance might be compromised.
Progress of a modification operation
The progress bar at the bottom of the Volume Properties dialog shows the progress of a modification operation.
Related tasks

Changing the volume modification priority on page 119
Viewing standard volume properties on page 141
Changing the segment size of a volume on page 122

Learn about firmware
Related tasks

Upgrading the controller firmware on page 144

Learn about the controller firmware
Controller firmware is software that is inserted into programmable read-only memory (programmable ROM), where it becomes
a permanent part of the controller. The firmware is created and tested like software using microcode simulation. When the
firmware is ready, it can be distributed like other software.
The following items are some of the functions of controller firmware:
•

Asymmetric Logical Unit Access (ALUA) is a feature of the controller firmware that allows input/output (I/O) access to any
controller port and manages volume ownership based on I/O access.

•

Controller firmware automatically assigns default logical unit numbers (LUNs) during volume creation.

•

Tray IDs are automatically set by the controller firmware, which makes sure that each tray has a unique ID.

You can download the controller firmware with through the storage management software.
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Related concepts

Learn about the Nonvolatile Static Random Access Memory (NVSRAM) on page 485
I/O data path protection on page 155

Understanding drive firmware
Drive firmware controls the low-level operating characteristics of a disk drive. Periodically, the drive manufacturers release
updates to drive firmware to add new features, improve performance and fix defects.
Types of drive firmware downloads
Each firmware image file contains information about the drive type on which the firmware image runs. The specified firmware
image can be downloaded only to a compatible drive. Different firmware download methods are available depending on the type
and state of the volume group or disk pool to which that drive belongs as described in the following list.
•

Online: If the volume group or disk pool supports redundancy and is Optimal, you can use the Online method to download
the drive firmware. The Online method downloads firmware while the storage array is processing I/O to the associated
volumes using these drives. You do not have to stop I/O to the associated volumes using these drives. These drives are
upgraded one at a time to the volumes associated with the drives. If the drive is not assigned to a volume group or disk pool
(or is a standby Hot Spare), then its firmware may be updated by the Online or the Parallel method. System performance
may be impacted when you use the Online method to download drive firmware.

•

Parallel: If the volume group or disk pool does not support redundancy (RAID 0), or is degraded, you must use the Parallel
method to download the drive firmware. The Parallel method will download firmware only while all I/O activity is stopped
to the associated volumes using these drives. You must stop all I/O to any associated volumes using these drives. If the drive
is not assigned to a volume group or disk pool (or is a standby Hot Spare), then its firmware may be updated by the Online
or the Parallel method.

•

All: You can choose All to download firmware to all the drives included in the selection list, regardless of the state of the
volume group or disk pool. The selection list can contain a mixture of redundant and non-redundant volume group or disk
pool drives or SSD cache drives, therefore the system downloads firmware to all these drives using the Parallel method. All
I/O to the volumes using these drives must be stopped before the firmware download begins.

Guidelines
Keep these important guidelines in mind when you update the drive firmware to avoid the risk of application errors:
•

Perform downloads only under the guidance of technical support.

•

If using the Parallel download method, stop all I/O to the volume groups containing the drives before starting the download.

•

Do not make any configuration changes to the storage array while downloading the firmware.

•

Firmware on RAID 0 volume group drives can be updated only using the Parallel method.

Learn about the Nonvolatile Static Random Access Memory (NVSRAM)
NVSRAM is random access memory (RAM) that does not lose data that is stored in its memory when power to the storage array
is disrupted. Unlike dynamic random access memory (DRAM), NVSRAM keeps its data without constantly refreshing.
NVSRAM is preferred to DRAM because NVSRAM offers faster memory access times. NVSRAM also contains controller
firmware that specifies default settings for the controller.
NVSRAM contains storage array parameters that determine how the storage array reports vendor and product ID information.
NVSRAM also defines the behavior of the storage array. For example, NVSRAM provides the following parameters:
•

The number of drives to spin up when the storage array is started

•

The option to enable or disable drive migration

•

The option to enable or disable Target Port Group Support (TPGS) or Asymmetric Logical Unit Access (ALUA)

Learn about firmware
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You can download the NVSRAM through the storage management software.

Learn about Drive Security
Learn about read/write accessibility
The Drive Properties window includes information about the Drive Security attributes. Read/Write Accessibility is one of the
Drive Security attributes. The Read/Write Accessibility attribute value is Yes when the drive is unlocked. The Read/Write
Accessibility attribute value is No, invalid security key when the drive is locked.
Related tasks

Viewing drive properties on page 172

Learn about the security key identifiers
Whenever you create or change a security key, you also create a security key identifier. Unlike the security key, the security key
identifier is designed to be human-readable. The security key identifier is stored on a drive or on transportable media. The
security key identifier identifies which key a controller is using when more than one security key is present in a storage array.
Typically, all of the controllers and the drives in a storage array share the same security key when the Drive Security feature is
used.

Learn about Data Assurance
The Data Assurance (DA) feature increases data integrity across the entire storage system. DA enables the storage array to check
for errors that might occur when data is moved between the hosts and the drives. When this feature is enabled, the storage array
appends error-checking codes (also known as cyclic redundancy checks or CRCs) to each block of data in the volume. After a
data block is moved, the storage array uses these CRC codes to determine if any errors occurred during transmission. Potentially
corrupted data is neither written to disk nor returned to the host.
If you want to use the DA feature, start with a pool or volume group that includes only drives that support DA. Then, create DAcapable volumes. Finally, map these DA-capable volumes to the host using an I/O interface that is capable of DA. I/O interfaces
that are capable of DA include Fibre Channel, SAS, and iSER over InfiniBand (iSCSI Extensions for RDMA/IB). DA is not
supported by iSCSI over Ethernet, or by the SRP over InfiniBand.
Related tasks

Disabling Data Assurance on page 136

Solid State Disks
Some controllers and drive trays support Solid State Disks (SSDs). SSDs are data storage devices that use solid state memory
(flash) to store data persistently. An SSD emulates a conventional hard drive, thus easily replacing it in any application. SSDs
are available with the same interfaces that are used by hard drives.
The advantages of SSDs over hard drives follow:
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•

Faster start up (no spin up)

•

Faster access to data (no rotational latency or seek time)

•

Higher I/O operations per second (IOPS)

•

Higher reliability with fewer moving parts

•

Lower power usage

Storage arrays

•

Less heat produced and less cooling required

SSD support is a feature of the storage management software that either you or your storage vendor must enable.
Identifying SSDs
You can identify SSDs in the storage management software either by the label "SSD" or this icon, .
In addition to drive firmware, SSDs have field-programmable gate array (FPGA) code that need to be updated periodically. An
FPGA version is listed in the drive properties, which you can see in the storage management software by selecting a drive on the
Hardware tab. Also, SSDs do not have a speed listed in the drive properties like hard drives do.
Creating volume groups
All of the drives in a volume group must have the same media type (hard drive or SSD) and the same interface type. Hot spare
drives must also be of the same drive type as the drives they are protecting.
Wear life
A flash-based SSD has a limited wear life before individual memory locations can no longer reliably persist data. The drive
continuously monitors itself and reports its wear life status to the controller. Two mechanisms exist to alert you that an SSD is
nearing the end of its useful life: average erase count and spare blocks remaining. You can find these two pieces of information
in the drive properties, which you can see in the storage management software by selecting a drive on the Hardware tab.
The average erase count is reported as a percentage of the rated lifetime. When the average erase count reaches 80 percent, you
should schedule the replacement of the SSD. When the average erase count reaches 90 percent, a Needs Attention condition
occurs. At this time, you should replace the SSD as soon as possible.
The spare blocks remaining are reported as a percentage of the total blocks. When the number of spare blocks remaining falls
below 20 percent, you should schedule the replacement of the SSD. When the number of spare blocks remaining falls below 10
percent, a Needs Attention condition occurs. At this time, you should replace the SSD as soon as possible.
Write caching
Write caching is always enabled for SSDs. Write caching improves performance and extends the life of the SSD.
Related tasks

Viewing drive properties on page 172
Locating a drive on page 163
Viewing a storage array profile on page 9

Learn about InfiniBand
InfiniBand is an industry standard architecture for server I/O and communications among servers. InfiniBand is designed to be
scalable across a wide range of requirements, but is most widely used in high-performance computing environments. The
InfiniBand standard includes definitions for physical interfaces and connectors as well as a protocol stack.
An InfiniBand network consists of one or more subnets. A subnet comprises endnodes (such as hosts and devices), switches,
links, and a subnet manager.
The host interface for InfiniBand communications is called a host channel adapter (HCA). This terminology distinguishes HCAs
from the host bus adapter (HBAs) used for Fibre Channel because InfiniBand is a point-to-point architecture rather than a bus
architecture.

Learn about InfiniBand
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Learn about using the unreadable sectors log
Attention: Any data in the Unreadable Sectors Log is unrecoverable and should be considered lost.

The storage management software provides a way to view and sort the data in the Unreadable Sectors Log . The Unreadable
Sectors Log contains detailed records of unreadable sectors caused by drives reporting unrecoverable media errors. This dialog
enables you to clear and save unreadable sectors.
Unreadable sectors are detected during normal I/O and during modification operations, such as reconstructions. When
unreadable sectors are detected on a storage array, a Needs Attention icon appears for each storage array on the top-level storage
array node. The Recovery Guru distinguishes which unreadable sector condition needs attention. Furthermore, the Recovery
Guru suggests the applicable procedures for resolving the condition.
Examples of events logged in the Unreadable Sectors Log include the following events:
•

Unreadable sectors exist on the storage array - data has been lost

•

Unreadable sectors database full condition

Viewing the unreadable sectors log
To view the Unreadable Sectors Log from the Array Management Window, select Monitor > Reports > Unreadable Sectors
Log .
Related tasks

Recovering from storage array problems on page 26
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access volume
A special volume that is used by the host-agent software to communicate management requests and event information between
the management station and the storage array. An access volume is required only for in-band management.

active-active controller pair
In this configuration, both controllers have specific volumes assigned to them, and both controllers handle input/output (I/O)
requests from the host for those volumes. If one of the controllers fails and support for multi-path failover exists, the volume
assignments are moved to the other active controller.

active-passive controller pair
In this configuration, there are two controllers: one active and one passive. The active controller manages all of the input/output
(I/O) requests from the host for designated volumes. The passive controller remains in Standby mode and will assume I/O
requests if the active controller fails.

Active mode
An operational state in which the controller has specific assigned volumes and manages input/output (I/O) requests from the
host for these volumes.

alert destination
The Simple Network Management Protocol (SNMP) address or email address for delivery of critical alert messages.

alternate path
A secondary path that assumes all activity for the failed primary path, while the secondary path maintains access to the logical
unit number (LUN).

arbitrated loop (AL)
CONTEXT [Fibre Channel] 1. A Fibre Channel interconnect topology in which each port is connected to the next, forming a
loop. At any instant, only one port in a Fibre Channel Arbitrated Loop can transmit data. Before transmitting data, a port in a
Fibre Channel Arbitrated Loop must participate with all other ports in the loop in an arbitration to gain the right to transmit data.
The arbitration logic is distributed among all of a loop's ports.

access volume
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2. The version of the Fibre Channel protocol used with the arbitrated loop physical topology. (The Dictionary of Storage
Networking Terminology )

arbitrated loop physical address (AL_PA)
CONTEXT [Fibre Channel] An 8-bit value used to identify a participating device in an Arbitrated Loop. (The Dictionary of

Storage Networking Terminology)

assigned drive
A drive that is identified as part of a volume group, a logical unit number (LUN) assignment, a hot spare assignment, or a global
hot spare drive assignment.

asynchronous mirroring
A feature used for online, real-time replacement of data between storage arrays. In the event of a disaster or catastrophic failure
at the primary storage array, the user can promote the secondary storage array to take over responsibility for computing services.
Asynchronous mirroring is a new implementation of the remote mirroring feature. Both types of remote mirroring exist in the
storage array: the new Asynchronous Mirroring feature and the legacy Synchronous Mirroring feature. With Asynchronous
Mirroring, data is written to the remote storage array periodically instead of after each write as it is with Synchronous Mirroring.
This implementation speeds up applications, increases the distance allowed between storage arrays, and reduces
telecommunication infrastructure.

asynchronous mirror group
An asynchronous mirror group is a set of volumes that are mirrored together. A primary asynchronous mirror group exists on the
local storage array and a corresponding secondary asynchronous mirror group exists on the remote storage array. All volumes in
the asynchronous mirror group are synchronized to the remote storage array at the same time to provide a consistent backup for
applications that use more than one volume.

asynchronous mirrored pair
An asynchronous mirrored pair consists of two volumes that are mirrored: a primary volume on the local storage array and a
secondary volume on the remote storage array.
An asynchronous mirrored pair is a part of an asynchronous mirror group, which allows the mirrored pair to synchronize at the
same time as any other mirrored pairs within the asynchronous mirror group. Write operations are performed first to the primary
volume and then to the secondary volume.

Asynchronous write mode
A configuration option for the Synchronous Mirroring feature. This option enables the controller to complete write requests to
the primary volume before waiting for an input/output (I/O) completion indication that the data has been successfully copied to
the secondary storage array.
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Asynchronous write mode offers faster host I/O performance. Asynchronous write mode does not guarantee that data was
successfully written to the secondary volume before a successful write to the host system is indicated.

automatic resynchronization
An option that is available for the Synchronous Mirroring feature that automatically resynchronizes the data on the primary
volume and the secondary volume. This action occurs after a link interruption is corrected. This action also occurs after a
volume error that causes Synchronous Mirroring to become unsynchronized is corrected.

Auto-Volume Transfer (AVT)
A feature of the controller firmware that helps to manage each volume in a storage array. When used with a multi-path driver,
AVT helps to make sure that an I/O data path always is available for the volumes in the storage array.

baseline
The starting error count values established for each type of device on a Fibre Channel loop. These values are established either
when the controller goes through its start-of-day or if requested by a user through the storage management software. The error
count is the difference in error counts from the time that the baseline was established until the time at which the read link status
data is requested.

basic input output system (BIOS)
The software built into a device hardware that performs basic input/output (I/O) functions that are independent of the operating
system without accessing an external software program.

cache
1. To store data temporarily for expedited access.

automatic resynchronization
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2. The location in which data is stored temporarily. There are a variety of cache types. Read cache holds data in anticipation that
it will be requested. Write cache holds data written by a client until it can be stored on other (typically slower) storage media,
such as disk or tape. (The Dictionary of Storage Networking Terminology )

cache memory
An area of random access memory (RAM) on the controller. This memory is dedicated to collecting and holding related data
until a drive tray or a controller-drive tray is ready to process the data. Cache memory has a faster access time than the actual
drive media.

cache pre-fetch
A function that enables the controller to copy additional data blocks into the cache while it reads and copies host-requested data
blocks from the drives into the cache. This process increases the chance that a future request for data could be fulfilled from the
cache. Cache pre-fetch is important for multimedia applications that use sequential input/output (I/O).

Challenge Handshake Authentication Protocol (CHAP)
An initiator-target authentication protocol that uses a challenge to verify that systems have access to each other, either one way
or both ways. CHAP happens constantly without user interaction.

cluster
A collection of computers that are interconnected (typically at high-speeds) for the purpose of improving reliability, availability,
serviceability, and/or performance (via load balancing). Often, clustered computers have access to a common pool of storage,
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and run special software to coordinate the component computers' activities. (The Dictionary of Storage Networking
Terminology )

command line interface (CLI)
A type of user interface for an operating system of a computer or an application in which the user responds to a visual prompt
by typing a command on a specified line. The user then receives a response back from the system. The CLI provides an efficient
way to edit, send, and run storage management commands on multiple network storage arrays.

community name
A string of American Standard Code for Information Interchange (ASCII) characters that identifies a known set of network
management stations and Simple Network Management Protocol (SNMP) agents. Beginning with Version 8.00 of the storage
management software, the default community name is public .

configuration file
A file that defines how components in a computer system interact with each other. For storage arrays and hosts, this file stores
information that should be included in the management domain, as well as information about mail server and email addresses
used for alert notifications.

configured capacity
Space on drives in a storage array that has been designated for use in a volume group.

consistency group
Volumes that you group together for the purpose of performing snapshot image operations in a batch manner.

Contacting Storage Array status
A temporary status for a storage array, displayed in the storage management software, that signifies that the storage management
software is establishing contact with each individual storage array.

command line interface (CLI)
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When the storage array has been contacted, the status icon is updated to reflect the current status of the managed storage array
(Optimal, Needs Attention, Fixing, or Unresponsive).

controller
A circuit board and firmware that is located within a controller tray or a controller-drive tray. A controller manages the input/
output (I/O) between the host system and data volumes.

controller tray
One tray with one or two controllers. The controller tray also contains power supplies, fans, and other supporting components.
The controller tray provides the interface between a host and a storage array. A controller tray does not have drives for storing
data.

controller-drive tray
One tray with drives, one or two controllers, fans, and power supplies. The controller-drive tray provides the interface between a
host and a storage array.

Copy In Progress status
A status shown in the storage management software while data on the source volume is being read and then written to the target
volume. While a volume copy has a Copy In Progress status, the host has read-only access to the source volume. Read and write
requests to the target volume do not take place until the volume copy has completed.

Copy Manager
A dialog in the Volume Copy feature that monitors the progress of a volume copy. The dialog manages all volume copies on a
single storage array after the copies have been created.

copy-on-write
A technique that maintains a point-in-time copy of a data block. This controller-driven activity occurs the first time that any data
block is modified.

copy pair
A source volume and a target volume in a volume copy that are located on the same storage array.
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copy priority
A setting that defines how much of the system resources are used to complete a volume copy as compared to fulfilling input/
output (I/O) requests.

copyback
The process of copying data from a hot spare drive to a replacement drive. When a failed drive has been physically replaced, a
copyback operation automatically occurs from the hot spare drive to the replacement drive.

current owner
The controller of an active-active pair that manages input/output (I/O) requests to a volume group. If a volume group is selected
on the Logical tab of the Array Management Window in the storage management software, any controllers owning volumes
within the volume group are designated with an association dot on the Physical tab.

cyclic redundancy check (CRC)
An error-correcting code used by the Fibre Channel protocol.

DACstore
A region on each drive that is reserved for use by the controller to store information about the system configuration. Storing this
information across all of the drives attached to the storage array ensures the highest availability to the data. DACstore enables
easier reconfiguration and migration of drives.

Default Group
A standard node to which all host groups, hosts, and host ports that do not have any specific mappings are assigned. The
standard node shares access to any volumes that were automatically assigned default logical unit numbers (LUNs) by the
controller firmware during volume creation.

defragment
A process that reorganizes files on a disk to consolidate non-contiguous space on a volume group. The user can create noncontiguous space by deleting volumes or by not using the entire available free capacity during volume creation.

copy priority
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Degraded status
A mode of operation in the storage management software for a Redundant Array of Independent Disks (RAID) Level 1, RAID
Level 3, RAID Level 5, or RAID Level 6 volume when one drive fails in a volume group.

Direct Attached Storage (DAS)
Storage that is directly connected to a server. This direct connection gives fast access to the data, but the storage is accessible
only from that server. The storage for each server is managed separately and is not shared by more than one server.

Disk Management
A graphical tool in the Microsoft Windows operating system that enables you to manage disks. You can perform online
administrative tasks without shutting down the system or interrupting other users. For example, you can create, extend, or mirror
a volume without restarting the system. You also can add disks without restarting the system. Most configuration changes take
effect almost immediately. You do not need to save or commit changes before the changes take effect. With Disk Management,
you can also manage any remote Microsoft Windows computer if you are a member of the Administrators or Server Operators
group. Disk Management provides shortcut menus that show you which tasks can be performed on a selected object and wizards
to guide you through the tasks, such as creating partitions and volumes and upgrading disks.

disk pool
A set of drives that is logically grouped. A disk pool provides the overall capacity needed to create one or more volumes. A disk
pool is similar to a volume group, with the following differences. The data in a disk pool is stored randomly on all of the drives
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in the disk pool, unlike data in avolume group which is stored on the same set of drives. You do not specify a RAID level for a
disk pool. A disk pool does not use hot spare drives. A disk pool allows a large number of drives to be grouped.

drive
A drive that resides in a storage array and provides storage capacity for storage array operations. In general, a drive can be
categorized as unassigned (unused), assigned to a volume group, or assigned for use as a hot spare drive.

drive channel
The path for the transfer of data between the controllers and the drives in the storage array.

drive set
A group of drives that are the same type and the same capacity.

drive tray
One tray with drives, one or two environmental services modules (ESMs), power supplies, and fans. A drive tray does not
contain controllers.

drive type
A type of technology built into a drive. The storage management software supports Fibre Channel (FC), Serial-Attached Small
Computer System Interface (SAS), and Serial-Advanced Technology Attachment (SATA) drive types.

dual active (active/active)
A controller pair in which both controllers are active. Each controller has its own logical unit numbers (LUNs) or volumes. If
one of the controllers in the pair fails, the other controller takes over ownership of the LUNs or volumes of the failed controller.

Dual Primary Synchronous Mirroring condition
A remote mirror that contains two primary volumes, instead of one primary volume and one secondary volume. An error
condition occurs when a catastrophic failure causes a remote mirror to contain two primary volumes.

Dual Secondary Synchronous Mirroring condition
A remote mirror that contains two secondary volumes, instead of one secondary volume and one primary volume. This error
condition occurs when the Change to Secondary option is used under ordinary conditions to perform a role reversal. An intersite communication failure interrupted the promotion of the original secondary volume to become the primary volume of the

drive
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mirrored pair. The storage management software proceeds with the role reversal despite the fact that the original secondary
volume could not be promoted. This is an example of a forced role reversal.

dynamic disk
A physical disk that is managed by the Disk Management tool. Dynamic disks can contain only dynamic volumes created with
Disk Management and cannot contain partitions or logical drives.
For more information on dynamic disks, refer to your Windows user documentation.

Dynamic Host Configuration Protocol (DHCP)
CONTEXT [Network] An Internet protocol that allows nodes to dynamically acquire ('lease') network addresses for periods of
time rather than having to pre-configure them. DHCP greatly simplifies the administration of large networks, and networks in
which nodes frequently join and depart. (The Dictionary of Storage Networking Terminology )

Dynamic Volume Expansion (DVE)
A modification operation in the storage management software that increases the capacity of a standard volume. The operation
uses the free capacity available on the volume group of the standard volume. This operation is considered to be dynamic because
the user can continually access data on volume groups, volumes, and drives throughout the entire operation.

environmental services module (ESM)
A canister in the drive tray that monitors the status of the components. An ESM also serves as the connection point to transfer
data between the drive tray and the controller. An ESM is the same thing as an input/output module (IOM). IOM is the newer
terminology.

error correcting code (ECC)
A scheme for checking the correctness of data that has been stored and retrieved; and correcting it if necessary. Error correcting
codes are different from cyclic redundancy checks in that the latter can detect errors, but are not generally capable of correcting
them.

Ethernet
CONTEXT [Network] The predominant local area networking technology, based on packetized transmissions between physical
ports over a variety of electrical and optical media. Ethernet can transport any of several upper layer protocols, the most popular
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of which is Transmission Control Protocol/Internet Protocol (TCP/IP). Ethernet standards are maintained by the Institute of
Electrical and Electronics Engineers (IEEE) 802.3 committee. (The Dictionary of Storage Networking Terminology )

Ethernet address
A unique, 48-bit identifier that the Institute of Electrical and Electronics Engineers (IEEE) assigns to each Ethernet network
adapter. Ethernet addresses are written as a set of hexadecimal numbers, for example, 006097981E6B. Hardware vendors obtain
blocks of hexadecimal numbers for Ethernet addresses that vendors can build into their adapters.

Ethernet port
CONTEXT [TCP/IP/Ethernet] Ethernet uses media access control identifiers (commonly referred to as MAC addresses) to
distinguish between separate logical channels connecting two ports on the same physical transport network interface.
The Transmission Control Protocol (TCP) and the User Datagram Protocol (UDP) of the Internet Protocol Suite use logical
ports as communication endpoints, including client-side user ports (source of application requests) and server-side well-known
ports for service access. (The Dictionary of Storage Networking Terminology )

Event Log
A detailed list of events that occur on the storage array in the graphical user interface (GUI) of the storage management
software. The list is stored in reserved areas on the drives in the storage array.

storage manager event monitor
An application in the storage management software that monitors all activities on a storage array. The Event Monitor runs
continuously on a host or storage management station. The Storage Manager Event Monitor is also referred to as the Event
Monitor and the Persistent Monitor.

F_Port (Fabric Port)
CONTEXT [Fibre Channel] The “Fabric port” within a Fibre Channel fabric switch provides a point-to-point link attachment to
a single N_Port. F_Ports are intermediate ports in virtual point-to-point links between end ports, for example, N_Port to F_Port
to F_Port to N_Port using a single Fibre Channel fabric switch. (The Dictionary of Storage Networking Terminology )

Failed status
A volume status that occurs when two or more drives have failed in the same volume group, or when one or more drives have
failed in a RAID Level 0 volume group. All of the volumes on the volume group are no longer operating. This status is the most
serious one for a volume.

Ethernet address
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Physical components, such as controllers, drives, and power supplies, can also have a Failed status in the storage management
software.

failover
The automatic substitution of a functionally equivalent system component for a failed one. The term failover is most often
applied to intelligent controllers connected to the same storage devices and host computers. If one of the controllers fails,
failover occurs, and the survivor takes over its input/output (I/O) load. (The Dictionary of Storage Networking Terminology )

Feature Enable identifier
A unique identifier for a storage array in the storage management software that generates a Feature Key file.

Feature Key file
A file used by a controller in the storage management software to enable an authorized feature. The file contains the Feature
Enable identifier of the storage array for which the feature is authorized. The file generates data about the feature to be enabled.

Fibre Channel (FC)
A high-speed, serial, storage and networking interface that offers higher performance and greater capacity and cabling distance.
FC offers increased flexibility and scalability for system configurations and simplified cabling. FC is a host interface that is a
channel-network hybrid using an active, intelligent interconnection scheme (topology) to connect devices over a serial bus. The
storage management software uses this connection between the host (where it is installed) and each controller in the storage
array to communicate with the controllers.

Fibre Channel Arbitrated Loop (FC-AL)
CONTEXT [Fibre Channel] A form of Fibre Channel network in which up to 126 nodes are connected in a loop topology, with
each node's L_Port transmitter connecting to the L_Port receiver of the node to its logical right. Nodes connected to a Fibre
Channel Arbitrated Loop (FC-AL) arbitrate for the single transmission that can occur on the loop at any instant using an FC-AL
protocol that is different from Fibre Channel switched and point-to-point protocols. An arbitrated loop may be private (no fabric
connection) or public (attached to a fabric by an FL_Port). The network is defined by the FC-AL-2 standard INCITS 332 - 1999
[R2004]. (The Dictionary of Storage Networking Terminology, 2004 )

Fibre Channel port
CONTEXT [Fibre Channel] A Fibre Channel port provides physical interface attachment to other Fibre Channel ports. A Fibre
Channel port includes the transmitter, receiver, and associated logic at either end of a link within a node. There may be multiple
ports per node. Each port is assigned a unique Port_ID, which is the Fibre Channel address used for routing. Each port is
identified by a unique World Wide Port Name (WWPN). Ports can be implemented on host bus adapters (HBAs), storage
adapters (SAs), routers, switches, bridges, gateways, etc.
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Fibre Channel ports may have many different logical operating modes, such as N_Port, NL_Port, F_Port, FL_Port, E_Port, and
B_Port. (The Dictionary of Storage Networking Terminology )

firmware
Low-level program code that is installed into programmable read-only memory (PROM), where it becomes a permanent part of
a computing device. The firmware contains the programming needed for boot and to implement storage management tasks.

Fixing status
A temporary status for a storage array in the storage management software. A Fixing status is shown when a Needs Attention
condition has been corrected and the managed storage array is transitioning to an Optimal state. An example is a reconstruction
operation that is in progress. A Fixing status requires no action from the user. A Fixing status enables the user to check on the
progress of the operation in the management window of the storage array.
Note: Some recovery actions cause the state of the storage array to change directly from Needs Attention status to Optimal
status, without an interim state of Fixing.

formatting
CONTEXT [Storage Device] [Storage System] The preparation of a disk for use by writing required information on the media.
Disk controllers format disks by writing block header and trailer information for every block on the disk. Host software

firmware
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components, such as volume managers and file systems, format disks by writing the initial structural information required for
the volume or file system to be populated with data and managed. (The Dictionary of Storage Networking Terminology )

free capacity
Unassigned space in a volume group or disk pool that can be used to create volumes.

Free Capacity node
A contiguous region of unassigned capacity on a defined volume group. The user assigns free capacity space to create volumes.

full synchronization
The process of copying all data on the primary volume to the secondary volume. A full synchronization occurs when the
mirrored pair is created. A full synchronization also occurs automatically after a link interruption is corrected, or a volume error
that caused a mirrored pair to become unsynchronized is corrected.

gateway
A device that performs protocol conversion between different types of networks or applications. Gateways perform complete
conversions from one protocol to another protocol rather than support one protocol from within another protocol, such as
Internet Protocol (IP) tunneling.

HBA host port
The physical and electrical interface on the host bus adapter (HBA) that provides for the connection between the host and the
controller. Most HBAs will have either one or two host ports. The HBA has a unique World Wide Identifier (WWID) and each
HBA host port has a unique WWID.

heterogeneous hosts
Hosts with different operating systems that share access to the same storage array.

host
A computer that is attached to a storage array. A host accesses volumes assigned to it on the storage array. The access is through
the HBA host ports or through the iSCSI host ports on the storage array.
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host adapter
A physical board with one or more host ports that serves as a controller for Small Computer System Interface (SCSI) or
Infiniband devices or for a Fibre Channel bus.

host-agent software
Software that manages the storage array through an Ethernet connection from a storage management station to a host. The hostagent software receives communication from the storage management client software and passes the communication to the
controllers of the storage array along the I/O path.

host bus adapter (HBA)
A physical board that resides in the host. The HBA provides for data transfer between the host and the controllers in the storage
array over the I/O host interface. Each HBA contains one or more physical ports.

host group
A logical entity that identifies a collection of hosts that share access to the same volumes.

host interface
The connection between a controller and the host machine. The storage management software supports Fibre Channel (FC),
Internet Small Computer System Interface (iSCSI), Serial Attached SCSI (SAS), and Infiniband host interfaces.

host port
The physical connection that lets a host gain access to the volumes in the storage array. When the host bus adapter or host
channel adapter (Infiniband) has only one physical connection (host port), the terms 'host port' and 'host bus adapter' or 'host
channel adapter' are synonymous.

host type
A configuration setting that defines how the controllers in the storage array work with a specified operating system for the hosts
that are connected to the operating system. The host type depicts an operating system or variants of the same operating system.

hot_add utility
A host-based utility that dynamically registers volumes with the operating system of the host.

host adapter
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hot spare drive
A spare drive that contains no data and that acts as a standby in case a drive fails in a Redundant Array of Independent Disks
(RAID) Level 1, RAID Level 3, RAID Level 5, or RAID Level 6 volume. The hot spare drive can replace the failed drive in the
volume. Hot spare drives are used only in volume groups, not disk pools.

hub
A communications infrastructure device to which nodes on a multi-point bus or loop are physically connected. Commonly used
in Ethernet and Fibre Channel networks to improve the manageability of connecting devices to a bus structure, both managing
physical cables and supporting the addition or removal of nodes from the bus while it is operating. Hubs maintain the logical
loop topology of the network of which they are a part, while creating a 'hub-and-spoke' physical star layout. Unlike switches,
hubs do not aggregate bandwidth. (The Dictionary of Storage Networking Terminology )

in-band storage array
A storage array in which the controllers are managed through an Ethernet connection from a storage management station to a
host. The host sends the requests to the controllers through the input/output (I/O) connections between the host and the storage
array. The controllers also use the I/O connections to send event information back to the storage management station through the
host. Data is also sent to the storage array through the I/O connections.

initialization
The deletion of all data on a drive, a volume or a volume group.
In previous versions of the storage management software, this was called format.

initializing
In the storage management software, the deleting of all data on a drive, a volume, or a volume group.

initiator
The system component that originates an input/output (I/O) command over an I/O bus or network. I/O adapters, network
interface cards, and intelligent controller device I/O bus control application specific integrated circuits (ASICs) are typical
initiators. (The Dictionary of Storage Networking Terminology )

input/output (I/O)
The process of moving data between a computer system's main memory and an external device or interface, such as a storage
device, a display, a printer, or a network connected to other computer systems. I/O is a collective term for reading , or moving
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data into a computer system's memory, and writing , or moving data from a computer system's memory to another location. (The
Dictionary of Storage Networking Terminology )

input/output module (IOM)
A module in the drive shelf that monitors the status of the components. An IOM also serves as the connection point to transfer
data between the drive shelf and the controller. An IOM is the same thing as an environmental services module (ESM). IOM is
the newer terminology.

Internet Protocol (IP) address
A unique address that devices use to identify and communicate with each other on a network using the Internet Protocol (IP)
standard. Any network device, including a computer, a printer, or a server, has its own unique address. An IP address identifies
each sender or receiver of information that is sent in packets across the Internet. Each client station and each server station must
have a unique IP address. An IP address is written as numbers that are separated by periods. An example of an Internet Protocol
version 4 (IPv4) address is 204.171.64.2. An example of an Internet Protocol version 6 (IPv6) address is 3FFE:
2900:D005:1001:12AA:10FF:FE28:9C5A.

Internet Protocol Version 4 (IPv4)
The fourth iteration of the Internet Protocol (IP), IPv4 is the dominant network layer protocol on the Internet. IPv4 is a dataoriented protocol that is used on a packet-switched internetwork; for example, Ethernet. IPv4 uses a 32-bit addressing scheme,
represented by four 8-bit (0-255) numbers separated by periods; for example, 121.145.241.001. IPv4 supports 4.3 billion
addresses for electronic devices. IPv4 and Internet Protocol Version 6 (IPv6) are formally adopted for general use.

Internet Protocol Version 6 (IPv6)
The sixth iteration of the Internet Protocol (IP), IPv6 is a network layer protocol used to exchange data across a packet-switched
internetwork. IPv6 increases the address space for networked devices from 32 bits to 128 bits, so that each electronic device can
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have its own address; for example, 3FFE:2900:D005:1001:12AA:10FF:FE28:9C5A. IPv6 supports 50 octillion addresses for
electronic devices. IPv6 and Internet Protocol Version 4 (IPv4) are formally adopted for general use.

Internet Small Computer System Interface (iSCSI)
A transport protocol that is independent of the physical transport medium. iSCSI can run over Transmission Control Protocol/
Internet Protocol (TCP/IP) and any physical transport that can support TCP/IP. iSCSI allows systems that support iSCSI
interfaces to connect directly to standard Gigabit Ethernet switches, Internet Protocol (IP) routers, or both.

Internet Storage Name Service (iSNS)
CONTEXT [iSCSI] A protocol and mechanism for intelligent discovery of storage devices in an Internet Protocol (IP) network.
(The Dictionary of Storage Networking Terminology )

invalid cyclic redundancy check (ICRC)
A count that indicates that a frame has been received with an invalid value of a cyclic redundancy check.
A cyclic redundancy check is performed by reading the data, calculating the cyclic redundancy check character, and comparing
its value to the cyclic check character already present in the data. If the values are equal, the new data is presumed to be the
same as the old data. If the values are not equal, an error is received, and the data is resent.

invalid transmission word (ITW)
A count that indicates that when a read/write transmission was decoded, the mapping did not exist, the running disparity of the
transmission word is invalid, or both.

iSCSI initiator
A component that implements the iSCSI protocol and provides storage connectivity between a host and a storage array that has
iSCSI host ports. The iSCSI initiator might be implemented as a software component that runs on the host and provides
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connectivity through an Ethernet network interface card (NIC) or a Transmission Control Protocol (TCP) offload adapter.
Alternatively, it might be a host bus adapter with the iSCSI protocol implemented on the host bus adapter.

jumbo frames
Ethernet frames that are created when the maximum transmission units (MTUs) are larger than 1500 bytes, which was the
original maximum frame size supported by the Ethernet protocol. Jumbo frames are created when the MTU is adjusted above
1500 bytes per frame, and they are settable by port.

link failure
A failure that is the result of a link fault signal condition, a Loss of Signal condition, or a Loss of Synchronization condition.

logical unit number (LUN)
The number assigned to the address space that a host uses to access a volume. Each host has its own LUN address space.
Therefore, the same LUN can be used by different hosts to access different volumes.

loss of signal (LOSG)
An error that typically indicates a loss of signal from the transmitting node or physical component within the Fibre Channel
loop. Physical components where a loss of signal typically occurs include gigabit interface converters (GBICs), Small Formfactor Pluggable (SFP) transceivers, and Fibre Channel fiber-optic cable.

loss of synchronization (LOS)
An error that indicates that the receiver cannot acquire symbol lock with the incoming data stream because of a degraded input
signal. If this condition persists, the number of loss of signal (LOSG) errors will increase.

managed device
Any device that is currently being managed by the storage management software. Certain types of devices can be either in-band
or out-of-band.

managed storage array
Any storage array that is currently being managed by the storage management software. Certain types of storage arrays can be
either in-band or out-of-band. A host is not a managed storage array.

jumbo frames
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Management Information Base (MIB)
CONTEXT [Management] The specification and formal description of a set of objects and variables that can be read and
possibly written using the Simple Network Management Protocol (SNMP). (The Dictionary of Storage Networking
Terminology , 2004)

Manual Resynchronization
An option available for Synchronous Mirroring that enables the user to determine when data on the primary volume and the
secondary volume should be resynchronized. This resynchronization should occur after a link interruption is corrected or a
volume error that causes the Synchronous Mirroring to become unsynchronized is corrected.

mapping
An association of a volume with a single logical unit number (LUN). The storage management software defines this mapping
and specifies which host group or host has access to the volume.

media access control (MAC) address
The unique serial number or hardware address that is stored in Ethernet and token-ring adapters that identifies that network card
from all other network cards on the network.

media scan
A background process that runs on all volumes in the storage array for which it has been enabled. A media scan provides error
detection on the drive media. The media scan process scans all volume data to verify that it can be accessed. Optionally, the
media scan process also scans the volume redundancy data.

mirror relationship
The logical and physical connection between a primary volume and a secondary volume in a Synchronous Mirroring
configuration.

mirror repository volume
A special volume on the storage array that is created as a resource for each controller in both local storage arrays and remote
storage arrays. The controller stores duplicate information on the mirror repository volume, including information about remote
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writes that are not yet written to the secondary volume. The controller uses the mirrored information to recover from controller
resets and from accidental powering-down of storage arrays.

Mirror Synchronization in Progress status
An operational status reported in the storage management software that shows that a full synchronization is occurring between
the primary volume and the secondary volume of a mirrored pair.
When the full synchronization is completed, the mirrored pair transitions to a Mirror Synchronized status.

missing volume
In the storage management software, a placeholder node shown in the Logical pane. A missing volume node indicates that the
storage array has detected that the drives associated with a volume are no longer accessible. Typically, this condition occurs
when the drives associated with a volume group are removed or when a loss of power occurs to one or more drive trays.

modification operation
A controller-based operation, in which the controller is required to write and, in some cases, rewrite data to volume groups,
volumes, and drives. The storage management software processes only one modification operation at a time.

modification priority
A priority that defines how much processing time is allocated for volume modification operations as compared to system
performance. The higher the priority, the faster that the volume modification operations complete, but the slower system input/
output (I/O) is serviced.

multi-path driver, failover driver
A driver that manages the input/output (I/O) data connection for storage arrays with redundant controllers. If a component
(cable, controller, host adapter, and so on) fails along with the I/O data connection, the multi-path driver automatically reroutes
all I/O operations to the other controller. Multi-path drivers might require installation on the I/O attached servers, or they might
be part of the host OS.

multipath I/O (MPIO)
In computer storage, an arrangement whereby there is more than one logical path between the central processing unit (CPU) in a
computer system and its storage devices. This path is routed through the buses and bridge devices that connect the CPU and its
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storage devices. If one controller, port, or switch fails, the operating system can route I/O through the remaining controller so
that work can continue.

mutual authentication
Two-way authentication that enables a client to validate itself to a server and for the server to validate itself to the client. If an
initiator and a target negotiate during login to use authentication, by default, the initiator authenticates to the target that it is who
it says it is given that the initiator knows the target Challenge Handshake Authentication Protocol (CHAP) secret. If the initiator
optionally requests mutual authentication, then the target authenticates to the initiator that the target is who it says it is given that
the target knows the initiator's CHAP secret.

N_Port (Node Port)
CONTEXT [Fibre Channel] A 'Node' port connects via a point-to-point link to either a single N_Port or a single F_Port.
N_Ports handle creation, detection, and flow of message units to and from the connected systems. N_Ports are end ports in
virtual point-to-point links through a fabric, for example, N_Port to F_Port to F_Port to N_Port using a single Fibre Channel
fabric switch. (The Dictionary of Storage Networking Terminology )

NL_Port (Node Loop Port)
CONTEXT [Fibre Channel] A “Node Loop” port is capable of arbitrated loop functions and protocols. An NL_Port connects
via an arbitrated loop to other NL_Ports and at most a single FL_Port. NL_Ports handle creation, detection, and flow of message
units to and from the connected systems. NL_Ports are end ports in virtual point-to-point links through a fabric, for example,
NL_Port to F_Port to F_Port to N_Port using a single Fibre Channel fabric switch. In the absence of a fabric switch FL_Port,
NL_Ports can communicate with other NL_Ports in virtual point-to-point links through an Fibre Channel Arbitrated Loop (FCAL) open loop circuit often through FC-AL (Arbitrated Loop) hub or loop switch devices.

Needs Attention status
An operational status reported through the storage management software that indicates that a problem exists on a managed
storage array that requires user intervention to correct it.

network management station (NMS)
A console with installed network management software that is Simple Network Management Protocol (SNMP) compliant. The
NMS receives and processes information about managed network devices in a form that is supported by the Management
Information Base (MIB) that the NMS uses.
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The storage management software provides information about critical events, using SNMP trap messages, to the configured
NMS.

node
CONTEXT [Network] [Storage System] An addressable entity connected to an input/output (I/O) bus or network. Used
primarily to refer to computers, storage devices, and storage subsystems. The component of a node that connects to the bus or
network is a port. (The Dictionary of Storage Networking Terminology )

non-secure volume group
The condition where security capabilities have not been enabled, or the volume group consists of drives that are not full disk
encryption (FDE) capable.

nonvolatile static random access memory (NVSRAM)
Random access memory (RAM) that does not lose the contents of its memory when the electricity is shut off. Unlike dynamic
random access memory (DRAM), NVSRAM keeps its data without constantly refreshing. NVSRAM is generally preferable to

node
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DRAM because NVSRAM offers faster memory access times. NVSRAM also contains controller firmware that specifies
default settings for the controller.

operating system (OS)
System software that is responsible for the direct control and management of hardware and basic system operations. An OS also
provides a foundation upon which to run application software, such as word processing programs and web browsers.

Optimal status
An operational status reported in the storage management software. This status indicates that every component in the storage
array is in the desired working condition.

originator
CONTEXT [General] In a negotiation, the party that initiates the negotiation. (The Dictionary of Storage Networking
Terminology )

out-of-band storage array
A storage array in which the controllers are managed through an Ethernet connection from a storage management station to the
storage array. The controllers also use the Ethernet connection to send event information back to the storage management
station. Data is sent to the storage array through the input/output (I/O) connections between the host and the storage array.

parallel port
A connection on a device for parallel communication. A port that supports multiple-bit-at-a-time transmission to devices, such
as printers.

parity
A method that provides complete data redundancy while requiring that only a fraction of the storage capacity of mirroring. The
data and parity blocks are divided between the drives so that if any single drive is removed (or fails), the data on the drive can be
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reconstructed. Data is reconstructed by using the data on the remaining drives. The parity data might exist on only one drive, or
the parity data might be distributed between all of the drives in the Redundant Array of Independent Disks (RAID) group.

partially managed storage array
A condition that occurs when only one controller is defined or can be reached when the storage array is added to or found by the
storage management software. In this case, volume management operations can be done only on volumes owned by the
reachable controller. Many other management operations that require access to both controllers are not available.

Passive mode
A controller operational state reported through previous versions of the storage management software that indicates that a
controller acts as a spare. In the current version of the storage management software, a controller is no longer supported in
Passive mode.

pass phrase
An alphanumeric string of characters that the controller uses to encrypt the security key (array lock key).

persistent reservation
A reservation on a volume that prevents other hosts from accessing the volume. Unlike other types of reservations, a persistent
reservation reserves access across multiple host ports and provides various levels of access control. A persistent reservation can

partially managed storage array
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query the storage array about registered ports and reservations. Optionally, a persistent reservation provides for the persistence
of reservations during a power loss on a storage array.

point-to-point
A simple topology that allows bidirectional communication between two nodes, such as a storage array and a server. Point-topoint, like all storage area network (SAN) topologies, benefits from the long reach that is possible with fiber-optic connections.

port
A port can be an entrance to or exit from a storage network. It can be a connection point for a peripheral device or an application
program. It can be logical, physical, or both. Examples include Fibre Channel port, Internet Protocol Suite port, and Small
Computer System Interface (SCSI) port. (The Dictionary of Storage Networking Terminology )

preferred loop ID
The Fibre Channel Loop ID in nonvolatile static random access memory (NVSRAM) that determines the Arbitrated Loop
Physical Address (AL_PA or hard address). The loop ID is used only for controllers that are attached using the arbitrated loop
(AL) topology.

preferred owner
A controller in an active-active pair that is set to own specified volumes. The preferred controller owner is not necessarily the
controller that currently owns the volume or the volume group.

preferred path
The access path from the selected controller to the storage array.

premium feature
A feature that is not available in the standard configuration of the storage array.

primary volume
A standard volume in a mirror relationship that accepts host input/output (I/O) and stores application data. When the mirror
relationship is first created, data from the primary volume is copied in its entirety to the associated secondary volume. The
primary volume contains the original user data in a mirror relationship.
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protocol
CONTEXT [Fibre Channel] [Network] [SCSI] A set of rules for using an interconnect or a network so that information
conveyed on the interconnect can be correctly interpreted by all parties to the communication. Protocols include such aspects of
communication as data representation, data item ordering, message formats, message and response sequencing rules, block data
transmission conventions, timing requirements, and so forth. (The Dictionary of Storage Networking Terminology, 2004)

RAID Level 0
A level of non-redundant Redundant Array of Independent Disks (RAID) in which data is striped across a volume or volume
group. RAID Level 0 provides high input/output (I/O) performance and works well for non-critical data. All drives are available
for storing user data; however, data redundancy does not exist. Data availability is more at risk than with other RAID levels,
because any single drive failure causes data loss and a volume status of Failed.
RAID Level 0 is not actually RAID unless it is combined with other features to provide data and functional redundancy,
regeneration, and reconstruction, such as RAID Level 1+0 or RAID Level 5+0.

RAID Level 1
A redundant Redundant Array of Independent Disks (RAID) level in which identical copies of data are maintained on pairs of
drives, also known as mirrored pairs. RAID Level 1 uses disk mirroring to make an exact copy from one drive to another drive.
RAID Level 1 offers the best data availability, but only half of the drives in the volume group are available for user data. If a
single drive fails in a RAID Level 1 volume group, all associated volumes become degraded, but the mirrored drive allows
access to the data. RAID Level 1 can survive multiple drive failures as long as no more than one failure exists per mirrored pair.
If a drive pair fails in a RAID Level 1 volume group, all associated volumes fail, and all data is lost.

RAID Level 3
A high-bandwidth mode Redundant Array of Independent Disks (RAID) level in which both user data and redundancy data
(parity) are striped across the drives. The equivalent of one drive's capacity is used for redundancy data. RAID Level 3 is good
for large data transfers in applications, such as multimedia or medical imaging, that read and write large sequential blocks of
data.
If a single drive fails in a RAID Level 3 volume group, all associated volumes become degraded, but the redundancy data allows
access to the data. If two or more drives fail in a RAID Level 3 volume group, all associated volumes fail, and all data is lost.

RAID Level 5
A high input/output (I/O) Redundant Array of Independent Disks (RAID) level in which data and redundancy are striped across
a volume group or volume. The equivalent of one drive's capacity is used for redundancy data. RAID Level 5 is good for
multiuser environments, such as database or file system storage, where typical I/O size is small, and there is a high proportion of
read activity.

protocol
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If a single drive fails in a RAID Level 5 volume group, then all associated volumes become degraded, but the redundancy data
allows access to the data. If two or more drives fail in a RAID Level 5 volume group, then all associated volumes fail, and all
data is lost.

RAID Level 6
A further development of Redundant Array of Independent Disks (RAID) Level 5. RAID Level 6 protects against simultaneous
failure of two member drives by using two independent error correction schemes. Although RAID Level 6 provides ultra-high
data reliability, its write penalty is even more severe than that of RAID Level 5 because redundant information must be
generated and written twice for each application update. As with RAID Level 4 and RAID Level 5, the write penalty in RAID
Level 6 is often mitigated by other storage technologies, such as caching.

RAID Level 10
A striping and mirroring mode used for high performance.

read
To copy data to a place where it can be used by a program. The term commonly describes copying data from a storage medium,
such as a disk, to memory.

read caching
An operation in which data is copied from the drives that comprise a volume to the cache memory on the controllers so that a
host can access the data more quickly. By maintaining data in the cache memory, the host has access to data that the host might
frequently require.

read link status (RLS)
Provides information about potential errors detected in the traffic flow during communication between devices on the drive side
of a Fibre Channel loop. Error count information is collected for drives, environmental services modules (ESMs), and Fibre
Channel ports.

read link status (RLS) error counts
Link errors that have been detected in the traffic flow between components on a Fibre Channel loop. The detected errors are
represented as a count (32-bit field) of error occurrences that have accumulated over time. The detected errors also help to
provide a coarse measure of the integrity of the components and devices on the loop.
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Error count types include invalid transmission word (ITW), link failure (LF), loss of synchronization (LOS), loss of signal
(LOSG), primitive sequence protocol (PSP), and invalid cyclic redundancy check (ICRC).

reconstruction
The process that restores a degraded Redundant Array of Independent Disks (RAID) Level 1, RAID Level 3, RAID Level 5, or
RAID Level 6 volume to its original state after the user replaces a single, failed drive.

Recovery Guru
In the storage management software, a tool that helps to resolve problems that are detected by the software.

redundancy (data)
Additional information stored along with user data that enables a controller to reconstruct lost data. Redundant Array of
Independent Disks (RAID) Level 1 uses mirroring for redundancy. RAID Level 3, RAID Level 5, and RAID Level 6 use
redundancy information, sometimes called parity, that is constructed from the data bytes and is striped along with the data on
each drive.

redundancy (hardware)
The use of some hardware components that take over operation when the original hardware component fails. For example, if one
power-fan canister fails in a tray, the second power-fan canister can take over the power and cooling requirements for the tray.

Redundant Array of Independent Disks (RAID)
CONTEXT [Storage System] A disk array in which part of the physical storage capacity is used to store redundant information
about user data stored on the remainder of the storage capacity. The redundant information enables reconstruction of user data in
the event that one, or two for RAID 6 and Dynamic Disk Pools, of the array's member disks or the access path to it fails.

reconstruction
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Although it does not conform to this definition, disk striping is often referred to as RAID (RAID Level 0). (The Dictionary of
Storage Networking Terminology )

Redundant Dual Active Controller (RDAC) multi-path driver
A driver that manages the I/O data connection for storage arrays with dual controllers in a redundant configuration. If a
component fails along the connections, causing the host to lose communication with a controller, the driver automatically
reroutes all I/O operations to the other controller.

remote login (rlogin)
A utility command that enables an authorized user to log in to other machines (hosts) on a network and to interact as if the user
were physically at the host computer. When logged in to the host, the user can do anything for which the host has given
permission, such as read files, edit files, or delete files.

remote mirror
A mirrored volume pair that consists of a primary volume at the primary site and a secondary volume at a secondary, remote
site.
The secondary, remote volume is unavailable to secondary host applications while mirroring is underway. In the event of
disaster at the primary site, the user can fail over to the secondary site. The failover is done by performing a role reversal to
promote the secondary volume to a primary volume. Then the recovery host will be able to access the newly promoted volume,
and business operations can continue.

Synchronous Mirroring
A feature used for online, real-time replacement of data between storage arrays. In the event of a disaster or catastrophic failure
at the primary storage array, the user can promote the secondary storage array to take over responsibility for computing services.
The secondary storage array can be located up to 10 kilometers (6.2 miles) away from the primary storage array.

remote write
A process of the Synchronous Mirroring feature that keeps data on the secondary volume synchronized with data on the primary
volume.
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After the controller owner of a primary volume receives a host input/output (I/O) write request and writes the data to the primary
volume, the controller initiates a remote write to copy data blocks that have changed on the primary volume to the secondary
volume.

Replaced Drive status
A temporary status shown on the Physical tab in the storage management software of a drive that has just replaced a failed drive,
but on which data has not been reconstructed or regenerated.

repository
A repository is a system-created volume that is used as the basis for thin volumes, snapshot groups, and snapshot volumes. A
repository holds the write data for the associated thin volume, snapshot group, or snapshot volume. A repository is a special type
of volume that allows for immediate and rapid expansion, as opposed to a standard volume which must undergo a lengthy
dynamic volume expansion (DVE) operation when it needs to be expanded.

resynchronization
An event that occurs when connectivity is restored between the controller owner of the primary volume and the controller owner
of the secondary volume that are participating in a mirrored pair. The resynchronization occurs after a link interruption is
corrected or a volume error that caused the mirrored pair to become unsynchronized is corrected.

role reversal
The acts of promoting the secondary volume to be the primary volume of a mirrored pair and demoting the primary volume to
be the secondary volume.

router
A device that forwards data packets from one local area network (LAN) or wide area network (WAN) to another LAN or WAN.
Based on routing tables and routing protocols, routers read the network address in each transmitted frame. Routers determine
how to send the frame based on the most expedient route (for example, traffic load, line costs, speed, and bad lines). Routers
balance traffic within workgroups and filter traffic for security and policy management.

SCSI bus physical port
CONTEXT [SCSI] A Small Computer System Interface (SCSI) bus physical port provides a means that allows a device to
connect the drivers and receivers to the SCSI parallel bus cable. (The Dictionary of Storage Networking Terminology )

Replaced Drive status
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See also SCSI logical port on page 520.

SCSI initiator port
A physical connection point that links a Small Computer System Interface (SCSI) command source to the physical command
and data transport medium.

SCSI logical port
CONTEXT [SCSI] A Small Computer System Interface (SCSI) logical port is either a SCSI initiator port or a SCSI target port;
it is the logical entity that originates or processes SCSI commands (including data transfer) and task management requests. For
example, the SCSI initiator port enables SCSI operations to flow to and from a server operating system device driver. The SCSI
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target port enables access to a logical unit number (LUN) giving access to a disk drive or access to a range of LUNs configured
and implemented through the physical target port on a storage controller. (The Dictionary of Storage Networking Terminology )

SCSI target port
A physical connection point that links Small Computer System Interface (SCSI) device servers and task managers to the
physical command and data transport medium.

secondary volume
A standard volume in a mirror relationship that maintains a mirror (or copy) of the data from its associated primary volume. The
secondary volume is available for host read requests only. Write requests to the secondary volume are not permitted. In the event
of a disaster or catastrophic failure of the primary site, the secondary volume can be promoted to a primary role.

secure volume group
A volume group where all of the drives are full disk encryption (FDE) drives, and the security system of the drives has been
enabled. A security key (lock key) is required to access the data on the drives.

security capable
The condition that is established when full disk encryption (FDE) drives are used in a storage array.

security capable volume group
A volume group that can be made into a secure volume group. A security capable volume group consists of all full disk
encryption (FDE) drives, where the drive security system on the drive is not enabled.

security enabled
The condition that is set by the controller (through a series of commands) on all full disk encryption (FDE) drives within secure
volume groups, which once set, requires a security key to read data from or to write data to the disk media.

security key
A unique 32-byte identifier that is either randomly generated or generated from a user-supplied pass phrase. The security key
(lock key) is used for unlocking secured full disk encryption (FDE) drives.

SCSI target port
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segment size
The amount of data, in kilobytes (KB), that a controller writes on a single drive in a volume before writing data on the next
drive. Data is stored in blocks, which are 512 bytes of data (the smallest units of storage). The size of a segment determines how
many data blocks that the segment contains. For example, an 8-KB segment holds 16 data blocks. A 64-KB segment holds 128
data blocks.

Serial Advanced Technology Attachment (SATA)
A serial link that uses a single cable with a minimum of four wires to create a point-to-point connection between devices. SATA
is a more compact, reliable, and faster data transfer technology than older technologies.

Serial Attached SCSI (SAS)
CONTEXT [SCSI] A Small Computer System Interface standard that provides for attaching host bus adapters (HBAs) and
Redundant Array of Independent Disk (RAID) controllers to both SAS and Serial Advanced Technology Attachment (SATA)
disk and tape drives, as well as other SAS devices. (The Dictionary of Storage Networking Terminology )

serial port
A connection on a device for serial communication. A serial port is an input/output (I/O) port that transmits data 1 bit at a time,
as opposed to the parallel port, which transmits data 8 bits, or 1 byte, of data at a time.

Service Action Allowed LED
This LED helps to ensure that a canister is not removed for service before it is safe to do so. Not all hardware models have a
Service Action Allowed LED.

Simple Mail Transfer Protocol (SMTP)
The standard protocol that sends email messages across the Internet.

Simple Network Management Protocol (SNMP)
CONTEXT [Network] [Standards] An IETF protocol for monitoring and managing systems and devices in a network. The data
being monitored and managed is defined by a Management Information Base (MIB). The functions supported by the protocol
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are the request and retrieval of data, the setting or writing of data, and traps that signal the occurrence of events. (The Dictionary
of Storage Networking Terminology )

SMdevices
A host-based utility that associates the mapping between a physical storage array name and a volume name.

SMrepassist
A host-based utility for Microsoft Windows platforms. SMrepassist performs functions that are required to ensure that the
hardware for the storage array creates an accurate volume copy. SMrepassist also performs functions to ensure that the driver
recognizes signatures and file system partitions.

snapshot group
A collection of snapshot images associated with a single base volume. To create a snapshot image, you must first create a
snapshot group.

snapshot image
A snapshot image is a logical point-in-time image of a volume. A snapshot image always exists within a snapshot group. To
make a snapshot image read/write accessible by hosts, you must create a snapshot volume. A snapshot image uses one

SMdevices
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repository for all of the snapshot images associated with a base volume, therefore, performance is improved over the previous
snapshot feature.

snapshot volume
A snapshot image that is read/write accessible by hosts.

SNMP trap
A notification event issued by a managed device to the network management station when a significant event occurs. A
significant event is not limited to an outage, a fault, or a security violation.

SNMP trap message
If trap messages have been configured to report predefined critical events that have occurred on a managed storage array, the
storage management station sends these alerts to specified host destinations that are running a Simple Network Management
Protocol (SNMP) service (usually a network management station).

source volume
A standard volume in a volume copy that accepts host input/output (I/O) and stores application data. When the volume copy is
started, data from the source volume is copied in its entirety to the target volume.

SSD cache
The SSD cache feature uses a single or multiple Solid State Disks (SSDs) to implement a read cache. Application performance
is improved because of the faster read times for SSDs. Because the read cache is in the storage array, caching is shared across all
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applications using the storage array. Simply select the volumes that you want to cache, and then caching is automatic and
dynamic.

standard volume
A logical component created on a storage array for data storage. Standard volumes are also used when creating snapshot images
and remote mirrors.

start-of-day
The configuration of a controller at a specified time of a predetermined period.

status
An indicator of the condition of each managed storage array on the system. Status icons generated by the storage management
software represent a summary status for each managed storage array. The storage management software shows the following
statuses: Optimal, Needs Attention, Fixing, Unresponsive, Contacting Device, and Needs Upgrade.

storage area network (SAN)
CONTEXT [Fibre Channel] [Network] [Storage System] 1. A network whose primary purpose is the transfer of data between
computer systems and storage elements and among storage elements. A SAN consists of a communication infrastructure, which
provides physical connections, and a management layer, which organizes the connections, storage elements, and computer
systems so that data transfer is secure and robust. The term SAN is usually (but not necessarily) identified with block input/
output (I/O) services rather than file access services.

standard volume
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2. A storage system consisting of storage elements, storage devices, computer systems, and/or appliances, plus all control
software, communicating over a network. (The Dictionary of Storage Networking Terminology )

storage array
A collection of both physical components and logical components for storing data. Physical components include drives,
controllers, fans, and power supplies. Logical components include disk pools, volume groups, and volumes. These components
are managed by the storage management software.

storage array profile
A descriptive summary of all components and properties of a storage array.

storage management software
Software that saves data from a network to a physical and logical organization of drives. The data is spread out across multiple
drives, copied (physically or virtually) to another location, or both, for failure protection and redundancy.

storage management station
A computer running storage management software that adds, monitors, and manages the storage arrays on a network.

storage partition
A logical entity that is made up of one or more storage array volumes. These storage array volumes can be accessed by a single
host or can be shared with hosts within a host group.

storage partitioning topology
A collection of elements (Default Group, host groups, hosts, and host ports) shown as nodes in the Topology pane of the
Mappings tab in the Array Management Window (AMW) of the storage management software.

subnetwork (subnet)
An identifiable, separate part of an organization's network. For example, traffic is often heaviest within a geographic location,
and Ethernet is a common network technology. In this example, the subnet limits the number of nodes that have to compete for
available bandwidth to a confined geographic area.
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subnetwork mask (subnet mask)
The technique used by the Internet Protocol (IP) to filter messages into a specified network segment (subnet). The subnet mask
is a binary pattern that is stored in the client machine, server, or router. The subnet mask is matched up with the incoming IP
address to determine whether to accept or reject a packet.

Suspended state
An option in a Synchronous Mirroring operation that enables the user to suspend the data transfer between a primary volume
and a secondary volume that are participating in an Synchronous Mirroring operation without actually removing the mirror
relationship. The user can then choose to resume the data transfer at another time when performance is less likely to be of
concern.

switch
A computing networking device to which multiple nodes attach. Unlike hubs, switches typically have internal bandwidth, such
as 1000 Mb/s or 10,000 Mb/s, that is a multiple of link bandwidth. A typical switch can accommodate several simultaneous full

subnetwork mask (subnet mask)
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link bandwidth transmissions between different pairs of nodes. Switches make it possible to connect different types of networks.
Switches can rapidly move node connections from one to another.

synchronization priority
A parameter that defines the amount of system resources that are used to synchronize data between the primary volume and
secondary volume in a mirror relationship.

target
A device that performs operations requested by an initiator.

target ID
The Small Computer System Interface (SCSI) bus address of a target device.

target volume
A standard volume in a volume copy that contains a copy of the data from the source volume.

thin volume
A volume for which the capacity is allocated as the data is being written. This is different from a standard volume which
allocates all of its capacity when the volume is created.

topology
The logical layout of the components of a computer system or network and their interconnections. Topology deals with
questions of what components are directly connected to other components from the standpoint of being able to communicate. It
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does not deal with questions of physical location of components or interconnecting cables. (The Dictionary of Storage
Networking Terminology)

Transmission Control Protocol/Internet Protocol (TCP/IP)
CONTEXT [Network] Shorthand for a suite of protocols that includes Transmission Control Protocol (TCP), Internet Protocol
(IP), User Datagram Protocol (UDP), and Internet Control Message Protocol (ICMP). This is the basic set of communication
protocols used on the Internet. (The Dictionary of Storage Networking Terminology )

transmission word
CONTEXT [Fibre Channel] A string of four contiguous transmission characters aligned on boundaries that are zero modulo 4
from a previously received or transmitted special character. Fibre Channel-1 (FC-1) transmission and reception operate in
transmission word limits. (The Dictionary of Storage Networking Terminology )

tray ID
A number that uniquely identifies a drive tray, a controller-drive tray, or a controller tray in a storage array and in the associated
storage management software. Tray IDs can be automatically set by the controller firmware, which ensures that each tray has a
unique ID. For older hardware products, the tray ID is a switch on the tray itself that is set by the user.

tray loss protection
A method of configuring volumes in a volume group such that each volume is located in a different drive tray when there are
multiple drive trays in a storage array. Tray loss protection provides additional data availability and is an additional point of data
protection in the event that access to a drive tray is lost.

trunked connection
A connected device pair with two or more cables connecting the two devices. In other words, each device has two or more
channel ports that are connected to two or more channel ports on the other device.

unassigned drive
A drive that is not being used in a storage array volume group or is not assigned as a hot spare.

unconfigured capacity
The available space on drives of a storage array that has not been assigned to a disk pool or a volume group.

Transmission Control Protocol/Internet Protocol (TCP/IP)
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Unconfigured Capacity node
The capacity present in the storage array from drives that have not been assigned to a volume group.

Undefined Mappings node
A placeholder node for the volumes that do not have an associated logical unit number (LUN) mapping. The Undefined
Mappings node is shown in the Mappings tab in the storage management software.

unidentified node
A placeholder that represents a device that, when added, was inaccessible to the storage management software. Causes for this
error include network connection problems, the device is turned off, or the device does not exist.

Unresponsive status
A status that occurs when the storage management station cannot communicate with the only controller in a storage array or
with both controllers in a storage array.

Unsynchronized state
Synchronous Mirroring is in an Unsynchronized state when the data on the primary volume is not currently replicated
identically on the secondary volume. Some causes for this state include link errors, a failed primary volume or secondary
volume, a dual primary error condition, or a dual secondary error condition.

usable capacity
The minimum of the actual capacities of a primary volume and a secondary volume that are participating in a mirror
relationship.

volume
The logical component created for the host to access storage on the storage array. A volume is created from the capacity
available on a disk pool or a volume group. Although a volume might consist of more than one drive, a volume appears as one
logical component to the host.

Volume Copy
A feature that copies data from one volume (the source volume) to another volume (the target volume) within a single storage
array.
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volume group
A set of drives that is logically grouped and assigned a RAID level. Each volume group created provides the overall capacity
needed to create one or more volumes.

volume registration
An association between a host port (initiator port), a target port (controller port) and volume, and the volume reservation.

volume reservation
A feature of the server cluster software that enables one or more host ports to reserve a volume and to prevent other host ports
from accessing the same volume.

World Wide Identifier (WWID)
CONTEXT [Fibre Channel] A unique 64-bit number assigned by a recognized naming authority (often using a block
assignment to a manufacturer) that identifies a node process or node port. A WWID is assigned for the life of a connection
(device). Most networking physical transport network technologies use a world wide unique identifier convention. For example,

volume group
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the Ethernet Media Access Control Identifier is often referred to as the MAC address. (The Dictionary of Storage Networking
Terminology )

World Wide Node Name (WWNN)
CONTEXT [Fibre Channel] A globally unique 64-bit identifier assigned for each Upper Layer node process mapped by Fibre
Channel. (The Dictionary of Storage Networking Terminology )

write cache mirroring
Enables cached data to be mirrored across two redundant controllers that have the same cache size. The data written to the cache
memory of one controller is also written to the cache memory of the other controller. Therefore, if one controller fails, the other
can complete all outstanding write operations.

write caching
An operation in which data is moved from the host to the cache memory on the controllers. This operation allows the controllers
to copy the data to the drives that comprise a volume. Write caching helps improve data throughput by storing the data from the
host until the controller can access the volume and move the data.

Write consistency mode
A write mode that preserves write order when mirroring data from the primary volume to the secondary volume. When you
select write consistency mode for multiple mirror relationships on the same storage array, the order that the data is synchronized
is preserved. Selecting write consistency mode for a single mirror relationship does not change the process in which data is
replicated.

write mode
A configuration option for mirrored pairs, which determines when an input/output (I/O) completion indication is sent to the host
application to signal that data has been successfully copied from the primary storage array to the secondary storage array.
Currently, three write modes are available: Synchronous write mode, Write consistency mode, and Asynchronous write mode.
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